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Overview of the chemical compound and drug
name recognition (CHEMDNER) task
Martin Krallinger1? , Florian Leitner1 , Obdulia Rabal2 , Miguel Vazquez1 ,
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Abstract. There is an increasing need to facilitate automated access
to information relevant for chemical compounds and drugs described in
text, including scientific articles, patents or health agency reports. A
number of recent efforts have implemented natural language processing
(NLP) and text mining technologies for the chemical domain (ChemNLP
or chemical text mining). Due to the lack of manually labeled Gold Standard datasets together with comprehensive annotation guidelines, both
the implementation as well as the comparative assessment of ChemNLP
technologies is opaque. Two key components for most chemical text mining technologies are the indexing of documents with chemicals (chemical document indexing - CDI ) and finding the mentions of chemicals
in text (chemical entity mention recognition - CEM ). These two tasks
formed part of the chemical compound and drug named entity recognition (CHEMDNER) task introduced at the fourth BioCreative challenge, a community effort to evaluate biomedical text mining applications. For this task, the CHEMDNER text corpus was constructed, consisting of 10,000 abstracts containing a total of 84,355 mentions of chemical compounds and drugs that have been manually labeled by domain
experts following specific annotation guidelines. This corpus covers representative abstracts from major chemistry-related sub-disciplines such
as medicinal chemistry, biochemistry, organic chemistry and toxicology.
A total of 27 teams – 23 academic and 4 commercial ones, comprised
of 87 researchers – submitted results for this task. Of these teams, 26
provided submissions for the CEM subtask and 23 for the CDI subtask.
Teams were provided with the manual annotations of 7,000 abstracts to
implement and train their systems and then had to return predictions
for the 3,000 test set abstracts during a short period of time. When
comparing exact matches of the automated results against the manually
labeled Gold Standard annotations, the best teams reached an F-score
?
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of 87.39% for the CEM task and of 88.20% for the CDI task. This can
be regarded as a very competitive result when compared to the expected
upper boundary, the agreement between to human annotators, at 91%.
In general, the technologies used to detect chemicals and drugs by the
teams included machine learning methods (particularly CRFs using a
considerable range of different features), interaction of chemistry-related
lexical resources and manual rules (e.g., to cover abbreviations, chemical formula or chemical identifiers). By promoting the availability of the
software of the participating systems as well as through the release of
the CHEMDNER corpus to enable implementation of new tools, this
work fosters the development of text mining applications like the automatic extraction of biochemical reactions, toxicological properties of
compounds, or the detection of associations between genes or mutations
to drugs in the context pharmacogenomics.
Key words: CHEMDNER; ChemNLP; BioCreative; Named Entity Recognition; Chemical compounds; Drugs; Text Mining
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Introduction

There is an increasing interest, both on the academic side as well as the industry, to facilitate more efficient access to information on chemical compounds
and drugs (chemical entities) described in text repositories, including scientific
articles, patents, health agency reports, or the Web. Chemicals and drugs are
also among the entity types most frequently searched in the PubMed database.
With the rapid accumulation of scientific literature, linking chemical entities to
articles through manually curation cannot cope with the amount of newly published articles. If text mining methods should improve information access for
this domain, two fundamental initial tasks need to be addressed first, namely
(1) identifying mentions of chemical compounds within the text and (2) indexing
the documents with the compounds described in them. The recognition of chemical entities is also crucial for other subsequent text processing strategies, such
as detection of drug-protein interactions, adverse effects of chemical compounds
and their associations to toxicological endpoints, or the extraction of pathway
and metabolic reaction relations.
Most of the research carried out in biomedical sciences and also bioinformatics is centered on a set of entities, mainly genes, proteins, chemicals and drugs.
There is a considerable demand in facilitating a more efficient retrieval of documents and sentences that describe these entities. Also a more granular extraction
of certain types of descriptions and relationships from the literature on these bioentities has attracted considerable attention [8]. For finding bio-entity relevant
documents by text retrieval (TR) systems as well as for the automatic extraction
of particular relationships using information extraction (IE) methods a key step
is the correct identification of bio-entity referring expressions in text. Finding
the mentions of entities in text is commonly called named entity recognition
(NER). Originally NER systems were built for the identification in text of predefined categories of proper names from the general domain (newswire texts),
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such as organizations, locations or person names [10]. Among the bio-entities
that were studied in more detail so far are mentions of genes, proteins, DNA,
RNA, cell lines, cell types, drugs, chemical compounds and mutations [9, 6, 15,
8]. Some effort has also been dedicated to find medication and disease names as
well as mentions of species and organisms [3] in text. A common characteristic
of most named entities is that they generally refer to some sort of real world
object or object class. From a linguistic perspective, named entities are often
characterized by being referenced in text by their proper names.
Most of the previous research related to the recognition of biomedical entities
focused mainly on the detection of gene/protein mentions. For the detection
of gene/protein mentions in text, previous BioCreative challenges (BioCreative
I and II) could attracted a considerable interest and served to determine the
performance of various methods under a controlled evaluation setting [13].
Despite its importance, only a rather limited number of publicly accessible
chemical compound recognition systems are currently available [15]. Among the
main bottlenecks at present encountered to implement and compare the performance of such systems are: (a) the lack of suitable training/test data, (b) the
intrinsic difficulty in defining annotation guidelines of what actually constitutes
a chemical compound or drug, (c) the heterogeneity in terms of scope and textual data sources used, as well as (d) the lack of comparative evaluation efforts
for this topic.
To addresses these issues, the CHEMDNER task was organized, a community challenge to examine the efficiency of automatic recognition of chemical
entities in text. From the point of view of the teams that submitted results for
this task, the main motivations for participation provided by them included
using the framework offered by the CHEMDNER task as a way to (a) improve/demonstrate the performance of their software, (b) push the state of the
art for this topic, (c) test their tools on a different corpus, (d) adapt their system
to detect (new) types of chemical entities as defined in the CHEMDNER corpus, (e) to be able compare their system to other strategies, (f) to improve the
scalability of their system and (g) to explore the integration of different NER
system for this task.
In order to regulate the naming of entities in natural sciences, one strategy
is to define some nomenclature and terminological guidelines to constrain how
such entities are correctly constructed. For instance the International Union of
Pure and Applied Chemistry (IUPAC) has defined a set of rules for the chemical
nomenclature. Unfortunately naming standards are not sufficiently followed in
practice when examining the scientific literature [14].
Chemical science is characterized by a considerable degree of specialization,
resulting in implicit variability across different sub-disciplines. Thus an almost
arbitrary collection of expressions may be used in the literature to refer to the
very same chemical compound. This variability can be explained by the use of
aliases, e.g. different synonyms used for the same entity. In addition one can
encounter variability through alternative typographical expressions. The problem of variability has an effect on the resulting recall of text mining systems,
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requiring mapping of the various synonyms and alternative variants into a single
canonical form.
On the other hand, a given word can correspond to a chemical entity or to
some other concept. This results in ambiguities that can only be resolved by
taking into account the context of the mentions (context-based sense disambiguation). With this respect an important source of ambiguity is the heavy use
of acronyms, abbreviations, short chemical formula and certain trivial names in
chemical literature.
One can summarize the main difficulties for recognizing chemical entity mentions as:
∗ Authors often do not follow official IUPAC nomenclature guidelines.
∗ Chemical compounds/drugs often have many synonyms or aliases (e.g. systematic names, trivial names and abbreviations referring to the same entity).
∗ Existence of hybrid mentions (e.g. mentions that are partial systematic and
partial trivial).
∗ Chemical compounds are ambiguous with respect to other entities like gene/protein
names or common English words .
∗ The use of alternative typographical variants: hyphens, brackets, and spacing.
∗ Detection of variants stemming from alternative word order.
∗ The ambiguity of chemical acronyms, short formulae and trivial names.
∗ Identifying new chemical compound names (novelty detection).
∗ A set of specialized word tokenization rules required for chemical terms.
For the successful detection of chemical entity mentions tools need to be able
to cope with the aforementioned difficulties.

2

Task description

The goal of this task was to promote the implementation of systems that are
able to detect mentions of chemical compounds and drugs, in particular those
chemical entity mentions that can subsequently be linked to a chemical structure, rather than other macromolecules like genes and proteins that had been
already addressed in previous BioCreative efforts. The overall setting of the task
and evaluation was based on the evaluation strategies followed for the Gene
Mention recognition task of BioCreative I and II [16, 13], as well as for the gene
normalization task [4].
The BioCreative IV CHEMDNER Track was structured into two sub-tasks:
∗ The chemical document indexing (CDI) sub-task. This subtask asked participating systems, given a set of documents to return for each of them a ranked
list of unique chemical entities described within each of these documents.
∗ The chemical entity mention recognition (CEM) sub-task. This subtask asked
participating systems to provide for a given document the start and end
character indices corresponding to all the chemical entities mentioned in
this document.
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The rank and confidence scores that the participants had to report should express how confident they were that the extracted mention was a correct chemical
entity. For both of these two sub-tasks the organizers released training, development and test data collections that are described in more detail in the next
section. The evaluation of the output generated by automated systems was done
against manually labeled annotations done by domain experts. The CHEMDNER task was organized into four phases. During the first phase a small sample
set with annotations and example predictions were distributed in order to allow
participants to get a general idea on the provided annotation types. During the
second and third phases the training set and development sets were distributed,
consisting of abstracts and the corresponding chemical entity annotations. During the fourth phase, consisted in the release of a blind test set for which during a
short period of time participating teams had to provide chemical entity mention
predictions according to guidelines and evaluation formats defined by the task
organizers. Figure 1 shows example team predictions for both subtasks for an
article.
Teams were allowed to submit up to five different automatic annotations
(runs) for each of the two sub-tasks. It was not mandatory to provide submissions for both sub-tasks. Participants were allowed to adapt, retrain or integrate
existing software for the recognition of chemical entities, but in such cases they
had to specify what external software they used in their system descriptions. Participating teams could also apply any kind of methodology, e.g. dictionary lookup, machine learning methods, rules-based systems or even regular expressions.
There was no restriction as long as they did not make any manual correction or
annotation for the predictions that they submitted for the test set.
The CHEMDNER task had an open setting, in the sense that participants
were allowed to use any existing external resource (other corpora or lexical resources) in addition to the provided training/development data to augment predictions. During the current CHEMDNER evaluation there was no assessment
on mapping of the actual chemical entity mentions to neither chemical structures
nor any of the exist-ing chemical databases.

Fig. 1: Example output predictions for the CEM (a) and CDI (b) sub-tasks. The first
column corresponded to the article identifier (PMID) and the second column to the
predictions, i.e. the mention offset in case of the CEM subtask and the actual unique
mention string in case of the CDI subtask. The third column corresponded to the actual
rank for each prediction given an article and the last column to the corresponding
confidence score.
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To make the systematic evaluation and improvement easier, together with
the CHEMDNER data also an evaluation script was provided that calculated
the performance of predictions against the Gold Standard data and facilitated
checking of the correct submission format.
The basic metrics used to evaluate the predictions were micro-averaged recall, precision and F-score, being the balanced F-score the main evaluation metric
used for the CHEMDNER task. From the evaluation perspective three different
result types were examined. False negative (FN) results corresponded to incorrect negative predictions (type II errors), i.e. cases that were part of the Gold
Standard but missed by the automated systems. False positives (FP) are cases of
incorrect positive predictions (type I errors), meaning wrong results predicted by
the systems that had no corresponding annotation in the Gold Standard dataset.
True positives (TP) results corresponded to correct positive predictions (correct
predictions).
Recall r (also known as coverage, sensitivity, true positive rate, or hit rate)
is the percentage of correctly labeled positive results over all positive cases.
TP
(1)
TP + FN
It is a measure of a systems ability to identify positive cases.
Precision p (a.k.a. positive predictive value) is the percentage of correctly
labeled positive results over all positive labeled results.
r :=

TP
(2)
TP + FP
It is a measure of a classifier’s reproducibility of the positive results.
The F-measure Fβ is the harmonic mean between precision and recall, where
β is a parameter for the relative importance of precision over recall.
p :=

Fβ := (1 + β 2 )

p·r
+r

β2p

(3)

The balanced F-measure (β = 1, referred to as “F-score” in this work) can
be simplified to:
F1 = 2

3

p·r
p+r

(4)

The CHEMDNER corpus

Two of the main contributions of the CHEMDNER task were the construction of
detailed annotation guidelines for chemical entities together with a large corpus
of manually labeled PubMed abstracts for these entities, the CHEMDNER corpus. In order to construct this corpus we examined seven important aspects that
we believe can influence the corpus quality. These aspects included: (1) corpus
selection and sampling, (2) annotation guidelines and their corpus-driven refinements, (3) entity annotation granularity, (4) human annotator expertise and
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training, (5) annotation tools and interface, (6) annotation consistency and definition of upper and lower performance boundaries to be expected by automated
systems, and (7) corpus format and availability.
An important first step for the construction of corpora is to define appropriate
selection criteria for the documents that should be annotated. In case of chemical entities it is important to cover documents that show enough diversity of
the kind of mentions that could be expected to appear across various chemical
disciplines. The documents should provide enough cases of systematic names,
common or generic names of compounds and drugs, trade names, identifiers,
acronyms, reference numbers of compounds and even formulas. In case of the
CHEMDNER corpus the document selection criteria took into account primarily
the scientific discipline of the journals and publication dates. The following steps
were followed to select abstracts for annotation.
Step 1 . Selection based on subject categories from the ISI Web of Knowledge relevant to various chemistry-related disciplines: BIOCHEMISTRY &
MOLECULAR BIOLOGY; APPLIED CHEMISTRY; MEDICINAL CHEMISTRY; MULTIDISCIPLINARY CHEMISTRY; ORGANIC CHEMISTRY;
PHYSICAL CHEMISTRY; ENDOCRINOLOGY & METABOLISM; CHEMICAL ENGINEERING; POLYMER SCIENCE; PHARMACOLOGY & PHARMACY and TOXICOLOGY.
Step 2: Selection of the top 100 journals for each category based journal impact
factor
Step 3: Selection of journals that had at least 100 articles
Step 4: Selection of articles that were published in 2013 in English, with abstracts and with links to full text articles in the PubMed database
Step 5: Sampling of articles to balance for different subject categories
Step 6: Randomization of the abstracts and selection of 10,000 records
Step 7: Splitting into three datasets: 3500 (training set), 3500 (development
set) and 3000 (test set) abstracts.
All records used for the CHEMDNER corpus were distributed as plain text,
UTF8-encoded PubMed abstracts in a tab-separated format with the following
three columns: (1) Article identifier (PMID, PubMed identifier), (2) Title of the
article, (3) Abstract of the article. Table 1 provides a numerical overview of the
CHEMDNER corpus.
The most critical aspect was to properly define what actually does or does
not constitute a chemical entity mention. Previously examined entities in the
biomedical domain like genes, proteins or species had a much more narrow definition compared to chemical entities. The focus for defining the chemical entities
annotated for the CHEMDNER task was primarily to capture those types of
mentions that are of practical relevance based on potential target applications.
Therefore the covered chemical entities had to represent those kinds of mentions that can be exploited ultimately for linking articles to chemical structure
information. The annotation carried out for the CHEMDNER task was exhaustive for the types of chemical mentions that were compliant with the annotation
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Table 1: CHEMDNER corpus overview. This table provides and overview of the
CHEMDNER corpus in terms of the number of manually revised abstracts (Abstracts),
the number of abstracts containing at least one chemical entity mention (Abstracts with
CEM), the number of annotated mentions of chemical entities, the number of unique
chemical names annotated (non-redundant list of chemical entities) and the number
of journals corresponding to the annotated abstracts. The number of annotations for
each of the CEM classes defined according to the CHEMDNER annotation criteria are
also provided for each subset of the corpus.
Training set Development set Test set Entire corpus
Abstracts
3,500
Abstracts with CEM 2,916
Nr. journals
193

3,500
2,907
188

3,000
2,478
188

10,000
8,301
203

Nr. chemicals
Nr. Mentions

8,520
29,478

8,677
29,526

7,563
25,351

19,805
84,355

ABBREVIATION
FAMILY
FORMULA
IDENTIFIER
MULTIPLE
SYSTEMATIC
TRIVIAL
NO CLASS

4,538
4,090
4,448
672
202
6,656
8,832
40

4,521
4,223
4,137
639
188
6,816
8,970
32

4,059
3,622
3,443
513
199
5,666
7,808
41

13,118
11,935
12,028
1,824
589
19,138
25,610
113

guidelines constructed for this task. This implied that other types of mentions of
chemical substances were not tagged. The minimal common characteristic among
all the chemical mention types used for the CHEMDNER task was that they
could be associated to chemical structure information. Therefore very general
chemical concepts (like non-structural or non-specific chemical nouns), adjectives, verbs and other terms (e.g. reactions, enzymes) that cannot be associated
directly to a chemical structure were excluded from the annotation process.
The annotation procedure itself also relied heavily on the domain background
knowledge of the annotators when labeling the chemical entity mentions as well
as on consultation of various existing chemical knowledgebases in case of doubts.
A requirement to carry out the manual annotation for the CHEMDNER
corpus was that human annotators must have a background in chemistry to
assure that the annotations are accurate. The team of curators preparing the
CHEMDNER annotations was composed mainly of a team of organic chemistry
postgraduates with an average experience of 3-4 years in annotation of chemical
names and chemical structures.
Important grounding work to define annotation standards for chemicals in
text (as well as the construction of an annotated corpus) was carried out by
Corbett and colleagues [2]. Originally their guidelines were devised for the annotation of PubMed abstracts and chemistry journals. Another relevant work,
more focused on the detection and annotation of IUPAC or IUPAC-like chemical
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compound names was done by Klinger et al [7], while some chemical substance
annotation can also be recovered from corpora that are not primarily concerned
with chemical compounds including the GENIA [5], CRAFT [1] or CALBC
[11] corpora. The definition of the chemical entity mention types used for the
CHEMDNER task were inspired initially by the annotation criteria used by
Klinger et al. (2008) [7] and by Corbett et al. (2007) [2]. Chemical Entity Mentions (CEMs) for this task had to refer to names of specific chemicals or specific
classes of chemicals. General chemical concepts, proteins, lipids and macromolecular biochemicals were excluded from the annotation. Therefore genes, proteins
and protein-like molecules (> 15 amino acids) were disqualified from the annotation. Chemical concepts were annotated only if they provided concrete structural information. In order to label chemical entity mentions a set of annotation
rules were defined. These rules were initially adapted by reviewing the annotation guidelines for chemicals from the manual prepared by Corbett et al [2]
(version 6.0, 2007). The CHEMDNER annotation rules had several crucial modifications: only chemical nouns (and specific adjectives, treated as nouns) were
considered (not reactions, prefixes or enzymes); the number of initial rules were
reduced; rules were grouped as positive, negative, orthography and multi-word
rules. In case of the multi-word rules some simplifications were done, making
less error-prone to human interpretation. Example cases are provided to aid in
understanding the different rules.
The initial set of rules was then tested in practice by using them to annotate
a small sample of abstracts and consequently refine the guidelines to make them
more accurate and easier to follow. During the annotation of the CHEMDNER
corpus, the annotation guidelines were iteratively refined and new example cases
were added. The refinement was carried out by capturing unclear cases provided
by the annotators and resolving these ambiguities through direct feedback with
the experts that constructed the guidelines.
It was clear from the annotation process that chemical compounds were mentioned in the text in various forms. A more granular annotation of chemical
mentions could be useful for automated recognition by exploiting distinct characteristics of each class of chemical mention. The chemical entity mention classes
originally introduced by Klinger et al. (2008) [7] were modified for this task.
In the CHEMDNER corpus the following CEM classes were introduced: SYSTEMATIC, IDENTIFIERS, FORMULA, TRIVIAL, ABBREVIATION, FAMILY and MULTIPLE. Appendix figure 2 provides an overview of these CEM
classes together with a short description and example cases. In order to carry
out the manual assignment to these CEM classes, additional rules were added
to the annotation guidelines.
For the manual annotation process the AnnotateIt tool (http://annotateit.org)
was adapted to make the annotation process as easy and fast as possible. A color
code schema was defined for tagging and visualizing the different CEM classes.
Figure 3 shows an example screenshot of the interface used to generate the
manual annotations for the CHEMDNER corpus. Some of the post-processing
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of the annotations was done using the MyMiner system [12]. A summary of the
total number of generated annotations can be seen in table 1.
To determine the difficulty of the manual annotation process and to estimate
the quality of the provided annotations an inter-annotator agreement (IAA)
study was carried out. This study was conducted using a random sample of 100
abstracts chosen from the entire CHEMDNER, asking the annotators annotate
the data set independently. The result of the IAA study constitutes a sort of upper boundary for the expected systems performance. An overall inter-annotator
agreement of 91% was obtained when exact matching of the manual annotations
was used, regardless the annotation of the individual CEM classes for each mention. When taking into account also the association to the same CEM class the
IAA was of 85.26%. Manual examination of the conflicting annotations showed
that the main issue of discrepancies corresponded to missed annotations by either one or the other annotator (rather than wrong annotations or differences
in the entity mention boundary definitions).
To make sure that the number of missed manual annotations is marginal,
in addition to the used (main) annotation team that carried out the labeling of
the entire CHEMDNER corpus, another (second) team of curators annotated
additionally only the test set. All the conflicting annotations between the two
curator teams were then presented to the main curation group for manual revision. We decided to rely primarily on the annotations of the main annotator
team because they had a higher degree of training in this task and also provided
active feedback for the refinement of the annotation guidelines. The results of the
revision process was that 1,185 annotations were added to the original 24,671
test set annotations (4.08%) while 505 (2.05%) where removed, obtaining the
finally used test set of 25,351 annotations.

4

Results

From the 65 registered groups, a total of 27 teams submitted results for the
CHEMDNER task, 26 of them for the CEM subtask and 23 for the CDI subtask.
These teams had between 1-6 members (on average 3 members), corresponding
overall to a total of 87 researchers contributing predictions to this task. Two
of the 27 teams were from the same institution and shared some members. It
is interesting that 4 of the teams were commercial groups while the remaining
ones were all affiliated to academic research institutions. Appendix figure 4 provides an overview of the participating teams and also an association to of team
identifier to the team institution and their paper published in the Biocreative
IV workshop proceedings, volume II. All teams except one, in addition to submitting results also returned a systems description survey. Based on these 26
systems description surveys a more granular comparative method analysis was
done on the type of strategies used by the various teams. From these teams 18
(69%) had already worked before on the identification of chemical entities in
text, while 8 teams (21%) were new to this topic. When looking on the average
F-scores of the best runs of those teams with previous experience and those new
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to the field there was only a marginal difference in performance (with mean Fscores of 76.98 and 75.54 respectively). As can be seen in Appendix figure 5,
participating teams had expertise in a wide range of different research fields and
topics, most of them related to NER, text mining, information extraction and
NLP. Nevertheless also a considerable number of them had expertise in bioinformatics, chemoinformatics, medical informatics and machine learning, while
in a few cases also domain experts from chemistry, biochemistry and biology
contributed to some teams.
The most basic approach for recognizing entities in text when labeled training
and test data is provided consists in tagging those entity mentions in the test
set that have been annotated in the training data collections. In order to put
the actual performance of the various systems into context, a useful strategy
is to calculate the underlying vocabulary transfer, defined as the proportion of
entities (without repetition) that appear both in the training/development set
as well as in the test corpus. This score can be considered as an estimate of
the lower boundary of the expected recall of the NER systems. The vocabulary
transfer in previous assessments, for instance in MUC-6 (Palmer & Day) was of
21%. In case of the CHEMDNER task it was of 36.34% when using both the
training and development set names and of 27.77% when using only the names
from the training set and 27.70% when using those from the development set.
The lexicon resulting from using all the chemical entities that have been annotated in the training and development set was used to tag the test set abstracts
in order to generate a dictionary-based baseline system. This system, in case of
the CEM subtask, achieved a micro averaged precision of 57.22% with a recall of
57.00%, corresponding to an F-score of 57.11. When using this baseline approach
to generate predictions for the CDI subtask, the obtained results corresponded
to a precision of 53.71%, a recall of 54.00% and an F-score of 53.85%. This indicates that there is a considerable amount of frequently mentioned chemicals
in PubMed abstracts and the CHEMDNER corpus constitutes a valuable resource for the detection of these chemicals. It also shows that the annotation of
a large enough data collection for training is important to generate reasonable
performing baseline systems.
The result Tables 2 and 3 show the evaluation scores for each participant
(Team) in terms of micro-averaged precision (“P ”), recall (“R”), and balanced Fscore (“F1 ”) for their highest-scoring run. To evaluate the statistical significance
of each result with respect to the co-participants, we ran a Bootstrap resampling
simulation similar to the BioCreative II gene mention task evaluation [13]. We
took 1000 bootstrapped samples from all 2478 articles in the test set that had
annotations and calculated the micro-average F-score for each team on each
sample. We then used these 1000 resampled results to calculate the standard
deviation of each team’s F-score (“SDs ”). The two tables show the range of other
teams (rows) that are covered within two standard deviations of a team’s own
F-score (“Range”). This range is used to group teams that have no statistically
significant difference (at two SD) between results (“Group”).
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Table 2: CDI evaluation results (best runs per team only). P : precision; R: recall, F1 :
F-score, SDs : standard deviation in the bootstrap samples.
Row Team
A
B
C
D
E
F
G
H
I
J
K
L
M
N
O
P
Q
R
S
T
U
V
W

231
184
198
173
179
233
197
185
245
199
222
214
207
217
267
219
265
238
191
196
177
182
225

P

R

F1

87.02%
91.28%
89.34%
87.81%
87.58%
86.03%
86.35%
82.77%
83.35%
84.91%
84.55%
86.40%
81.24%
73.44%
72.65%
79.11%
83.85%
76.49%
80.99%
57.66%
62.11%
60.31%
60.80%

89.41%
85.24%
86.51%
87.24%
84.86%
85.45%
82.37%
83.19%
75.38%
71.46%
71.65%
68.77%
71.07%
77.25%
75.86%
66.13%
62.40%
64.96%
58.28%
81.48%
70.20%
57.36%
53.09%

88.20%
88.15%
87.90%
87.52%
86.20%
85.74%
84.31%
82.98%
79.17%
77.61%
77.57%
76.58%
75.82%
75.30%
74.22%
72.04%
71.55%
70.25%
67.78%
67.53%
65.91%
58.79%
56.69%
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SDs Range Group
0.30%
0.34%
0.33%
0.33%
0.36%
0.35%
0.35%
0.38%
0.41%
0.46%
0.46%
0.47%
0.46%
0.42%
0.45%
0.46%
0.48%
0.56%
0.49%
0.38%
0.47%
0.49%
0.50%

A-C
A-C
A-D
C-D
E-F
E-F
G-G
H-H
I-I
J-K
J-K
L-M
L-N
M-N
O-O
P-Q
P-Q
R-R
S-T
S-T
U-U
V-V
W-W

1
1
2
3
4
4
5
6
7
8
8
9
10
11
12
13
13
14
15
15
16
17
18
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Table 3: CEM evaluation results (best runs per team only). P : precision; R: recall,
F1 : F-score, SDs : standard deviation in the bootstrap samples.
Row Team
A
B
C
D
E
F
G
H
I
J
K
L
M
N
O
P
Q
R
S
T
U
V
W
X
Y
Z

173
231
179
184
198
197
192
233
185
245
199
222
259
214
262
263
207
219
238
196
217
265
177
191
182
225

P

R

F1

89.09%
89.10%
88.73%
92.67%
91.08%
86.50%
89.42%
88.67%
84.45%
84.82%
85.20%
85.83%
88.79%
89.26%
78.28%
82.14%
84.63%
80.46%
76.90%
63.92%
73.17%
86.35%
62.23%
75.71%
61.46%
62.47%

85.75%
85.20%
85.06%
81.24%
82.30%
85.66%
81.08%
81.17%
80.12%
72.14%
71.77%
71.22%
69.08%
68.08%
74.59%
70.94%
67.48%
67.54%
66.65%
77.88%
67.23%
57.17%
67.84%
55.04%
60.33%
53.51%

87.39%
87.11%
86.86%
86.58%
86.47%
86.08%
85.05%
84.75%
82.23%
77.97%
77.91%
77.84%
77.70%
77.24%
76.39%
76.13%
75.09%
73.44%
71.41%
70.21%
70.08%
68.79%
64.92%
63.74%
60.89%
57.65%

SDs Range Group
0.37%
0.37%
0.41%
0.39%
0.38%
0.45%
0.44%
0.40%
0.44%
0.47%
0.47%
0.50%
0.49%
0.52%
0.45%
0.46%
0.51%
0.51%
0.56%
0.44%
0.47%
0.49%
0.55%
0.59%
0.57%
0.59%
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A-C
A-C
A-E
C-F
C-F
D-F
G-H
G-H
I-I
J-N
J-N
J-N
J-N
J-O
N-P
O-P
Q-Q
R-R
S-S
T-U
T-U
V-V
W-W
X-X
Y-Y
Z-Z

1
1
2
3
3
4
5
5
6
7
7
7
7
8
9
10
11
12
13
14
14
15
16
17
18
19
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The overall highest F-score obtained by a team for the CDI task was of 88.20
(team 231, run 3), while the highest precision obtained by a single run was of
98.66 (with a recall of 16.65) and the highest recall achieved by a single team was
of 92.24 (with a precision of 76.29). Appendix table 4 provides the evaluation
scores for all the received team runs for the CDI sub-task. The highest F-score
obtained by a team for the CEM task was of 87.39 (team 173, run 2), while the
highest precision obtained by a single run was of 98.05 (with a modest recall
of 17.90) and the highest recall achieved by a single team was of 92.11 (with a
precision of 76.72). Appendix table 5 shows the obtained results for all the team
runs evaluated for the CEM sub-task. Surprisingly the difference in performance
between the two sub-tasks is small. In order to examine the recall of entities
mentions that were novel, that is unseen previously in the training data, we also
calculated the recall of those entity mentions that were not contained in the
entity list derived from the training and development set. The recall results for
all team runs of these previously unseen entities are contained in the appendix
table 6. The highest recall of such new entity mentions was of 83.49 (team 173,
run 3).
To evaluate the relative difficulty of different types of mentions, we counted
for each mention in the gold standard how many runs found it correctly. There
were only 108 of the 25,351 annotated mentions in the test set that were not
detected by any of the teams. The appendix figure 6 shows a box plot for the
number of runs that agreed on correct entity mentions for each of the CEM
classes. The number of runs that correctly detected a given mention is indicative
on how difficult it was to detect it. From this perspective, it seems that mentions of type MULTIPLE were much more difficult to be recognized correctly
and mentions of type TRIVIAL and SYSTEMATIC were somehow easier for
automatic systems. Appendix table 7 provides the recall results for all team
runs when looking at the individual CEM classes.
All participating teams made use of the provided CHEMDNER corpus, and
only 5 teams used in addition other existing corpora. Surprisingly those teams
that in addition also used other corpora obtained on average a lower F-score
(72.74) when judged against those that only used the CHEMDNER corpus
(77.44).
The authors provided together with the CHEMDNER corpus an official evaluation library. This library allowed validation of the generated submission formats and returned performance scores of predictions against Gold Standard
annotation files. It calculated micro- and macro-scores for precision, recall and
F-score together with other metrics and returned a numeric summary of the
evaluation. As previously stated the main evaluation metric used to assess the
different runs was the micro-averaged F-score. The BioCreative evaluation library was used by 22 of the teams. Those teams that used the evaluation library
to assess their methods during the training phase generated on average more
competitive results with an average F-score of 77.36 compared to the teams that
did not use the evaluation script (average F-score of 71.99).
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Most of the teams made use of lexical resources for their systems, reaching
a considerable higher mean F-score (77.14) when compared to the only 3 teams
that did not use any domain lexicon (72.18). There were a range of lexical resources explored by the different teams, the most commonly used ones included
ChEBI, PubChem and DrugBank (see appendix figure 5 ). Nine teams did expand some of these lexical resources to create additional synonyms or aliases.
Ten of the teams used for the dictionary lookup/string matching step some regular expression library. The analysis of comentions of other entities (mainly genes
and proteins) was used by 40% of the teams.
For disambiguation and removal of false positives during the post-processing
step a common approach followed by most teams was based on using specific
filtering rules (17 teams) and/or stop word lists (13 teams). A total of 15 teams
made use of existing chemical taggers (mostly ChemSpot). The use of machine
learning techniques for this task was very common, 20 teams used one or more
machine learning methods (18 applied CRFs and 6 used SVMs). The underlying packages explored by the systems were mainly: CRF++, Mallet, CRFsuite,
SVMLight, Weka and TinySVM.

5

Discussion

The CHEMDNER task consisted in the first community challenge focusing particularly on the recognition of chemical entities in text. The resulting corpus
and systems might contribute to the improvement of chemical text mining and
ChemNLP systems as they provide insights into one of the most crucial initial
steps for further downstream tasks. It seems that the performance of the resulting strategies is already very competitive under the used evaluation scenario and
that complementary technologies can achieve similar performance. We expect
that it is worthwhile to examine the performance of a combined system based
on the integration of multiple individual runs in order to boost performance. It
also seems that some types of chemical entity mentions are easier to extract than
others. One of the key issues will be to promote the availability of the systems
that participated in this task and to explore how the extracted mentions could
be associated to chemical structures or be linked to database identifiers in the
future. It remains to be seen how the provided annotation guidelines and participating tools could be used to extract chemical mentions from other document
collections, in particular full text articles and patents.
Acknowledgments. We would like to thank David Salgado for his assistance
during the chemical annotation process of chemical mentions using the MyMiner
system. This work is supported by the Innovative Medicines Initiative Joint
Undertaking (IMI-eTOX) and the MICROME grant 222886-2.
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Appendix

Table 4: CDI test set evaluation for al runs

Team
173
173
173
173
173
177
177
179
179
179
179
179
182
182
182
182
184
184
184
184
184
185
185
185
191
191
191
196
196
196
196
196
197
197
197
197
197
198
198

Run Predictions P recision Recall
1
13382
88.036 86.056
2
13601
87.810 87.239
3
15215
82.675 91.885
4
13946
86.627 88.247
5
16552
76.293 92.243
1
16223
59.446 70.446
2
15473
62.108 70.197
1
12619
87.963 81.081
2
13265
87.584 84.865
3
12111
89.877 79.511
4
12790
89.163 83.302
5
13170
87.585 84.259
1
13020
60.307 57.356
2
64933
16.092 76.326
3
5092
92.321 34.339
4
2310
98.658 16.647
1
12977
90.383 85.676
2
12941
90.395 85.449
3
12784
91.278 85.237
4
12747
91.292 85.004
5
13360
88.518 86.384
1
13803
82.417 83.097
2
13807
82.400 83.104
3
13759
82.775 83.192
1
10375
74.361 56.355
2
9850
80.995 58.276
3
10428
76.592 58.342
1
0
0.000
0.000
2
1139
96.839 8.057
3
19346
57.655 81.476
4
3636
91.887 24.405
5
4838
77.139 27.261
1
13060
86.348 82.374
2
13456
83.851 82.418
3
12680
87.287 80.847
4
13120
84.619 81.096
5
12709
87.473 81.205
1
7961
85.127 49.503
2
13275
88.444 85.763
Continued on next page
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F1 score
87.035
87.523
87.037
87.429
83.513
64.480
65.905
84.382
86.203
84.377
86.133
85.890
58.794
26.580
50.059
28.487
87.966
87.853
88.154
88.036
87.438
82.756
82.751
82.983
64.118
67.782
66.233
0.000
14.876
67.526
38.566
40.285
84.314
83.128
83.944
82.820
84.223
62.602
87.083
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Table 4 – continued from previous page
Team Run Predictions P recision Recall F1 score
198 3
12988
88.251 83.725 85.928
198 4
13256
89.341 86.508 87.902
198 5
13188
89.134 85.866 87.469
199 1
11522
84.907 71.461 77.606
207 1
10344
77.369 58.459 66.597
207 2
11975
81.244 71.066 75.815
214 1
10267
86.199 64.646 73.882
214 2
10896
86.399 68.766 76.580
214 3
10422
88.582 67.436 76.576
214 4
12043
80.686 70.979 75.522
214 5
11568
82.694 69.876 75.746
217 1
13737
74.893 75.150 75.021
217 2
14400
73.444 77.253 75.301
217 3
14006
73.554 75.252 74.393
217 4
14667
72.155 77.305 74.641
217 5
13816
71.909 72.571 72.239
219 1
11444
79.107 66.129 72.038
219 2
40439
28.532 84.280 42.631
219 3
14589
66.975 71.373 69.104
219 4
5555
90.837 36.859 52.440
219 5
15880
63.054 73.141 67.724
222 1
12186
81.011 72.111 76.302
222 2
15578
66.074 75.186 70.336
222 3
12293
80.477 72.264 76.150
222 4
15830
65.193 75.383 69.919
222 5
11601
84.553 71.651 77.569
225 1
11953
60.805 53.090 56.686
225 2
13349
56.948 55.530 56.230
225 3
23820
35.932 62.520 45.636
225 4
13973
53.603 54.711 54.152
225 5
22782
37.139 61.804 46.397
231 1
13051
89.411 85.237 87.274
231 2
14293
85.685 89.459 87.532
231 3
14066
87.018 89.408 88.197
231 4
12154
88.366 78.451 83.114
231 5
14582
84.453 89.956 87.118
233 1
13867
84.250 85.340 84.792
233 2
13495
83.134 81.950 82.538
233 3
13671
85.605 85.486 85.545
233 4
13522
83.153 82.133 82.640
233 5
13597
86.034 85.449 85.740
238 1
15737
56.898 65.405 60.856
Continued on next page
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Table 4 – continued from previous page
Team Run Predictions P recision Recall F1 score
238 2
25204
37.407 68.868 48.480
238 3
11627
76.486 64.960 70.253
238 4
17577
54.549 70.037 61.330
238 5
19968
47.907 69.876 56.842
245 1
12381
83.354 75.383 79.168
245 2
12783
81.147 75.771 78.367
245 3
13172
80.474 77.429 78.922
265 1
10122
83.393 61.658 70.897
265 2
10187
83.852 62.396 71.550
267 1
14294
72.653 75.858 74.221

Table 5: CEM test set evaluation for al runs

Team
173
173
173
173
173
177
177
179
179
179
179
179
182
182
182
182
184
184
184
184
184
185
185
185
191
192

Run Predictions P recision Recall
1
25722
85.950 87.208
2
24402
89.087 85.752
3
28500
81.916 92.091
4
26514
85.155 89.062
5
30438
76.720 92.115
1
28804
59.881 68.037
2
27634
62.235 67.840
1
23098
89.216 81.287
2
24301
88.733 85.058
3
22270
90.813 79.776
4
23512
90.094 83.559
5
24118
88.689 84.375
1
24885
61.459 60.329
2
104925
19.708 81.571
3
9984
92.708 36.511
4
4627
98.055 17.897
1
22490
92.036 81.650
2
22378
92.023 81.232
3
22222
92.674 81.235
4
22109
92.664 80.813
5
23053
90.622 82.407
1
24097
84.218 80.052
2
24087
84.249 80.048
3
24051
84.454 80.123
1
18427
75.715 55.035
1
22924
89.138 80.604
Continued on next page
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F1 score
86.574
87.388
86.706
87.064
83.715
63.699
64.916
85.067
86.857
84.937
86.704
86.478
60.889
31.746
52.390
30.269
86.532
86.291
86.579
86.334
86.319
82.082
82.095
82.231
63.740
84.657

Proceedings of the fourth BioCreative challenge evaluation workshop, vol. 2

Table 5 – continued from previous page
Team Run Predictions P recision Recall F1 score
192 2
22860
88.968 80.226 84.371
192 3
23021
89.279 81.074 84.979
192 4
22988
89.416 81.082 85.045
192 5
23503
88.304 81.867 84.963
196 1
0
0.000 0.000 0.000
196 2
1864
96.727 07.112 13.250
196 3
30886
63.922 77.879 70.214
196 4
6183
92.916 22.662 36.437
196 5
7952
79.779 25.025 38.099
197 1
25104
86.504 85.661 86.081
197 2
25694
84.747 85.894 85.317
197 3
24446
87.172 84.060 85.587
197 4
25102
85.352 84.513 84.931
197 5
24046
87.507 83.003 85.195
198 1
11696
87.278 40.267 55.108
198 2
22898
90.571 81.807 85.967
198 3
22201
90.136 78.936 84.165
198 4
22908
91.082 82.304 86.471
198 5
22630
90.968 81.204 85.809
199 1
21356
85.199 71.772 77.911
207 1
18121
80.145 57.288 66.815
207 2
20216
84.626 67.485 75.089
214 1
18819
87.082 64.644 74.204
214 2
20068
87.338 69.137 77.179
214 3
19334
89.262 68.076 77.243
214 4
22424
81.181 71.808 76.207
214 5
21711
82.903 70.999 76.491
217 1
22073
74.390 64.771 69.248
217 2
23291
73.174 67.228 70.075
217 3
22536
73.008 64.901 68.716
217 4
23751
71.858 67.323 69.517
217 5
22393
69.482 61.374 65.177
219 1
21281
80.461 67.544 73.439
219 2
71497
31.639 89.231 46.714
219 3
25536
72.024 72.549 72.286
219 4
9411
92.573 34.366 50.124
219 5
27506
68.720 74.561 71.521
222 1
22021
82.480 71.646 76.682
222 2
28592
66.938 75.496 70.960
222 3
22208
81.952 71.792 76.537
222 4
29010
66.115 75.658 70.565
222 5
21034
85.832 71.216 77.844
Continued on next page
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Table 5 – continued from previous page
Team Run Predictions P recision Recall F1 score
225 1
19662
65.924 51.130 57.592
225 2
21715
62.473 53.513 57.647
225 3
35974
41.922 59.489 49.184
225 4
22141
59.853 52.274 55.807
225 5
34563
42.826 58.388 49.411
231 1
22426
91.046 80.541 85.472
231 2
24497
88.199 85.227 86.688
231 3
24240
89.105 85.200 87.109
231 4
20900
90.450 74.569 81.745
231 5
24993
87.040 85.811 86.421
233 1
23486
87.371 80.944 84.035
233 2
22623
86.178 76.904 81.277
233 3
23284
88.464 81.251 84.704
233 4
22751
86.102 77.271 81.448
233 5
23206
88.671 81.168 84.754
238 1
28179
59.981 66.672 63.150
238 2
31725
56.328 70.490 62.618
238 3
35338
50.690 70.660 59.032
238 4
21972
76.902 66.652 71.411
238 5
45455
38.955 69.847 50.016
245 1
20438
86.657 69.863 77.359
245 2
21109
85.021 70.794 77.258
245 3
21562
84.821 72.143 77.970
259 1
17655
89.612 62.408 73.576
259 2
18538
89.174 65.208 75.331
259 3
19000
89.426 67.023 76.621
259 4
19457
89.058 68.352 77.343
259 5
19723
88.790 69.078 77.703
262 1
22900
77.629 70.123 73.686
262 2
22976
79.004 71.603 75.122
262 3
23565
77.322 71.875 74.499
262 4
24157
78.275 74.589 76.388
262 5
24347
76.149 73.133 74.611
263 1
20870
83.699 68.905 75.585
263 2
21425
82.856 70.025 75.902
263 3
21894
82.137 70.936 76.127
265 1
16653
86.537 56.846 68.617
265 2
16786
86.346 57.173 68.795
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Table 6: CEM novel term recall

Team
173
173
219
173
173
173
182
179
179
185
185
197
185
197
179
179
231
197
179
197
231
231
184
197
184
184
233
198
184
233
233
198
184
198
219
198
262
231
233
233
219

Run
3
5
2
4
1
2
2
2
5
3
1
1
2
2
1
4
5
4
3
3
2
3
5
5
1
3
1
4
2
5
3
5
4
2
5
3
4
1
2
4
3
Continued on next page
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Recall
83.49
82.43
82.05
78.51
74.69
73.90
73.04
71.93
71.69
71.66
71.65
71.64
71.60
71.33
70.93
69.34
68.48
68.29
68.29
68.19
68.09
68.01
67.72
66.85
66.26
65.64
65.59
65.32
65.05
64.70
64.59
64.54
64.43
63.98
62.80
62.20
61.42
61.09
59.97
59.55
59.19
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Table 6 – continued from previous page
Team Run
Recall
192 5
59.05
262 3
58.60
262 5
58.04
263 3
57.98
192 3
57.87
192 4
57.83
262 2
57.77
262 1
57.66
238 5
57.15
238 2
57.15
196 3
57.00
192 1
56.79
263 2
56.40
238 3
56.23
192 2
56.05
225 3
55.07
225 5
54.79
177 1
54.32
177 2
53.92
263 1
53.72
245 3
52.25
219 1
51.92
222 4
51.29
222 2
50.75
238 1
49.98
245 2
49.92
217 4
49.91
217 2
49.91
199 1
48.80
225 2
48.33
207 2
48.33
225 4
48.32
245 1
47.81
238 4
46.73
217 3
45.79
217 1
45.79
231 4
44.40
265 2
43.69
265 1
43.55
182 1
43.28
225 1
42.71
214 4
42.65
Continued on next page
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Table 6 – continued from previous page
Team Run
Recall
214 5
42.39
217 5
41.64
207 1
41.31
222 3
39.65
222 1
39.16
222 5
39.06
214 2
35.75
214 3
35.40
214 1
35.25
198 1
35.13
259 5
34.78
259 4
33.94
259 3
33.51
259 2
33.42
259 1
31.68
191 1
22.43
219 4
20.70
182 3
19.31
196 5
10.44
196 4
8.25
182 4
6.80
196 2
2.20
196 1
0.0

Table 7: CEM class recall results table for all runs.

Team
173
173
173
173
173
177
177
179
179
179
179
179
182

Run
1
2
3
4
5
1
2
1
2
3
4
5
1

Abbrev.
87.681
82.852
91.327
88.371
91.377
48.386
47.647
75.757
82.064
73.269
79.699
80.389
38.999

Family Formula Ident. Multip.
82.164 81.992 83.235 39.698
78.713 83.938 86.159 48.241
87.990 89.369 90.058 53.266
84.400 83.183 89.863 40.201
90.060 88.091 87.524 60.301
63.721 48.649 57.894 3.517
63.970 47.284 57.894 3.517
75.510 63.810 66.861 27.638
84.152 70.519 70.370 27.638
72.418 63.287 66.471 27.638
81.060 70.026 69.980 27.638
81.198 72.001 69.005 28.140
63.307 20.069 28.654 0.502
Continued on next page
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System.
91.369
91.969
95.887
92.763
95.252
76.967
77.162
88.969
90.240
87.875
89.145
89.869
68.108

Trivial
90.138
87.832
94.031
92.738
94.147
84.900
84.989
91.419
92.238
90.292
91.073
91.956
86.027

Undef.
70.731
68.292
78.048
78.048
75.609
17.073
17.073
56.097
60.975
56.097
60.975
60.975
7.317
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Team
182
182
182
184
184
184
184
184
185
185
185
191
192
192
192
192
192
196
196
196
196
196
197
197
197
197
197
198
198
198
198
198
199
207
207
214
214
214
214
214
217
217

Run
2
3
4
1
2
3
4
5
1
2
3
1
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
1
2
1
2
3
4
5
1
2

Table 7 – continued from previous page
Abbrev. Family Formula Ident. Multip. System. Trivial
79.576 86.278 50.537 67.446 4.522 85.510 94.249
9.337 29.569 3.514 8.187
0.0
44.122 65.868
0.714 8.006 0.145
0.0
0.0
20.137 39.344
64.892 82.192 71.478 72.709 41.708 90.628 89.830
62.601 82.192 71.478 72.709 41.708 90.398 89.830
64.720 81.225 71.507 72.709 41.708 90.257 89.280
62.404 81.225 71.507 72.709 41.708 90.028 89.280
66.050 84.152 71.420 72.709 43.216 90.945 90.535
70.386 82.136 66.395 68.031 31.155 86.268 87.717
70.288 82.136 66.511 68.031 30.653 86.268 87.717
70.386 82.247 66.395 68.031 31.155 86.321 87.858
49.716 48.868 43.218 49.902 1.005 58.418 65.292
65.163 79.376 75.079 60.818 40.703 87.786 88.896
64.991 79.237 75.021 60.623 38.190 87.116 88.409
65.533 79.293 75.079 64.912 38.693 87.804 90.035
65.287 79.265 75.167 64.717 39.698 87.786 90.163
66.223 81.336 73.801 65.886 28.643 88.792 91.303
0.0
0.0
0.0
0.0
0.0
0.0
0.0
3.252 7.261 4.647
0.0
0.502 5.118 12.256
57.206 85.808 59.976 49.317 42.211 86.321 89.664
14.412 29.817 17.949 1.169 10.050 24.091 26.524
15.496 33.738 18.356 1.169 10.552 27.285 29.290
83.074 82.716 78.536 78.752 50.753 90.575 89.459
83.616 83.213 78.681 79.142 50.753 90.345 89.779
79.625 81.695 76.212 71.929 45.728 90.010 88.550
80.808 82.495 76.474 72.904 45.728 89.957 88.896
75.486 80.922 75.864 76.413 47.236 89.216 88.012
31.214 50.193 61.167 53.606 29.145 41.228 29.802
69.623 79.514 77.781 65.692 41.708 88.528 88.319
63.882 77.415 76.241 57.699 33.668 87.169 85.361
69.943 79.541 79.843 61.208 47.236 89.904 87.999
68.415 77.691 77.897 62.768 42.211 88.881 87.704
69.327 69.602 45.106 38.791 1.005 77.991 85.604
58.782 33.158 52.541 22.417 12.060 68.796 65.125
58.709 65.681 56.723 22.807 9.045 78.097 74.667
47.819 57.067 54.603 0.584 0.502 69.661 83.862
54.175 64.908 59.192 22.417 1.005 73.049 85.540
54.101 61.816 59.192 22.417 1.005 71.620 84.605
60.901 68.470 60.412 44.639 1.005 74.302 86.155
60.827 65.847 60.412 44.639 1.005 73.261 85.540
46.858 71.286 52.367 59.454 15.577 72.326 72.771
53.633 71.507 56.694 69.785 16.582 74.249 73.078
Continued on next page
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Undef.
60.975
0.0
0.0
53.658
53.658
53.658
53.658
53.658
68.292
68.292
68.292
24.390
51.219
51.219
51.219
51.219
58.536
0.0
0.0
46.341
0.0
2.439
53.658
53.658
51.219
51.219
53.658
51.219
56.097
53.658
56.097
56.097
7.317
12.195
7.317
2.439
9.756
9.756
9.756
9.756
41.463
48.780
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Team
217
217
217
219
219
219
219
219
222
222
222
222
222
225
225
225
225
225
231
231
231
231
231
233
233
233
233
233
238
238
238
238
238
245
245
245
259
259
259
259
259
262

Run
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
1
2
3
4
5
1

Table 7 – continued from previous page
Abbrev. Family Formula Ident. Multip. System. Trivial
46.858 71.286 53.325 59.454 15.577 72.326 72.771
53.633 71.507 57.391 69.785 16.582 74.249 73.078
48.139 67.228 49.869 54.580 12.562 70.084 66.086
60.630 63.611 49.114 44.444 2.512 79.827 75.550
88.987 89.563 78.623 84.795 20.603 94.722 92.021
61.640 73.108 51.379 57.699 18.090 82.703 82.453
21.433 9.828 21.115 11.111 0.0
47.829 51.127
63.833 73.826 52.802 62.768 19.095 84.204 85.361
61.714 73.025 43.421 62.378 6.532 80.250 84.772
72.406 73.826 44.554 69.590 6.532 82.227 88.921
61.887 73.025 43.421 62.378 6.532 80.674 84.848
72.727 73.826 44.525 69.590 6.532 82.580 89.036
61.665 72.556 43.334 62.378 6.532 79.668 84.106
50.776 15.847 32.413 29.629 3.015 64.719 68.903
49.938 19.712 32.587 47.758 3.015 65.566 73.181
54.028 47.708 37.641 62.378 7.035 65.619 74.141
48.287 19.409 31.600 46.783 4.020 64.242 71.593
52.475 47.542 36.566 61.403 7.537 64.313 72.925
64.597 81.695 76.357 51.656 41.708 89.428 86.731
70.953 86.554 82.515 66.276 53.266 92.552 90.087
70.953 86.554 82.486 66.276 53.266 92.446 90.087
62.281 70.872 77.519 61.598 39.698 84.080 76.344
71.249 87.631 83.822 67.056 52.763 93.099 90.317
68.391 79.127 75.980 70.175 45.728 88.086 87.115
63.242 74.544 72.872 55.555 33.668 84.645 83.965
68.366 79.210 76.851 69.590 51.256 88.439 87.320
63.611 74.903 73.075 58.479 31.658 84.874 84.439
68.391 78.823 76.590 71.539 49.246 88.386 87.295
66.592 68.580 41.765 69.590 8.040 65.125 79.277
72.875 75.124 45.047 75.633 23.115 67.596 81.275
73.959 74.516 46.296 74.853 20.100 67.190 81.429
62.675 71.148 42.521 65.886 24.623 66.713 78.368
75.732 73.522 46.471 73.489 18.090 65.390 79.713
53.141 64.881 72.117 34.892 43.718 78.450 76.805
55.383 67.531 69.212 36.842 33.668 80.550 77.318
56.541 68.939 72.291 39.376 46.733 80.515 78.624
53.904 59.497 72.756 68.615 27.638 69.572 58.952
55.752 62.203 74.295 70.175 32.160 72.608 62.730
56.738 64.798 74.876 69.980 28.643 74.320 65.484
57.625 66.234 75.457 69.785 31.658 75.608 67.405
58.240 67.283 75.835 69.590 31.658 76.350 68.263
52.328 69.160 58.553 62.378 37.688 80.780 78.547
Continued on next page

27

Undef.
41.463
48.780
41.463
29.268
73.170
41.463
0.0
56.097
46.341
48.780
46.341
48.780
41.463
14.634
56.097
56.097
56.097
56.097
51.219
63.414
63.414
48.780
63.414
43.902
39.024
48.780
31.707
48.780
58.536
73.170
70.731
63.414
68.292
31.707
31.707
29.268
51.219
51.219
56.097
58.536
58.536
65.853
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Team
262
262
262
262
263
263
263
265
265

Run
2
3
4
5
1
2
3
1
2

Table 7 – continued from previous page
Abbrev. Family Formula Ident. Multip. System. Trivial
51.441 74.406 59.715 65.497 33.165 81.133 80.673
52.771 74.489 59.889 65.302 32.663 81.009 80.865
56.787 78.106 61.516 74.463 39.195 82.915 83.030
55.875 78.106 59.076 56.335 37.688 80.956 82.441
63.956 61.540 61.399 38.986 29.145 76.667 75.845
65.484 63.169 61.225 43.079 30.653 79.191 75.883
65.976 65.267 61.719 47.368 35.175 79.915 76.434
36.043 62.534 41.794 53.021 27.135 67.260 65.151
36.191 62.506 42.666 53.021 22.110 67.984 65.368
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Undef.
36.585
36.585
39.024
51.219
12.195
9.756
17.073
48.780
48.780
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Fig. 2: Overview of the CHEMDNER corpus mention classes together with example
cases.
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Fig. 3: CHEMDNER corpus annotation interface screen shot.
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Fig. 4: Overview of the participating teams of the CHEMDNER task.
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Fig. 5: CHEMDNER teams and systems characteristics.
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Fig. 6: CHEMDNER number of correct mentions per and CEM classes.
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Recognizing chemical names in PubMed articles
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Robert Leaman1, Chih-Hsuan Wei2, Zhiyong Lu3,*
National Center for Biotechnology Information, 8600 Rockville Pike, Bethesda, Maryland,
USA 20894
1

robert.leaman@nih.gov;
zhiyong.lu@nih.gov

3,*

2

chih-hsuan.wei@nih.gov;

Abstract. Chemicals are an important class of entities in biomedical research and clinical application. We introduce the tmChem system used to create
our submissions to the BioCreative IV CHEMDNER Task. tmChem is a chemical named entity recognizer combining two conditional random fields models
and several post-processing steps, including abbreviation resolution. We pooled
the training and development data and randomly split this pool into 6000 abstracts for training and 1000 abstracts for evaluation during development. We
report micro-averaged performance of 0.8827 f-measure on the CEM task
(mention-level evaluation) and 0.8745 f-measure on the CDI task (abstract-level
evaluation). We also report a high-recall variation with micro-averaged recall of
0.9290 on the CEM task, with the precision of 0.8323. tmChem is available at:
http://www.ncbi.nlm.nih.gov/CBBresearch/Lu/Demo/tmChem
Keywords: Chemical named entity recognition; Conditional random fields;
Model combination

1

Introduction

The effects of chemicals on living systems of every scale make them an
exceptionally important class of entities for biomedical research and
clinical application. These effects may be therapeutic (as in drugs), investigational (as in drug discovery) or entirely unintentional (as in adverse effects or environmental toxicities). While extracting chemical
mentions from biomedical literature has been attempted previously, the
task has not yet yielded results approaching those of better-studied enti-
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ty types such as genes and proteins [1 - 3]. This is likely due in part to
both the great variety of biologically relevant chemical structures and to
the somewhat different properties chemical mentions exhibit. These
properties include systematic and semi-systematic methods for describing chemical structure (e.g. formulas and IUPAC names), whose highly
compositional nature make it difficult to precisely determine the entity
boundaries, or even the number of entities present.
This paper describes our submissions to the CHEMDNER task at BioCreative IV, a named entity recognition task for chemicals, using the
tmChem system. We participated in the CEM (Chemical Entity Mention) subtask, which evaluates performance at the mention level, and
also the CDI (Chemical Document Indexing) subtask, which evaluates
performance at the abstract level. For a complete description of the
task, we refer the reader to the task overview [4].
2

Methods

Many successful named entity recognition systems have improved performance by exploiting the complementary strengths of multiple models [2]. The tmChem system combines two linear chain conditional
random fields (CRF) models employing different tokenizations and
feature sets. Model 1 is an adaptation of the BANNER named entity
recognizer to chemicals [5]. Model 2 was created using CRF++ [6] by
repurposing part of the tmVar system for locating genetic variants [7].
Both models also employ multiple post processing steps. We then use
several strategies to combine the output of the two models into the different runs submitted to the CHEMDNER task.
2.1

CRF Model 1

Model 1 is an adaptation of BANNER [5], which is built on the
MALLET toolkit [8], to chemical entities. We used the IOB label set
with only one entity label (“CHEMICAL”) and a CRF order of 1. We
employ a finer tokenization than normally used with BANNER, breaking tokens not only at white space and punctuation but also between
letters and digits and also between lower case letters followed by an
uppercase letter.
The feature set combines the feature set typically used in BANNER
(including individual tokens, lemmas, part of speech, word shapes,

35

NCBI at the BioCreative IV CHEMDNER Task

character n-grams of length 2 to 3 and others) with the following additional features:
1. Character n-grams of length 4: Recognizing that chemicals are rich in
semantically meaningful morphemes, we added character n-grams of
length 4.
2. ChemSpot: The output of the ChemSpot system is used as a feature
[1], providing functionality similar to a lexicon but with increased
flexibility.
3. Chemical elements: We use patterns to recognize element symbols
(“Tc”) and element names (“Technetium”).
4. Amino acids: We also use patterns to recognize amino acid names
and both 3-character and 1-character amino acid abbreviations.
5. Chemical formulas: We use a pattern to identify tokens consisting of
a sequence of element symbols, such as “FCH,” the first token in the
formula “FCH2CH2N3.”
6. Amino acid sequences: Finally, we used a pattern to recognize sequences of amino acids such as “Phe-Cys-Tyr,” which crosses multiple tokens.
Conditional random field models are typically used to infer the single
most probable sequence of labels for a given input, the joint probability
[9]. While most of our experiments exclusively use joint probability,
we also found it useful to determine the marginal probability – the
probability that each individual mention was correct – to provide confidence values for the CDI task and to improve recall. However the
MALLET implementation of marginal probability only provides the
marginal probability of each label. We therefore approximate the marginal probability of each mention using n-best inference, which determines the n label sequences with the highest joint probability [10]. We
find the set of mentions present in the n=20 label sequences with the
highest joint probability, and then consider the marginal probability of
each mention to be the sum of the joint probabilities of the label sequences where the mention appears.
2.2

CRF Model 2

We developed a second CRF model using the CRF++ library [6] by
repurposing part of the tmVar system for locating genetic variants [7].
This model also uses the IOB label set, but uses an order 2 model and
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the same tokenization as tmVar. Specifically, tokens are separated at
whitespace and punctuation, digits, lowercase letters and uppercase
letters are divided into separate tokens. This model also uses significantly different features than Model 1, as described below:
1. General linguistic features: We included the original token and stems
using the Porter stemmer. We also extracted the prefixes and suffixes
(length: 1 to 5) as features.
2. Character features: IUPAC mentions (e.g., “3-(4,5-dimethyl-thiazol2-yl)-2-5-diphenyltetrazolium-bromide”) include many digits and
non-alphanumeric characters. For each token we therefore calculated
several statistics as its features, including the number of characters,
number of digits and number of uppercase and lowercase letters.
3. Semantic features: We defined several binary features representing
characteristics specific to chemicals, including suffixes (e.g. “-yl,” “oyl,” “-one,” “-ate,” “acid,” etc.), alkane stems (e.g. “meth,” “eth,”
“prop” and “tetracos”), trivial rings (e.g. “benzene,” “pyridine” and
“toluene”) and simple multipliers (“di,” “tri” and “tetra”)
4. Chemical elements: hydrogen, lithium, beryllium, boron, carbon, etc.
5. Case pattern features: We applied the case pattern features from
tmVar [7]. Each token is represented in a simplified form. Upper
case alphabetic characters are replaced by ‘A’ and lower case characters are replaced by ‘a’. Likewise, digits (0-9) are replaced by ‘0’.
Moreover, we also merged consecutive letters and numbers and generated additional single letter ‘a’ and number ‘0’ as features.
6. Contextual features: We included the general linguistic and semantic
features of three tokens from each side as context. This is larger than
for Model 1, which uses only two tokens on each side.
Note that the different tokenization causes even the features which
Models 1 and 2 share to be expressed differently.
2.3

Post-processing methods

We employed several post-processing steps, which varied slightly between Models 1 and 2. These steps include enforcing tagging consistency, abbreviation resolution, boundary revision to balance parenthesis, and recognizing identifiers.
We improved consistency – and significantly improved recall – by
tagging all instances of a specific character sequence as chemicals if
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that sequence was tagged by the CRF model at least twice within an
abstract. This module was only used by Model 1.
We used the Ab3P tool to find local abbreviation definitions, such as
“allopregnanolone (AP)” [11]. In both models, if the long form was
tagged by the CRF model, then all instances of the abbreviation would
be tagged in the result. Model 2 employed two additional rules. First, if
both the abbreviation and long form mention were tagged by the CRF
model, then all mentions of the long form would be tagged. Second, if
the long form mention was not tagged, then mentions matching the abbreviation were removed.
We attempt to balance each mention with respect to parenthesis,
square brackets and curly brackets (braces) by adding or removing one
character to the right or left of the mention. If no variant results in balanced parenthesis, we simply drop the mention. This module is used by
both Model 1 and 2.
We created a lexicon of chemical identifiers from the CTD database
(http://ctdbase.org/) by extracting the chemical names consisting of 2 to
5 letters, followed by at least two digits. We apply these as patterns,
allowing the characters between the letter and digit blocks to vary. For
example, the lexicon name “NSC-114792” becomes the regular expression “NSC[\-\_ ]{0,2}114792”. This module is also used by both Model
1 and 2.
2.4

Converting CEM results to CDI results

Our CEM runs used a fixed confidence of 0.5 for all mentions, but useful ranking in the CDI task required more informative values. We used
n-best decoding in Model 1 to calculate the marginal probability for
each mention; Model 2 does not implement n-best decoding, and instead uses a small fixed probability. We calculate the probability that
the mention appears at least once in the abstract as one minus the probability that all instances of the mention are wrong, making use of an
assumption that each mention is independent. That is, ( ), the probability that a given chemical mention text appears in an abstract, given
that that the text was found in the abstract as a mention times, with
( ) through
( ):
mention-level probabilities
( )

∏(
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This calculation naturally combines the probability that the mention
appears with its frequency within the abstract.
2.5

Model combinations

Each of our submitted runs 1 – 5 used a different strategy for combining results; each of the 5 strategies was then used to prepare both the
CEM and CDI submission. Run 1 was the output of Model 1 and its
post-processing steps. Run 2 was the same for Model 2. Run 3 combined the results of Model 1 and 2, intending to maximize recall while
reducing precision only a moderate amount. Run 4 used the Model 1
results, but replaced short mentions (length 5 to 15), with the corresponding result from Model 2. Run 5 combined Run 3 with the mentions returned by n-best decoding in Model 1 with at least a marginal
probability of 0.10, with the intention of providing even higher recall.
3

Results

We pooled the training and development data and randomly split this
pool into 6000 abstracts for training and 1000 abstracts for evaluation
during development. We report in Table 1 and Table 2 the results of
training Models 1 and 2 on our training split, preparing Runs 1 through
5 as submitted, and evaluating on our development split. Results for
each run are shown in Table 1. Results of training Models 1 and 2 on
the training and development sets, then testing on the test set are found
in the CHEMDNER task overview [4].
Table 1. Micro-averaged CEM results for each run on our internal development set, as
measured by precision (P), recall (R) and f-measure (F). The highest value is shown in bold.

Run
Run 1
Run 2
Run 3
Run 4
Run 5

P/R/F
0.8773 / 0.8758 / 0.8766
0.8781 / 0.8634 / 0.8707
0.8323 / 0.9290 / 0.8780
0.8659 / 0.9002 / 0.8827
0.7651 / 0.9290 / 0.8391
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Table 2. Macro-averaged CEM results for each run on our internal development set, as
measured by precision (P), recall (R) and f-measure (F). The highest value is shown in bold.

Run
Run 1
Run 2
Run 3
Run 4
Run 5

P/R/F
0.8702 / 0.8799 / 0.8615
0.8681 / 0.8750 / 0.8589
0.8359 / 0.9338 / 0.8682
0.8590 / 0.9063 / 0.8691
0.7619 / 0.9386 / 0.8207

Table 3. Micro-averaged CDI results for each run on our internal development set, as measured
by precision (P), recall (R), f-measure (F) and average precision (AP). The highest value is
shown in bold.

Run
Run 1
Run 2
Run 3
Run 4
Run 5

P/R/F
0.8732 / 0.8664 / 0.8698
0.8572 / 0.8806 / 0.8687
0.8138 / 0.9270 / 0.8667
0.8565 / 0.8934 / 0.8745
0.7422 / 0.9270 / 0.8244

AP
0.7903
0.7727
0.8220
0.8077
0.7923

Table 4. Macro-averaged CDI results for each run on our internal development set, as
measured by precision (P), recall (R), f-measure (F) and average precision (AP). The highest
value is shown in bold.

Run
Run 1
Run 2
Run 3
Run 4
Run 5
4

P/R/F
0.8714 / 0.8837 / 0.8667
0.8581 / 0.8941 / 0.8643
0.8260 / 0.9373 / 0.8661
0.8561 / 0.9098 / 0.8713
0.7487 / 0.9413 / 0.8169

AP
0.8098
0.7909
0.8484
0.8322
0.8315

Conclusion

We found our approach of combining multiple CRF models and postprocessing to be effective overall. The models used different tokenizations, feature sets, CRF implementations and some differences in post
processing. Applying different tokenizations may be particularly appropriate for chemicals, since their tokenization is known to be difficult. Unfortunately, combining the results of multiple models incurs
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some inconvenience for practical use. We are currently working to integrate those parts of the two models which can be harmonized and to
fully automate the process of combining the model results.
It is interesting to note that we are now able to report performance
for chemicals competitive with (or even greater than) the performance
typically reported for genes and proteins. Moreover, we believe that
additional performance improvements are likely, given the short development time allowed for the task.
Acknowledgment
This research was supported by the Intramural Research Program of the
NIH, National Library of Medicine.
REFERENCES
1. Rocktäschel, T., Weidlich, M., Leser, U.: ChemSpot: A Hybrid System for Chemical
Named Entity Recognition. Bioinformatics 28 (12), 1633-1640 (2012)
2. Smith, L., Tanabe, L.K., Ando, R.J., Kuo, C.J., Chung, I.F., Hsu, C.N., Lin, Y.S., Klinger,
R., Friedrich, C.M., Ganchev, K., Torii, M., Liu, H., Haddow, B., Struble, C.A., Povinelli,
R.J., Vlachos, A., Baumgartner, W.A., Jr., Hunter, L., Carpenter, B., Tsai, R.T., Dai, H.J.,
Liu, F., Chen, Y., Sun, C., Katrenko, S., Adriaans, P., Blaschke, C., Torres, R., Neves, M.,
Nakov, P., Divoli, A., Mana-Lopez, M., Mata, J., Wilbur, W.J.: Overview of BioCreative
II gene mention recognition. Genome Biol 9 Suppl 2, S2 (2008)
3. Wei, C.-H., Kao, H.-Y., Lu, Z.: PubTator: a web-based text mining tool for assisting
biocuration. Nucleic Acids Research 41 (W1), W518-W522 (2013)
4. Krallinger, M., Rabal, O., Leitner, F., Vazquez, M., Oyarzabal, J., Valencia, A.: Overview
of the chemical compound and drug name recognition (CHEMDNER) task. Fourth
BioCreative Evaluation Workshop, vol. 2. Bethesda, Maryland, USA (2013)
5. Leaman, R., Gonzalez, G.: BANNER: an executable survey of advances in biomedical
named entity recognition. Pac. Symp. Biocomput. 652-663 (2008)
6. Kudo, T.: CRF++. https://code.google.com/p/crfpp. (2005)
7. Wei, C.-H., Harris, B.R., Kao, H.-Y., Lu, Z.: tmVar: A text mining approach for extracting
sequence variants in biomedical literature. Bioinformatics 29, 1433-1439 (2013)
8. McCallum, A.K.: MALLET: A Machine Learning for Language Toolkit.
http://mallet.cs.umass.edu. (2002)
9. Manning, C., Schutze, H.: Foundations of Statistical Natural Language Processing. MIT
Press, Cambridge Massachussetts. (1999)
10. Hsu, C.-N., Chang, Y.-M., Kuo, C.-J., Lin, Y.-S., Huang, H.-S., & Chung, I.-F.:
Integrating high dimensional bi-directional parsing models for gene mention tagging.
Bioinformatics, 24(13), i286–94. (2008)
11. Sohn, S., Comeau, D.C., Kim, W., Wilbur, W.J.: Abbreviation definition identification
based on automatic precision estimates. BMC Bioinformatics 9, 402 (2008)

41
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Abstract. We propose a method, named DBCHEM, based on database queries for
the chemical compound and drug name recognition task of the BioCreative IV challenge. We prepared a database with 145 million entries containing compound and
drug names, their synonyms, and molecular formulas. PubChem Power User Gateway (PUG) system is used to construct the database. Candidate chemical and drug
names are identified by using an English dictionary as a list of stop words. All candidates are queried in the compound database. We integrated a small number of heuristic rules into this query based approach. DBCHEM attained 58% precision and 71%
recall on the development set with a total running time of 14 minutes for 3500 articles.
Keywords. PubChem; Database Management Systems; Database query; Compound
and drug names

1

Introduction

Today, one of the challenges in computer science is extraction of structured information in free text, such as research publications and web pages.
Researchers need to find relevant information in a fast and correct way
within these huge amounts of data. There have been numerous studies in
document indexing and categorization but there are few which specifically
focus on chemical and drug names [1]. Chemical and drug names are complex in nature and ambiguous as several different names can represent the
same chemical compound. Molecular formulas are complex also as too
many different variants can refer to the same molecular formula [1]. Rules
and regular expressions for constructing and validating molecular formulas
are difficult to derive. Parsing documents containing molecular formulas is
also difficult since researches show that 90% percent of formulas contain
no whitespace and 22% of these have or adjacent to hyphens or dashes [2].
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We present a solution based on database queries to overcome those issues discussed above. We use a database with 145 million entries containing compound and drug names, their synonyms, and molecular formulas.
We use an extensive English dictionary as a stop word list and identify tokens which can be queried in the compound database. We also use a small
number of rules for post processing the query results. DBCHEM attained
58% precision and 71% recall on the development set with a total running
time of 14 minutes for 3500 articles. The details of the method and the results are given in the following sections.
2

Materials and Methods

The Chemical Compound Database
PubChem Power User Gateway (PUG) system provides a web based interface to query chemical names, formulas, assays, and substances. We wrote
a script to download molecular formulas and chemical names from PUG as
XML files. We downloaded PubChem Compound Identifiers (CID) starting
from 1 to 71604307 and containing 76104871 synonyms for these compounds in less than 24 hours on a 15 GBs of disc space. We parsed these
XML files and created two tables, one for synonyms and one for molecular
formulas, each one containing more than 70 million entries.
We used DB2 Express-C as a database management system (DBMS) which
is free to develop, deploy and distribute [3], to store these huge tables on an
HP Pavilion dv7 laptop with Intel i5 CPU with 8 GBs memory, allowing
DB2 to use maximum 2 cores and 4 GBs of memory at most. We investigated using XML DBMSs and open source DBMSs such as MySQL, eXistdb, and BaseX; however, these DBMSs were not capable of storing and
querying huge tables and large column indexes effectively. The total system (including the database) used less than 3 GBs of memory while parsing
the 20000 articles in the test dataset; therefore, DBCHEM is able run almost on any system containing portable PCs. In addition, DB2 was capable
of indexing strings containing 1024 characters, which is a desired property,
since chemical names can be very long in practice. (PubChem contains
synonyms as long as 900 characters in length). Some interesting statistics
on this constructed database are presented in the Results and Discussion
section.
Tokenization of Articles
We used the Stanford Penn TreeBank Tokenizer (PTBTokenizer) to tokenize each article. PTBTokenizer tokenizes traditional English sentences
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very good, but did not perform well on articles containing complex chemical names. PTBTokenizer parses complex molecular formulas into several
tokens, since molecular formulas may contain parseable characters such as
dashes and colons. Therefore, we analyzed several chemical names from
different articles and implemented a preprocessing phase before submitting
the article to PTBTokenizer. Our algorithm replaces each of the characters
in a character set containing 48 characters (dashes, colons, and semicolons
without whitespaces at ends, curly brackets, etc.) with a unique string of 18
characters.
To
illustrate,
we
convert
1,2-propadiene
to
1semicolonsemicolon2dashdashdashdashdapropadiene and pass this string
to PTBTokenizer. We convert these strings back to their original form after
PTBTokenizer identifies the tokens.
Preparing a Chemical-Free English Word Dictionary
We prepared a chemical-free English word dictionary by querying all
words in NI-2Webster’s New International Dictionary [4] in our database.
The intersected word list is examined and all the chemicals in this intersected list are removed from the English-word dictionary. All of the English words which are found in the chemical database are also removed as
they may be valid chemical names. We used this chemical-free English
word dictionary as list of stop words to filter-out English words in an article before querying the identified tokens in our database. The main purpose
of this filter is to improve running time performance of the system.
The Query Algorithm
We analyzed several chemical and drug names and found that most of the
chemical and drug names are at most 4 words length. We picked a window
size of 2 to 4 words and by sliding this window over the tokens identified
in the article, we queried each window in the database. Query results are
evaluated similar to the individually queried tokens found in the chemical
database, i.e., they are marked as identified chemical names. If the whole
window exists in the database as is, we assign a score of 1.0 to these tokens
(scores are between 0.0 and 1.0). If they are found in the database as a result of a “like” query, a score between 0.8-0.9 is assigned based on the
specificity of the “like” query. If the token contains all letters in the uppercase, we query the token in the molecular formula database as well. After
analyzing the whole article by windows of size 2 to 4, we query the individual tokens of a window in the database, for windows with no query results. We also have a post-processing phase to merge consecutive chemical
names identified in the article abstract.
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3

Results and Discussion

Our system attained 58% precision and 71% recall for the CEM (Chemical
entity mention recognition sub-task) [5] and 58% precision and 73% recall
for the CDI (Chemical document indexing sub-task) [5] on the development set provided. The system is able to process 250 articles per minute on
a laptop with Intel i5 processor using less than 3 GBs of memory in total.
A close up analysis on the results shows that some of our false positive
predictions are actually true positives. For example, the term “thyroid hormone” in article 23258742 of the training set is not marked as a chemical
name, but in article 23594789 of the same training set, it is marked as a
chemical entity. In article number 23177256 in the training set, the gold
standard annotations did not mark “carboxylic acid” as a chemical, although it is a chemical entity. As another example, the word steroid is
marked as a chemical in some documents and not in other documents. We
have also identified some examples in which DBCHEM is capable of finding chemical mentions that are not found by human annotators. These inconsistencies decrease the reported precision to a certain extent; however,
we do not claim that a good inter-rater agreement would increase the precision significantly to 80%-90% levels.
There are also some interesting observations that worth mentioning about
the PubChem chemical name/synonym and molecular formula databases
we constructed. Out of 71604307 molecular formulas, 33107771 of them
do not have any names, which is 46% of the whole molecular formula database. 32% of the named molecular formulas have more than one name.
In conclusion, DBCHEM is able to find most of the chemical names in an
article abstract in a simple and efficient way. The running time performance of DBCHEM is of considerable benefit; especially, considering the
postponement requests on the prediction deadline made by machine learning based solutions DBCHEM can process 20000 articles in less than 2
hours. As of 2012, MedLine contains over 20 million articles [6]. Our system is able to process all MedLine articles in 22 days on a regular laptop
for both the CEM and CDI tasks.
4
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Abstract. We present a system employing large grammars and dictionaries to
recognize a broad range of chemical entities. The system utilizes these resources to identify chemical entities without an explicit tokenization step. To allow recognition of terms slightly outside the coverage of these resources we
employ spelling correction, entity extension, and merging of adjacent entities.
Recall is enhanced by the use of abbreviation detection and precision is enhanced by the removal of abbreviations of non-entities. With the use of training
data to produce further dictionaries of terms to recognize/ignore our system
achieved 86.2% precision and 85.0% recall on an unused development set.
Keywords. LeadMine; grammars; abbreviation detection; entity extension

1

Introduction

BioCreative is a series of challenges that has traditionally focused on
the recognition and handling of biochemical entities. BioCreative IV
introduces the Chemical compound and drug name recognition task
(CHEMDNER)1 which instead is focused on identifying chemical entities. Chemical entity recognition is important for identifying relevant
documents and in text mining efforts to extract relationships involving
chemicals e.g. drug-disease.
Due to their diversity, quantity and availability, PubMed abstracts were
chosen as the corpus for this exercise with 10,000 being manually annotated by the BioCreative team. 7,000 were provided to participants
(divided equally into training and development sets) whilst the unseen
3,000 were used to evaluated the performance of the solutions.
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Attempts to tackle the problem of chemical entity recognition have invariably identified that the problem is not amenable to pure dictionary
approaches due to the continuing discovery of novel compounds and
the many ways in which systematic nomenclature allows compounds to
be named2. Hence, state of the art systems use machine learning techniques to extrapolate from training data the features that are associated
with chemical nomenclature. Examples include OSCAR4 which employs a maximum-entropy Markov model3 and ChemSpot which employs a conditional random field model4. Comprehensive reviews of the
area have been performed by Vazquez et al.5 and Gurulingappa et al.6
LeadMine instead takes the approach of attempting to encode the rules
used to describe systematic chemical nomenclature (as grammars), with
large dictionaries being used for trivial names.
As compared to machine learning approaches this makes the results
readily understandable; false positives can be pin-pointed to a particular
grammar/dictionary and false negatives are readily correctable by adding the relevant nomenclature rule to a grammar or trivial name to a
dictionary.
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2

Discussion

Figure 1 Annotation workflow diagram

Figure 1 shows the workflow we developed; the steps are expounded
on below. It should be noted that every step after the LeadMine Annotator can be considered a form of post-processing, and any or all of
these steps may be omitted.
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2.1

Normalization

To address the issue of there being many Unicode forms for characters
with similar meaning a normalization step is performed. For example
`(backtick), ‘ and ’ (single quotation marks) and ′ (prime) are all converted to apostrophe. Another example is œ which is converted to oe.
This step reduces the number of trivial variants that dictionaries/grammars need to match. The normalization step also facilitates
processing of XML documents by removing all tags. For example,
<p>H<sub>2</sub>O</p> is normalized to H2O. This ability was,
except in a handful of cases, irrelevant to PubMed abstracts. The indexes of characters in the original string are associated with indexes in the
normalized string to allow mapping back to the original input.
2.2

LeadMine Annotation

Figure 2 Dictionaries employed by LeadMine for CHEMDNER task (blue: grammars, green:
traditional dictionaries, orange: blocking dictionaries)

50

Proceedings of the fourth BioCreative challenge evaluation workshop, vol. 2

The rules for chemical nomenclature are encoded as formal grammars
e.g.
alkanStem : ‘meth’ | ‘eth’ | ‘prop’…
alkane: alkanStem ‘ane’
Our grammar for systematic chemical names currently contains 485 of
such rules. Grammars may inherit rules from other grammars as shown
in Figure 2. To allow conversion of the grammar to an efficient form
for matching7, the rules are restricted to the subset of rules that may be
expressed by a regular grammar e.g. a rule may not reference itself. As
correct nesting of brackets is not possible with this condition we enforce correct nesting of brackets by keeping track while matching.
The PubChem dictionary is our primary source of trivial names and is
2.94 million terms. It was produced by running a series of filters
against the ~94 million synonyms provided by PubChem. Most importantly we removed terms that are an English word or start with an
English word. Additionally we inspected the structures present in PubChem as to whether they contained tetrasaccharides (or longer) or hexadecapeptides (or longer) and excluded these records.
2.3

Entity Extension / Merging

We extended entities until we reached whitespace, a mismatched
bracket or an English word/noise word. Additionally if an entity was
entirely enclosed in balanced brackets and entity extension starting
from before/after the brackets yielded a longer entity we used these
entity boundaries.
An exception was made for the case of two entities separated by a hyphen where both corresponded to specific compounds. In this case the
end and start of the entities respectively are not extended and the entities are not merged. Such a construct often indicates a mixture e.g.
‘Resorcinol-Formaldehyde’.
Next entities are trimmed of “Non-essential parts of the chemical entity
and name modifiers” e.g. ‘group’, ‘colloidal’, ‘dye’ etc. Entities that
overlap are merged together. Entities that are space separated are
merged together unless one of the entities is found to be an instance of
the other entity. For example genistein isoflavone is not merged as
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genistein IS an isoflavone. These relationships are derived by use of a
local copy of the ChEBI8 ontology.
The aforementioned trimming process is repeated. Finally if after trimming an entity corresponds to a blacklisted term it is excluded. An example is ‘gold nanoparticles’ where ‘nanoparticles’ is excluded by
trimming and ‘gold’ is explicitly not to be annotated in the annotation
guidelines.
By special case the ‘S’ in glutathione-S-transferase is annotated.
2.4

Abbreviation Detection

We used an adapted version of the Hearst and Schwartz algorithm9 to
identify abbreviations of entities found by the system. By providing the
“long form” (unabbreviated) we avoid one of the issues with the algorithm which is that it may not identify the complete unabbreviated
form. We extended the algorithm to recognized abbreviations of the
following forms:
 Tetrahydrofuran (THF)
 THF (tetrahydrofuran)
 Tetrahydrofuran (THF;
 Tetrahydrofuran (THF,
 (tetrahydrofuran, THF)
 THF = tetrahydrofuran
Abbreviations may contain brackets as long as they are balanced. The
conditions described by Hearst and Schwartz are applied with the additional requirements that the short form must not be a common chemical
identifier e.g. ‘1a’ or Roman numeral e.g. ‘II’. The minimum length of
abbreviations is configurable and set to 3 for compliance with the annotation guidelines.
We also utilize a list of string equivalents to allow, for example, mercury to be abbreviated to Hg. Once an abbreviation has been detected all
further instances of that string in that particular abstract are annotated.
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2.5

Non-entity abbreviation removal

In this step we postulate that an entity we have discovered is an abbreviation and use Hearst and Schwartz algorithm to find a potential long
form for it. If the algorithm finds a suitable long form and this long
form is not also an entity or overlaps with an entity we assume that the
abbreviation entity is a false positive. We then remove both it and all
other instances of it. For example when ‘current good manufacturing
practice (cGMP)’ is seen cGMP clearly doesn’t mean cyclic guanosine
monophosphate!
3

Evaluation

We used the training set to automatically identify holes in our coverage
and identify common false positives and from this derived a dictionary
of terms to include (Whitelist) and a dictionary of terms to exclude
(BlackList). Below are our results for identifying all chemical entity
mentions in the development set.
Configuration
Baseline
WhiteList
BlackList
WhiteList + Blacklist

Precision

Recall

F-score

0.869
0.862
0.882
0.873

0.820
0.850
0.803
0.832

0.844
0.856
0.841
0.852

The addition of a whitelist dictionary provided a significant increase in
recall, indicating that there are still gaps in the coverage of the system’s
dictionaries and grammars. The use of a blacklist dictionary was less
successful due to the loss of recall incurred. This is due to the blacklist
being formed primarily of genuine chemical entities that in the context
of the training set either were not annotated in the gold standard or
formed part of longer chemical entities.
The 5 runs submitted for the CEM (chemical entity mentions) and CDI
(chemical document indexing) tasks used the following configurations:
Run1: same as Baseline
Run2: same as Whitelist but also used the development set for training
Run3: same as BlackList but also used the development set for training
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Run4: same as Whitelist + Blacklist but also used the development set
for training
Run5: Same as Whitelist
For the CDI task we used the precision of entities on the development
set to predict confidence and hence rank order the entities. We took into
account which dictionary was used, whether the entity was in the title
or abstract text, whether the entity was extended/merged and whether
the entity occurred more than once in the union of the title/abstract text.
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Abstract. We describe and compare methods developed for the BioCreative IV chemical compound and drug name recognition (CHEMDNER)
task. The presented conditional random fields (CRF)-based named entity recogniser employs a statistical model trained on domain-specific
features, in addition to those typically used in biomedical NERs. In order to increase recall, two heuristics-based post-processing steps were
introduced, namely, abbreviation recognition and re-labelling based on a
token’s chemical segment composition. The chemical NER was used to
generate predictions for both the Chemical Entity Mention recognition
(CEM) and Chemical Document Indexing (CDI) subtasks of the challenge. Results obtained from training a model on the provided training
set and testing on the development set show that employing chemistryspecific features and heuristics leads to an increase in performance in
both subtasks.
Key words: Chemical named entity recognition, Sequence labelling,
Conditional random fields, Feature engineering

1

Introduction

Whilst most of the biomedical text mining efforts in the last decade have focussed
on the identification of genes, their products and the interactions between them,
there has been a recent surge in interest in extracting chemical information from
the literature. Comprehensively capturing mentions of chemical molecules is not
straightforward due to the various conventions by which they are referred to
in text (trivial names, brand names, abbreviations, structures, etc.) [5, 8, 18].
Also, the development of publicly available, gold-standard, benchmark corpora
for chemical named entity recognition has received relatively less attention [7]
compared to that for gene or protein recognition.
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Table 1. Feature set. Unigrams and bigrams are within left and right context windows
of size 2. Newly introduced features are listed in the latter part of the table.
Feature
Description
Character
2,3,4-grams
Token
Unigrams and bigrams
Lemma
Unigrams and bigrams
POS tag
Unigrams and bigrams
Lemma and POS tag Unigrams and bigrams
Chunk
Chunk tag, last word of chunk, presence of “the” in chunk
Ortography
Features used by Lee et al. [13]
Word shape
Full, collapsed, full with only numbers normalised
Dictionaries
Number of containing dictionaries, unigrams and bigrams
Affixes
Chemical prefix and suffix matches of sizes 2,3 and 4
Symbols
Matches with chemical element symbols
Basic segments
Number of chemical basic segments [4]

To close this gap, the organisers of the BioCreative IV CHEMDNER track
released a corpus annotated with names of chemical compounds and drugs to
encourage NLP researchers to implement tools capable of their automatic extraction. Two tasks were defined, namely, chemical document indexing (CDI)
and chemical entity mention recognition (CEM). For the former, participants
are asked to return a ranked list of unique chemical entities described in a document. The latter, in contrast, requires participants to provide the locations of all
chemical name instances found. The corpus was split into training, development
and test sets.

2

Systems description and methods

We cast the problem as a sequence labelling task and built a chemical NER
based on NERsuite [3], an implementation of the CRF algorithm [12].
For both subtasks, we applied the following pre-processing steps on each
document: sentence splitting using LingPipe MEDLINE Sentence Model [2],
tokenisation with the OSCAR4 tokeniser [10], and part-of-speech and chunk
tagging with GENIA tagger [17]. Machine learning features for each token are
listed in Table 1. In generating the dictionary features, the following chemical
resources were used: Chemical Entities of Biological Interest (ChEBI) [14], DrugBank [11], Joint Chemical Dictionary (Jochem) [9] and PubChem Compound [6].
We adopted the simple begin-inside-outside (BIO) label set for tagging tokens.
The output of tagging using the model (i.e., labels and marginal probabilities) were subjected to two heuristics-based post-processing steps. Abbreviation
recognition is first performed in cases where a chemical named entity returned
by the CRF model precedes a token enclosed by parentheses. Based on a simple
algorithm [16], we verify whether the token qualifies as an abbreviation of the
named entity. The second step involved re-labelling those “outside” (“O”) tokens
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Table 2. Evaluation on the development set for CEM
Macro
P
R
F1
P
NERsuite (Baseline) 86.66 79.01 80.89 88.55
NERsuite+Chem
88.26 81.11 82.86 89.87
NERsuite+Chem+H 87.71 81.91 83.06 89.28

Micro
R
F1
76.82 82.27
78.98 84.07
79.90 84.33

Table 3. Evaluation on the development set for CDI. AvrgP = Average Precision;
FAP-s = F-measured Average Precision score.

F1
NERsuite (Baseline) 82.59
NERsuite+Chem
84.93
NERsuite+Chem+H 84.95

Macro
AvrgP
75.53
77.97
78.43

Micro
FAP-s F1 AvrgP FAP-s
78.90 83.33 73.68 78.21
81.30 85.73 76.80 81.02
81.56 85.72 77.10 81.18

whose marginal probabilities were less than a chosen threshold. The purpose of
the re-labelling was to alleviate the problem of partial recognition of chemical
names. Having extracted the chemical basic segments [4] in each such token, we
computed the ratio of the number of characters making up the basic segments
to the total number of characters in the token. If the ratio was greater than a
chosen threshold, the token was re-labelled as part of a chemical name.
In order to rank chemical names found in a document, we used marginal
probabilities given by the NER. For each chemical name, we computed a confidence score by taking the average of the marginal probabilities of the tokens
composing the chemical name. Chemical names were then ranked in decreasing
order of their confidence scores.

3

Results and Discussion

Tables 2 and 3 show the results of evaluating our NER on the development
set using models trained on the training set. The addition of chemistry-specific
features (NERsuite+Chem) in the CEM task (Table 2) increased the precision.
By adding both chemistry-specific features and post-processing heuristics (NERsuite+Chem+H), we obtained optimal recall and F1-score.
Ranking-based measures for the CDI task (shown in Table 3) exhibit similar
behaviour, i.e., the performance of the NER with chemistry-specific features and
post-processing heuristics is superior to the remaining methods. The difference
between CEM and CDI results in terms of F1 is the result of having a unique
list of chemical names for each document for the CDI task, which is not the case
for the CEM task.

57

Batista-Navarro, et al.

In producing the predictions for the CHEMDNER test set, we trained a
final model on both the training and development sets. The five runs submitted
correspond to the variants described in Table 4.
We are planning to make the tool public by including the entire processing
pipeline in Argo, a web-based, text-mining platform [1, 15].
Table 4. Variants of NERsuite+Chem used for the five runs
NERsuite+Chem
NERsuite+Chem+Ha
NERsuite+Chem+Ht1
NERsuite+Chem+H1
NERsuite+Chem+H2

Description
without heuristics
with only abbreviation recognition
with only token relabelling, thresholds optimised for precision
with both heuristics, thresholds optimised for precision
with both heuristics, thresholds optimised for recall
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Abstract. Cocoa is an existing multi-class entity detection system for
the biomedical domain. We adapted the output of this system for the
CHEMDNER task, primarily by trimming entities and excluding generic
entity terms, both of which are irrelevant to detection of core names
as defined in the task. The system itself required only small changes,
primarily to add dictionary entries or handle unusual entity mentions in
abstracts. The final performance against both training and development
datasets exceeded 80% for the CDI task for the key metrics, namely the
F-score and the FAP. Performance in the CEM subtask was 2% lower.
Key words: chemical entity detection, CHEMDNER, multi-class tagger, rule/morphology-based system, Cocoa

1

Introduction

The annotations in the datasets provided in the CHEMDNER task of BioCreative IV provide markups for entities that in some way be correlated to chemical
structures. This defines a narrow class of textual entities. Previous efforts in
marking up chemical entities [2, 3] and approaches to chemical entity detection
are reviewed in [1].
Cocoa [4] is a multi-class entity detection system for medical text that covers major classes such as proteins, protein parts, chemicals, anatomical parts,
diseases, parameters, values and some others. While we modified the system
slightly to cover increase coverage of the CHEMDNER corpus, the major problem in the output of this system with respect to the task was the large class
of entities that were labeled as chemicals. These included chemical mixtures in
common use, such as the term ‘solvents‘, terms that described function such
as ‘antibiotics‘ as well as terms with imprecise mappings to chemical structure.
We accordingly added a post-processing module to eliminate or trim chemical
terms detected by the Cocoa system to correspond to the narrow class of entities
defined by CHEMDNER task and annotations. The results were encouraging,
with key metrics around 80% for the CDI subtask of CHEMDNER.

60

Proceedings of the fourth BioCreative challenge evaluation workshop, vol. 2

2

Systems description and methods

We describe first the chemical entity -specific processing of the input document
by Cocoa. Only a few changes were made in the system with respect to the
CHEMDNER task, but the general methods may be of interest. The system
consists of sequential modules for:
(a) Sentence splitting and tokenization: The splitter handles the usual exceptions such as periods following abbreviations (’Mr.’, ’et al.’), entities that
begin with a lowercase letter (’mRNA’), and lowercase expanded greek letters
(’alpha’). Certain hyphenated words are split (’X-activated’); expanded in-line
journal references are excised to avoid complications in later processing stages.
(b) Acronym detection: We use a dynamic programming method for detection
of acronyms. A simple morpheme detector is used, and first letters of words and
morphemes are used for scoring the match between an acronym and its possible
expansions. Substitution of element symbols for names (’Na’ for ’sodium’ in ’Na
pump’ for example’) is also handled.
(c) POS marking and chunk detection: The Brill tagger and fnTBL are used
for POS and chunk detection respectively. A post-chunker module handles common tagging and chunking errors in the biomedical domain, e.g. ”increase” as
verb vs adjective, and gerunds (VBG) as nouns vs verbs.
(d) Tagging tokens: For chemicals, we use a combination of dictionaries and
infix/suffix detection methods. We have manually compiled an infix dictionary
(≈ 400 entries) and a suffix dictionary (≈ 700 entries). A dictionary for chemical
groups and names for common chemicals (’emulsions’) has about 2000 entries.
These are supplemented by a dictionary of tradenames and irregular chemical
names, with ≈ 18000 entries. A dictionary of false positives is also kept for entities mislabeled as chemicals by the infix/suffix methods - examples are ‘elaborate’ (‘borate’), ‘trichlorobacter’ (‘chloro’), ‘femoracetabular’ (‘aceta’), ‘ophthalmic’ (‘phthal’), ‘periodontal’ (‘iodo’), ‘pathoformic’ (‘formic’), ‘epicranial’
(‘picr]), ‘proxy’ (‘oxy’), and ‘asteroid’ (‘steroid’). The false-positive dictionary
has ≈ 400 entries. We note that the tagging module also marks up proteins, body
parts, diseases, and other classes; however, chemicals are marked up ahead of
these other entity classes, but after detection of parameters (‘IC50’) and values
(‘50 nM’). Finally orthographically distinct tokens (marked by presence of caps,
numbers or other symbols in the token, or tokens with otherwise rare character
bigrams) that have not yet been identified as entities are tagged as O-terms.
The suffix dictionary was constructed primarily by manual examination of
entities from dictionaries (such as the CTD chemical dictionary) after sorting the
entries by 4- or 5-character suffixes. Official suffix recommendations such as the
USAN stem list were also consulted. Infix dictionaries were initially constructed
by a domain expert, vetted by a computational linguist, and then checked for
false-positives against online dictionaries such as OneLook.
(e) Detecting multi-word expressions: First, we merge adjoining chemical
tokens. Certain word-specific adjectives are then merged (‘fuming H2SO4’, ‘dry
ether/ice’, ‘Lewis acid’). Common chemical adjectives are also handled (‘aliphatic’,
‘aromatic, ‘enolic’, ‘saturated’, ‘disubstituted’). O-terms following certain chem-
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ical classes are recognized (‘vitamin B1’, Triton X-100’). Terms in the ’molecule’
category, such as ’hormone’, are recognized as chemicals if they are preceded
by relevant qualifiers (‘sex hormones’, ‘prolactin-inhibiting hormone’). This also
holds for some geometrical parts (‘ring’ - ‘aromatic ring’). A limited amount of
word-sense disambiguation is also taken care of in this module, e.g., ’radical’
(‘free radical’ vs. ‘radical prostatectomy’). Chemical premodifiers in parenthesis
[‘(3R,3S)’] are merged with succeeding chemical entities.
(f) Coordination and apposition: Conventional techniques are used for identifying noun phrases (NPs) in coordination (e.g., ‘NP, NP, and NP’). We use some
care in not marking possible appositional phrases as coordinated (e.g., ‘each of
the ERK cascade components, Raf, MEK, and ERK’). We then mark O-terms
which can be identified as entities through an appositional context (NP, such
as O-term; O-term, which is a NP), where the context provides clues on the
tag of the O-term (’enzyme’, ’drug’). Frequently occurring, but non-standard,
definitions of acronyms are also recognized [‘noradrenaline (NA; 50 microM)’].
(g) Acronym extender: O-terms that are variants of acronyms are recognized
by this module, These include plurals (‘ACs’ from ‘AC’), suffix variants (‘EGR2’
from ‘EGR1’) and greek-variants (’PKM-zeta’ from ’PKM’).
(h) Formula detection and other: This module detects chemical formula,
These include aminoacid chains, sugars (MurNAcGlcNAc) as well as simple
terms (‘CHCl3’). Simple extensions such as the use of ’Me’ for ’methyl’, use
of the generic ‘R’ group (’R-N(CH2COOH)2’) and charged ionic forms [‘Ca(2-)’]
are also recognized. Finally, chemicals defined by established labels for pharmaceutical companies (SCH-1234) are also handled.
The output from these modules (the ‘Cocoa’ system) contains a large number
of chemical entities that are outside the scope of the CHEMDNER task. These
include function-based descriptors (‘antibiotics’, ’fungicides’, ’reductants’, ‘electron donors’), chemical mixtures (‘paints’, ’lotions’), broad categories (‘lipids’,
‘cations’) and state descriptions (’vapor’, ‘gas’). There are also a large number
of entities which are too broad for structural definition as defined by the absence of annotations for such entities in the CHEMDNER corpus. Examples are
‘heterocyclic compounds’, ’nitroheterocycles’, ’peroxynotrates’ and ‘homogalacturonans’. Many of these excluded entities are defined in the annotation notes
for the CHEMDNER task, but the majority were discovered by manual comparison with the gold annotations. Further, many adjectives need to be eliminated
from the core entity for this task e.g. ’oxidized’ ’hydrated’ and ’tridentate’, as do
many headwords (’polysaccharides’, ’adjuvants’, ‘chelants’, ’substituents’). Altogether, we had about ≈ 450 excluded adjectives, a similar number of excluded
headwords, and ≈ 1200 excluded generic entity names. It must be noted that
these excluded words came primarily from their definition or inclusion in the
Cocoa dictionaries or multi-word expression modules as parts of chemical entities. Finally, acronyms were retained in the chemical entity list based on the
retention of the headword of the expansion after pruning.
As Cocoa is a multi-class tagger, certain entities tagged as ‘protein parts’
were also redefined as chemical entities, These included single or multiple amino
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acids or residues, motifs, ‘N’ or ‘C’ in ’N-terminal’ in the protein-part class.
Some entities defined by the system as proteins are marked up as chemicals in
CHEMDNER, such as angiotensin, bradykinin, gentisin, and oxytocin. The ‘N’ in
proteins such as ‘N-glycosyltransferase’ is also marked up for the task as a chemical, as are both ‘O’ and ‘ethoxyresorufine’ in ‘ethoxyresorufine-O-deethylase’.
Similarly ‘N’ and ‘O’ in process terms, such as ‘N- and O-demethylation’, are
also tagged. Finally, entities marked as an ‘anatomical entity’ by Cocoa such as
’bile acid’ are also tagged as chemicals for the task. All these latter special cases
were found and marked up by manual examination of precision and recall errors
with respect to the gold annotations.
After excluding or pruning words as described above, we added a second stage
of post-processing for the CHEMDNER task. This consists primarily of splitting
certain combination terms in the Cocoa output such as ‘dopamine precursor L3,4-dihydroxyphenylalanine’, ‘citrate reduced gold’ or ‘(14)C-labeled LO’. These
terms arise in Cocoa as single terms due to a system design decision to markup
the longest possible sequence of words as a single entity (to facilitate event
extraction). Another need for a split is from expressions such as ”the isoflavone
genistein”, where a class descriptor precedes a particular entity. Sometimes the
descriptors are themselves too broad, such as in ‘monoterpene hydrocarbons’
and are discarded. The need and the rules for such splitting were again derived
from manual examination of the gold annotations.
Ranking was done for these entities by modeling precision and recall errors.
Character counts were calculated for errors, and a cutoff was set based on these
counts. Most errors came from O-terms, i.e. terms all in CAPS, and we assigned
an initial score to an entity as equal to the numbers of capitalized letters, hyphens
and spaces in an entity. We also plotted the frequency of errors based on the
length of the entities. There was a small dependence of error on the length of the
entity, with errors peaking at about 8-9 character length. Unmatched parentheses
also were a minor source of error. Both the latter cases were given a lesser
weight in the score (score increased by 2-5). Certain terms such as ‘phenolic’
and ’triterpene’ were determined to have some inconsistency in markup in the
gold annotations, and the score was increased (by 5) if these terms were detected.
The final rank was determined by sorting the entities according to their score as
determined above.

3

Discussion

We added a post-processing module to mark up entities according to the conventions or rules followed in the CHEMDNER task. The Cocoa system itself
was modified only slightly to account for missed entities by either dictionary
augmentation or modification in the multi-word entity detection module. We
initially used the training dataset for refining the system based on its earlier
release. The results on the development set (when released) was about 2% lower
for all measures, Subsequently, we alternated between training and development
sets for improving the system while testing against the other dataset. The final
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micro-evaluation figures against the development dataset for the CDI and CEM
subtasks are:
CDI subtask:
Micro
Micro
Micro

precs.: 0.84658 recall: 0.86089
F-scr.: 0.85368 Avrg P: 0.75972
FAP-s.: 0.80396

CEM subtask:
Micro
Micro
Micro

precs.: 0.85349 recall: 0.82927
F-scr.: 0.84121 Avrg P: 0.72834
FAP-s.: 0.78072

The results for the training dataset were marginally (1%) higher.
The CHEMDNER task had a reasonably large dataset (7000 abstracts in
training+development) that allowed for rules to be formed by inspection of the
annotations. Our manual inspection showed that inter-annotator consistency
was probably quite high (different annotations for the same entity were about 23%). Altogether, the annotations enabled us to achieve ≥ 80% for key measures
(F-score and FAP) on the CDI task; the scores for the CEM task were lower
primarily due to poor recall, implying that all instances of an entity in a document were not detected. Inspection of precision and recall errors also showed
that the majority of errors arose from incorrect or missed detection of O-terms,
i.e. orthographically defined entities. We are still exploring the reasons for these
errors.
Extracting chemical entities from full-length articles is an interesting next
step. Tagging reactions and extracting quantitative parameter-value-reaction
triplets would be of relevance to both annotators and SAR-queries.
3.1

Figures
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Fig. 1. Flow chart of the Cocoa system. The main modification for the CHEMDNER
task is the addition of post-processing module (in gray) to filter out chemical entities
that are too generic for correlation with structures, an aspect of the task.
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Abstract. The CHEMDNER task is a Named Entity Recognition (NER) challenge that aims at labeling different types of chemical names in biomedical text.
We approach this challenge by proposing a hybrid approach that combines linear Conditional Random Fields (CRF) together with regular expression taggers
and dictionary usage, followed by a post-processing step to tag those chemical
names in a corpus of Medline abstracts. Our system performs with an F-score of
72.08 and 70.62% on the development and sample sets, respectively, for the
CDI subtask. For the CEM subtask the performance increases to 72.61% and
73.68% on the development and sample sets, respectively.
Keywords: Named entity recognition, text-mining, regular expressions, conditional random fields

1

Introduction

The development of systems that automatically identify chemical entities in biomedical texts is challenging due to both, the diverse morphology of chemical entities and
the various types of nomenclature that are used to describe them in those texts. These
factors make it difficult to develop a single approach that can successfully identify all
types of chemical mentions with high accuracy.
For example, standard IUPAC nomenclature and the nomenclature based on brand
or trivial names have significant morphology differences. Thus, the former nomenclature has a complex morphology and a set of rules that makes the number of possible
chemical names virtually infinite, making it impractical to use a dictionary and requiring the use of more sophisticated techniques to identify those names. In contrast, the
later nomenclature is very much finite and its mentions can be identified using a dictionary approach.
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Here we present and test a set of hybrid approaches that combine dictionary matching, linear CRFs (conditional random fields) and regular expressions to tag chemical
entities in the biomedical literature. The first approach uses CheNER [1], a tool which
implements Conditional Random Fields [2] based on Mallet [3]. CheNER achieves
good results on our previous work with the SCAI corpora [4, 5]. The second approach
implements a tagger based on combining that CRF with dictionary matching and a
varied set of regular expression rules. We find that the best results are obtained with
the second approach.

2

System Description

The systems we present are inspired by our previous work in developing CheNER [1],
a tool for the identification of IUPAC chemical names.
Linear 2nd order CRFs, with offset conjunction value of 1 and tokenization by
spaces, are individually or collectively trained to identify chemical names of types
SYSTEMATIC, TRIVIAL, FAMILY, FORMULA, ABBREVIATION and
IDENTIFIER. The training corpus used was the CHEMDNER training set. The features used in the training are shown in Table 1. In addition, a dictionary is used to
assist in identifying TRIVIAL, FAMILY and ABBREVIATION name types. Finally,
regular expressions are employed for the recognition of FORMULA and
IDENTIFIER name types.
The output of the various methods is based on the IOB labeling scheme, which is
then reformatted to the required specifications of the CDI and/or CEM output format.
Table 1. Some of the features used.
Name of feature
Morphological features
Word class
Autom. Prefixes/Suffixes
List

Description
Identifies specific features such as contains dashes?, is all cap?, has a Greek
letter?
Atomatic generation of features in terms of frequency of upper and lower
case characters, digits and other types pf characters.
Automatic generation of suffix and prefix (length 2, 3 and 4)
Atomatic generation for every token that match an element within the list.
This list can be a list of
basic name segments, a list of stop words, etc.

Table 2. Runs description
Run

Description

1

Combines a CRF for SYSTEMATIC with an individual Regular Expression tagger for TRIVIAL,

2

Combines an individual CRF for SYSTEMATIC and TRIVIAL with an individual Regular Expres-

3

Combines an individual CRF for SYSTEMATIC, TRIVIAL, FAMILY, ABBREVIATION,

4

Combines an individual CRF for SYSTEMATIC, TRIVIAL, FAMILY, ABBREVIATION, and

FAMILY, ABBREVIATION, FORMULA and IDENTIFIER.
sion tagger for FAMILY, ABBREVIATION, FORMULA and IDENTIFIER.
FORMULA and IDENTIFIER.
FORMULA with an individual Regular Expression tagger for IDENTIFIER.

67

dataspect IT-Services
Titel

To integrate the output of the various recognition tools our approaches require a
post-processing step. In this step we perform several clean up actions, such as correcting unequal numbers of closing or opening brackets or detagging “action words” that
are often appended at the end of chemical mentions such as “-based”, “-regulated”,
etc.

3

Results and Discussion

The initial performance of the proposed approaches was tested using the
CHEMDNER sample and test sets. This allowed us to test the performance of the
various combinations of CRFs/regular expression/dictionary matching. The various
tests are described in Table 2.The performance of our systems on the sample and development sets for the CDI subtask are displayed in Table 3, while the results for the
CEM subtask are shown in Table 4. The performances of the various systems are
similar in the sample and in the test datasets, suggesting that those performances are
likely to be close to the limits of the method.
Specifically, and for both subtasks, the system with the best F-score performance
combines two CRFs that independently identify SYSTEMATIC and TRIVIAL name
types. In addition, it employs regular expression/dictionary matching for FORMULA,
IDENTIFIER, ABBREVIATIONS and FAMILY name types.
Table 3. CDI subtask results based on the Micro-average results. Also is shown the execution
time. P:precision, R:recall, F:f-score, AP: average precision, Fs:FAP-s and E: execution time.
CDI subtask

P
R
F
AP
Fs
E

Run 1
79.26
63.03
70.22
50.29
58.61
149s

Sample set
Run 2 Run 3
79.86
83.94
63.30
55.58
70.62
66.88
51.09
46.44
59.29
54.82
419s
939s

Run 4
84.27
59.40
69.98
49.75
58.16
811s

Run 1
76.31
65.36
70.41
50.27
58.66
15451s

Development set
Run 2
Run 3
78.48
82.39
66.64
54.53
72.08
65.62
54.43
45.51
62.02
53.75
46064s 118094s

Run 4
82.62
61.11
70.26
50.75
58.93
88611s

Table 4. CEM subtask results based on the Micro-average results. Also is shown the execution
time. P:precision, R:recall, F:f-score, AP: average precision, Fs:FAP-s and E: execution time.

P
R
F
AP
Fs
E

Run 1
81.12
67.50
73.68
54.37
62.57
149s

CEM subtask
Sample set
Run 2 Run 3 Run 4
81.68
85.35
85.29
66.07
51.91
61.07
73.05
61.46
71.12
52.49
43.72
51.09
61.09
51.09
59.48
419s
939s
811s

Run 1
77.58
65.71
71.15
49.79
58.58
15451s
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Development set
Run 2
Run 3
80.49
85.17
66.13
48.72
72.61
61.98
50.35
4013
59.47
48.71
46064s 118094s

Run 4
85.15
59.45
70.02
49.23
57.85
88611s
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It is worth noting that our best performing system is three times slower than our
fastest system. In contrast, its performance is only improved by a couple of percent
point with respect to the slower alternative. Interestingly, our more complex (and
slowest) systems are the worst performers with respect to F-score. Taken together,
these results could be used to argue that in some cases using a system that is not as
accurate in tagging chemical names in biomedical texts might be worth it because of
its speed1.
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Abstract. The Spanish National Cancer Research Center (CNIO) and University of Navarra organized a challenge on recognizing chemical compounds and
drugs (chemical entities) in biomedical literature, which includes two individual
subtasks: 1) chemical entity mention recognition (CEM); and 2) chemical
document indexing (CDI). The challenge organizers manually annotated chemical entities in 10000 abstracts from PubMed, of which 3500 abstracts were used
as a training set, 3500 abstracts as a development set, and 3000 abstracts as a
test set. We participated in subtask 1 and developed a machine learning-based
system using two state-of-the-art sequence labeling algorithms: Conditional
Random Fields (CRF) and Structured Support Vector Machines (SSVM). Our
best model built on the training set achieved the highest F-measure of 0.81862
for CEM on the development set.
Keywords. Chemical entity recognition; Chemical document indexing, Conditional random fields, Structured Support Vector Machines

1

Introduction

Recognizing chemical compounds and drugs (together called chemical
entities) embedded in scientific articles is crucial for many information
extraction tasks in the biomedical domain, such as detection of drugprotein interactions and adverse drug reactions [1]. A number of comprehensive chemical databases such as PubChem [2], ChEBI [3], Jochem and ChemSpider [4] have been developed for various purposes,
*Corresponding author
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and potentially could be used as lexicons for chemical entity recognition. However, only a very limited number of chemical entity recognition systems have been developed and made publically available,
probably due to the lack of large manually annotated corpus. To accelerate the development of chemical entity recognition systems, The
Spanish National Cancer Research Center (CNIO) and University of
Navarra organized a challenge on Chemical and Drug Named Entity
Recognition (CHEMDNER), as a part of BioCreative IV challenge
(Track 2). The CHEMDNER challenge includes two individual subtasks: 1) chemical entity mention recognition (CEM); and 2) chemical
document indexing (CDI). The subtask 1 is a typical named entity recognition (NER) task. The subtask 2 requires participants to rank chemical entities according to their importance in a chemical document. The
challenge organizers manually annotated 10000 abstracts from PubMed,
of which 3500 abstracts were used as a training set, 3500 abstracts were
used as a development set, and 3000 abstracts were used as a test set.
In this paper, we describe our system for the CEM task. It is a machine
learning-based system based on two algorithms: Conditional Random
Fields (CRF) [5] and Structured Support Vector Machines (SSVM) [6].
Evaluation by the organizers showed our system was among the top
scoring systems that participated in the CHEMDNER task [7].
2

Methods

Fig. 1 shows the architecture of our system for the CEM subtask of
CHEMDNER. It consists of six components: 1) a rule-based module to
detect sentence boundary and then tokenize sentences into tokens; 2) a
label representation process to assign “BIO” tags to annotated text,
where “B”, “I” and “O” denote the beginning, inside, and outside of an
entity respectively; 3) a feature extraction program to obtain features
including orthographic information, morphological information, bagof-word, part-of-speech, chemical lexicons, and three types of word
representation related features including clustering-based word representation, distributional word representation, and distributed word representation, all of,which generate word-level back-off features over
large unlabeled corpus by unsupervised algorithms and have been
proved beneficial to NER tasks including those in the clinical domain
[9][10]; 4) machine learning classifiers based on either CRF or SSVM;
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5) a program to convert predicted BIO tags into entities of interest; and
6) a rule-based module to combine/split/remove some entities.

Fig 1. The architecture of our system for the CEM subtask.

For word representation related features, we used Brown clustering to
extract clustering-based word representation [11], random indexing to
extract distributional word representation [12], and Tomas et al ‘s
method to extract distributed word representation [13]. For machine
learning algorithms, CRFsuite (www.chokkan.org/software/crfsuite/)
and SVMhmm (www.cs.cornell.edu/people/tj/svm_light/svm_hmm.html)
were used as implements of CRF and SSVM respectively. The parameters of models were optimized using the training set and tested on the
development set. System performance was reported as standard precision, recall and F-measure.
3

Results

Table 2 shows the best performance of our system on the development
set after training on the training set for the subtask 1 of CHEMDNER.
The SSVM-based system outperformed the CRF-based system
(0.81492 vs. 0.81862 in macro F-measure).
Table 1. The best performance of our system on the development set after training on the training set for the subtask 1 of CHEMDNER.
Model Macro
Micro
Precision Recall
F-measure Precision Recall
F-measure
CRF
0.85830
0.80498 0.81492
0.87123
0.78273 0.82461
SSVM 0.84769
0.82025 0.81862
0.85629
0.80096 0.82770
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4

Discussion

The BioCreative IV Track 2 (CHEMDNER challenge) provides a
benchmark dataset for chemical compound and drug recognition, which
is a significant contribution to the biomedical NLP research. We developed a ML-based system and participated in the subtask 1 (CEM). Our
best model based on SSVM achieved a macro F-measure of 0.81862 on
the development set. Although the results on the test set were not released at this time, we were notified by the organizers that our system
was among top-ranked teams. Compared with NER tasks in the newswire domain (F-measure about 90%) [14], our reported performance on
chemical entities was lower, indicating that CEM is more challenging
and required further studies. The possible directions for improvement
include developing system ensemble approaches and utilizing specific
patterns in the chemical domain for features.
5
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Abstract. This document presents our approach to the BioCreative IV
challenge of recognition and classification of drug names (CHEMDNER
task). We developed a system based on Conditional Random Fields for
recognizing chemical terms, and on ChEBI resolution and semantic similarity techniques for validating the recognition results. Our system created multiple classifiers according to different training datasets that we
built. Each of the classifiers returned a confidence score that were combined to filter and rank the results. F-measure, precision and recall were
estimated by using cross-validation on the CHEMDNER training and
development data for each method used. The best f-measure, precision
and recall estimated for the CEM subtask was 0.79, 0.95 and 0.76, respectively. Excluding results with low semantic similarity values enabled
us to achieve higher levels of precision.
Key words: Ontologies; Semantic Similarity; Conditial Random Fields;
Random Forests; ChEBI

1

Introduction

This paper presents our approach to the Task 2 of BioCreative IV (CHEMDNER
task). Our approach was based in our system [2], used for the SemEval 2013 challenge [7], task 9.1, concerning chemical compound and drug name recognition in
biomedical literature. For BioCreative IV, our system was improved by using the
confidence score of each classifier for each prediction and by using the maximum
semantic similarity value to other compounds in the same fragment of text. This
value was obtained by performing ChEBI resolution on each chemical entity recognized and calculating the Gentleman’s simUI semantic similarity measure [8]
for each pair of successfully mapped entities. We used these values, along with
the ChEBI mapping score, as features for a Random Forests model, to further
improve our predictions.
Our team participated on both subtasks, deriving the predictions for the
Chemical Document Indexing (CDI) subtask from our Chemical Entity Mention recognition (CEM) predictions. We submitted five runs for each subtask,
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using different methodologies and expecting different results for each one. With
the CHEMDNER gold standard, we were also able to estimate the expected
micro-averaged precision, recall and f-measure values for each methodology and
subtask, by using cross-validation in the training and development sets.

2
2.1

Systems description and methods
Datasets used

In addition to the provided CHEMDNER dataset, for training our classifiers,
we used the DDI corpus dataset provided for the Semeval 2013 challenge [1],
and a patent document corpus released to the public by the ChEBI team [6].
The DDI dataset contains two sub-datasets. One that consists of MEDLINE
abstracts, and other that contains DrugBank abstracts. All named chemical
entities were labeled with their type which could be one of the following: Drug,
Brand, Group and Drug n. Based on the label, we created four datasets based on
the DDI corpus dataset and seven datasets based on the CHEMDNER corpus,
each containing only one specific type of annotated entities (Table 1).
Table 1. Number of documents and annotations available in each training corpus.
Corpus Documents Annotations
Chemical
40
3717
Drug
593
9425
Group
489
3399
DDI
Brand
295
1437
Drug n
88
504
All
714
14765
1845
9059
Abbreviation
Family
2738
8313
Formula
1739
8585
Identifier
349
1311
CHEMDNER
Multiple
258
390
Systematic
3763
13472
Trivial
3714
17802
All
7000
59004
Patents

2.2

CRF entity recognition

For this competition, we adapted Mallet’s implementation of Conditional Random Fields (CRFs) [10] to output the confidence score of each prediction. This
information was useful to adjust the precision of our predictions, and to rank
them according to how confident the system is about the extracted mention
being correct.
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We used the provided CHEMDNER corpus, the DDI corpus and the patents
corpus for training multiple CRF classifiers, based on the different types of entities considered on each dataset (Table 1). Each title and abstract from the test
set was classified with each one of these classifiers. In total, our system combined
the results from fourteen classifiers.
2.3

ChEBI resolution

After having recognized the named chemical entities, our method performs their
resolution to the ChEBI ontology. The resolution method takes as input the
string identified as being a chemical compound name and returns the most relevant ChEBI identifier along with a mapping score.
To perform the search for the most likely ChEBI term for a given entity we
employed an adaptation of FiGO, a lexical similarity method [5]. Our adaptation
compares the constituent words in the input string with the constituent words
of each ChEBI term, to which different weights have been assigned according to
its frequency in the ontology vocabulary. A mapping score between 0 and 1 is
provided with the mapping, which corresponds to a maximum value in the case
of a ChEBI term that has the exact name as the input string.
Our resolution method was applied to the named chemical entities on the
CHEMDNER training and development sets. We were able to find a ChEBI
identifier for 69.2 % of these entities. The fraction of entities our method was
unable to resolve for each type is shown in Table 2.
Table 2. Number of chemical entities from the CHEMDNER training and development
set not mapped to ChEBI and total
Type

Systematic Identifier Formula Trivial Abbreviation Family Multiple
3382
1156
3972
3622
4181
1690
91
Unmapped
(25.1%) (88.2%) (46.3%) (20.3%)
(46.2%)
(20.3%) (23.3%)
Total
13472
1311
8585
17802
9059
8313
390

With the named chemical entities successfully mapped to a ChEBI identifier,
we were able to calculate the Gentleman’s simUI semantic similarity measure
for each pair of entities on a text. This measure is a structural approach, which
explores the directed acyclic graph (DAG) organization of ChEBI [9]. We then
used the maximum semantic similarity value for each entity as a feature for
filtering and ranking.
2.4

Filtering false positives with a Random Forests model

The output provided for each putative chemical named entity found is the classifier’s confidence score, and the most similar putative chemical named entity
mentioned on the same document through the maximum semantic similarity
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score. Using this information, along with the ChEBI mapping score, we were
able to gather 29 features for each prediction. When a chemical entity mention is detected by at least one classifier, but not all, the confidence score for
the classifiers that did not detect this mention was considered 0. These features were used to train a classifier able to filter false positives from our results,
with minimal effect on the recall value. We used our predictions obtained by
cross-validation on the training and development set to train different Weka [11]
classifiers, using the different methods implemented by Weka. The method that
returned better results was Random Forests, and so we used that classifier on
our test set predictions.
2.5

Post-processing

A common English words list was used as an external resource in post-processing.
If a recognized chemical entity was part of this list or one of the words on the
list was part of the chemical entity, then we assumed that it was a recognition
error and should be filtered out and not be considered a chemical entity. This
list was tuned with the rules used on the annotations of the gold standard.
Some simple rules were also implemented in an effort to improve the quality of
the annotations. For instance, if the recognized entity was found to be composed
entirely by digits, then it should be filtered out because it is most certainly an
annotation error.
With such naı̈ve but efficient rules it was expected that the performance of
entity recognition would improve.
2.6

Testing runs

Using different combinations of the developed methods, five runs were submitted
for each subtask and are now described.
Run 1: With this run we used all available classifiers, whose results were used
to build a Random Forests model to filter the predictions.
Run 2: With this run we used only the classifiers trained with the CHEMDNER corpus and filtered with a confidence score and ChEBI mapping score
threshold of 0.8.
Run 3: With this run we used the results from all available classifiers, including
those trained with the DDI and patents documents corpus.
Run 4: In this run we excluded the results obtained with the CHEMDNER
corpus classifiers that had a semantic similarity measure lower than 0.6.
Run 5: This run is similar to run 4 but all classifiers were used.
Our predictions were ranked according to the confidence score obtained. On runs
2, 3, 4 and 5, this score was calculated for each entity by averaging the top 3
classifier scores, maximum semantic similarity value to other compounds in the
same fragment of text and the ChEBI mapping score obtained for that entity
mention. On run 1, we used the confidence given by Weka’s Random Forests
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method for each prediction. Post-processing was applied to every run, except
run 2.
With the results from each run, we were able to generate predictions for the
CEM subtask, using every result, and for the CDI subtask, considering only
unique entities for each document.

3

Discussion

The two largest corpus used on our system were originally released for two different competitions. The DDI corpus, released for SemEval 2013, task 9, is focused
on drug and brand names. The objective of this task was to first recognize and
classify drug names and then extract the interactions between these drugs. This
corpus consisted of DrugBank and MEDLINE abstracts while the CHEMDNER
corpus consists of only MEDLINE abstracts. The CHEMDNER task required
only the recognition of all chemical entities on a text. Using only classifiers
trained with the CHEMDNER corpus, we expect better precision, since the gold
standard for the test set follows the same annotation criteria. We expect better recall when including classifiers trained with the DDI corpus since some of
the drug names can be classified as Abbreviation, Trivial or Family types of
CHEMDNER annotations.
The improvements made on our system since SemEval 2013 gave us more parameters to tune and filter our results. We were able to control which classifiers
to use and define thresholds for the classifier confidence score, the ChEBI mapping score and the semantic similarity values. These parameters were combined
according to f-measure, precision and recall estimates for the training data. The
metrics for each set of predictions were calculated using the official evaluation
script on the results of 3-fold cross-validation for the CHEMDNER training and
development dataset (Table 3).

Table 3. Precision, Recall and F-measure estimates for each method used, obtained
with cross-validation on the training and development dataset.
Run
1
2
3
4
5

CDI
CEM
CDI
CEM
CDI
CEM
CDI
CEM
CDI
CEM
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P
0.84
0.87
0.95
0.95
0.52
0.57
0.88
0.90
0.88
0.80

R
0.72
0.70
0.06
0.07
0.80
0.76
0.23
0.21
0.23
0.23

F
0.79
0.79
0.12
0.11
0.63
0.65
0.36
0.34
0.36
0.35
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The method that returned the best f-measure value consisted in filtering the
results of all classifiers with the Random Forests model described on section
2.4. With this filter, we were able to improve our f-measure estimate from 0.65
to 0.79, for the CEM subtask. Without the filter, we obtained our best recall
(0.76), but with a drop in precision (0.57). Previously, we used a mapping score
threshold of 0.8 to improve the precision of our results. This time, a confidence
score threshold of 0.8 was also used, and the estimated precision for this method
was 0.95.
To evaluate the importance of using semantic similarity values, we tested
different thresholds for the results obtained with every classifier and just the
CHEMDNER corpus classifiers. The threshold that returned the best f-measure
was 0.6. This method could be further improved by improving the ChEBI resolution method and by using more efficient semantic similarity measures, for
example by incorporating disjoint axioms information from ChEBI [12] or by
calculating the shared information between all CHEBI terms recognized in a
fragment of text [13].
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Abstract. This article presents a machine learning-based solution for
automatic chemical and drug name recognition on scientific documents,
which was applied in the BioCreative IV CHEMDNER task, namely in
the chemical entity mention recognition (CEM) and the chemical document indexing (CDI) sub-tasks. The proposed approach applies conditional random fields with a rich feature set, including linguistic, orthographic, morphological, dictionary matching and local context (i.e.,
conjunctions) features. Post-processing modules are also integrated, performing parentheses correction and abbreviation resolution. In the end,
heterogeneous CRF models are harmonized to generate improved annotations. The achieved performance results in the development set are
encouraging, with F-scores of 83.71% on CEM and 82.05% on CDI.
Key words: Chemicals, Named Entity Recognition, Machine Learning

1

Introduction

The BioCreative IV CHEMDNER challenge intends to promote the development
of solutions to perform automatic recognition of mentions of chemical compounds
and drugs on scientific documents, which is a challenging and complex task with
increasing research interest [11]. Two different sub-tasks were organized:
– Chemical Entity Mention recognition (CEM): for a given document, provide
the start and end indices corresponding to all mentioned chemical entities;
– Chemical Document Indexing (CDI): for a given document, provide a ranked
list of mentioned chemical entities.
In order to participate in the CEM and CDI sub-tasks, we developed a machine
learning-based solution taking advantage of the provided annotated corpus.

2

Materials and methods

The approach described in this document was developed on top of two frameworks: Gimli [2] and Neji [3]. Gimli is used for feature extraction and to train
the machine learning (ML) models, and Neji is used to pre- and post-process the
corpus and to apply multi-threaded document annotation. Figure 1 illustrates
the overall architecture and required steps.
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Fig. 1. Overall architecture of the described solution, presenting the pipeline of required steps, tools and external resources. Boxes with dotted lines indicate optional
processing modules.

2.1

Corpus

The corpus provided by the challenge organizers1 is divided in two sets: train
and development. The train set contains 3500 abstracts annotated with 29478
chemical annotations, and the development set contains 3500 abstracts with
29526 chemical annotations. Annotations are provided in seven classes: systematic, identifiers, formula, trivial abbreviation, family and multiple. However, we
grouped all classes into a single “master” class.
2.2

Pre-processing

Lingpipe2 is applied to perform sentence splitting, using a model trained on
biomedical corpora. Natural Language Processing (NLP) tasks, i.e., tokenization,
lemmatization, part-of-speech (POS) tagging and chunking, is performed using a
custom version of GDep [2, 9]. The BIO scheme is used to encode the annotations.
2.3

Feature set

A rich feature set is applied to properly represent chemical names’ characteristics:
– NLP features:
• Token, lemma, POS and chunk tags.
1
2

http://www.biocreative.org/tasks/biocreative-iv/chemdner
http://alias-i.com/lingpipe
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– Orthographic features:
• Digits and capitalized characters counting (e.g., “TwoDigit” and “TwoCap”);
• Symbols (e.g., “Dash”, “Dot” and “Comma”);
• Greek letters (e.g., features for “alpha” and “α”).
– Morphological features:
• Suffixes, prefixes and char n-grams of 2, 3 and 4 characters;
• Word shape features to reflect how letters, digits and symbols are organized in the token (e.g., the structure of “Abc:1234” is expressed as
“Aaa#1111”).
– Domain knowledge:
• Dictionary matching using a combined dictionary with terms from Jochem
[6], ChEBI [5] and CTD [4].
– Local context:
• Conjunctions of lemma and POS features of the windows {-1, 0}, {-2,
-1}, {0, 1}, {-1, 1} and {-3, -1}.

Other features, such as windows, capitalization and dependency parsing were
tested but did not provided positive outcomes in the development set.
2.4

Model

A supervised machine learning approach is followed, through the application
of Conditional Random Fields (CRFs) [7] provided by MALLET [8]. In order
to obtain models with heterogeneous characteristics and achieve improved results, CRF models with different orders were considered. Additionally, we also
trained models with different parsing directions: forward (from left to right) and
backward (from right to left).
2.5

Post-processing

In order to solve some errors generated by the CRF model, our solution integrates
two mandatory post-processing modules, implementing parentheses correction
and abbreviation resolution. To perform parentheses correction, the number of
parentheses (round, square and curly) on each annotation is verified and the
annotation is removed if this is an odd number, since it clearly indicates a mistake by the ML model. Regarding abbreviation resolution, we adapt a simple
but effective abbreviation definition recognizer [10], which is based on a set of
pattern-matching rules to identify abbreviations and their full forms. Thus, if
one of the forms is annotated as an entity name, the other one is added as a
new annotation. Additionally, if one of the forms is not completely annotated,
we expand the annotation boundaries using the result from the abbreviation
extraction tool.
A third and optional post-processing module is added, in order to remove
annotation mistakes and add non-learned annotations. After training a CRF
model in the training set, we annotated the development set and analyzed the
mistakes, collecting false positives and false negatives. That way, false negative
annotations are added through dictionary matching and false positive annotations are discarded.
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2.6

Harmonization

Since most recent results on biomedical NER indicate that better performance
results can be achieved by combining annotations from systems with different
characteristics [1], we apply a simple algorithm to harmonize annotations provided by CRF models with different orders. Thus, the harmonization algorithm
considers the confidence scores provided by each CRF model and selects the
intersecting and repeated annotations with the highest scores. If an annotation
does not intersect with others, it is added to the final list of annotations.
2.7

Ranking

Ranking is provided based on the confidence scores provided by the CRF models, which is a value between 0 and 1 that reflects the certainty of the model
generating each annotation. Annotations added through the dictionary of false
negatives have a confidence score of one. In that way, raking simply orders the
annotations in descending order of scores. In the case of the CDI task, an additional filtering step is applied, removing repeated annotations with the same
case-insensitive text. In the end, a list of unique text annotations is obtained.

3

Results and discussion

CRF models with orders 1, 2, 3 and 4 were considered. Due to the long training
times of higher order models (order 4 takes almost 24 hours), and the negative
performance results obtained in the development set, we discarded models with
orders 3 and 4. Afterwards, we tested CRF models with forward and backward
parsing. However, backward parsing models did not provided positive outcomes
in the development set. In the end, the following runs were submitted:
– Run 1: harmonized annotations of forward parsing order 1 and order 2 CRF
models;
– Run 2: harmonized annotations of forward parsing order 1 and order 2 CRF
models with false negatives annotation and false positives filtering;
– Run 3: forward parsing order 1 CRF model;
– Run 4: forward parsing order 1 CRF model with false negatives annotation
and false positives filtering;
– Run 5: forward parsing order 2 CRF model.
Table 1 presents the final results achieved by each run on the development set
of CEM and CDI tasks. Since runs 2 and 4 use false positives and false negatives
collected from the development set, the presented results are overly optimistic.
The real impact of such step will be evaluated using the test set.
Discarding overly optimistic runs, the best results are achieved by the harmonized solution, with F-scores of 83.71% on CEM and 82.05% on CDI. The
harmonization approach outperforms single models due to significant recall improvements. The same is verified even when false negatives and false positives
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are used. On the other hand, the order 1 model provides better results than
the order 2 model on CEM and CDI tasks. Moreover, the order 1 model is the
solution the achieves the best precision results on both tasks.
Table 1. Micro-averaged results in the development set of CEM and CDI tasks. Bold
values indicate the best results discarding overly optimistic runs.
Run

Precision

Recall

F-score

FAP-score

CEM

1
2*
3
4*
5

83.74%
89.03%
84.79%
89.11%
84.41%

83.68%
89.30%
81.90%
86.95%
80.41%

83.71%
89.16%
83.32%
88.02%
82.36%

76.28%
82.58%
75.72%
81.02%
74.58%

CDI

1
2*
3
4*
5

83.53%
90.36%
85.08%
90.38%
84.38%

80.63%
87.45%
78.85%
85.01%
79.40%

82.05%
88.88%
81.85%
87.61%
81.81%

74.63%
82.14%
74.27%
80.47%
74.45%

*overly optimistic run due to the usage of false positive and false negatives
collected from the development set.

4

Conclusion

This article presented a CRF-based solution for automatic chemical and drug
name recognition. It takes advantage of a rich feature set, namely linguistic,
orthographic, morphological, domain knowledge (i.e., dictionary matching) and
local context (i.e., conjunctions) features. Various post-processing modules are
also integrated, performing parentheses correction and abbreviation resolution.
In the end, CRF models with different orders are harmonized to obtain improved annotations. The final performance results achieved in the BioCreative
IV CHEMDNER development set are encouraging, with F-scores of 83.71% on
CEM and 82.05% on CDI. Further improvements may include using more and
better domain knowledge, apply techniques for better context definition, and
take advantage of an improved raking strategy.
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Abstract. The BioCreative IV CHEMDNER Task provides participants with
the opportunity to compare their methods for chemical named entity recognition (NER) and indexing in a controlled environment. We contributed to this
task with our previous conditional random field based system [1] extended by
a number of novel general and domain-specific features. For the latter, we used
features derived from two existing chemical NER systems, ChemSpot [2] and
OSCAR [3], as well as various external resources. In this paper, we describe our
approach and present a detailed ablation study that underlines the positive
effect of domain-specific features for chemical NER.

1

Introduction

Patents, scientific articles and medical reports are the main source of information
for chemical entities and drugs [4]. The accurate recognition of these entities in such
texts is a crucial prerequisite for a variety of applications, including the reconstruction
of metabolic pathways, the manual curation of chemical databases (e.g. PubChem,
ChEBI) and the retrieval of information about substances in drug development and
their interactions [5]. A multitude of naming conventions (such as trivial names, systematic names or brand names) and their incoherent usage even in scientific articles
makes chemical NER a fairly complex task, interesting for both academia from a
research perspective and industry from an application perspective.
The BioCreative IV CHEMDNER task aims to promote research in this area by
asking participants to develop a system that accurately identifies and indexes chemicals in scientific texts. The task organizers provided a training corpus and a development corpus, each consisting of 3500 documents and ∼29000 annotations, which are
divided into classes SYSTEMATIC, IDENTIFIER (i.e. IUPAC-like), FORMULA, TRIVIAL,
ABBREVIATION, FAMILY or MULTIPLE (multiple mentions of chemicals, e.g. ’bis- and
tris-xylosides’ ). As these classes are diverse, identifying and indexing chemical entities
requires a versatile approach capable of dealing with the heterogeneous conventions
and varying levels of abstraction. In this paper we describe our approach based on
a linear chain conditional random field (CRF) [6] and an extended feature set of
domain-independent and domain-specific features.
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2

Methods

To cope with the diversity of chemical entities, our system ChemSpot [2] uses a
range of different methods, including a CRF trained for identifying IUPAC entities,
dictionaries for trivial names and regular expressions for sum formulae. However,
the basic approach used in ChemSpot is not suitable for recognizing heterogeneous
classes of entities as they occur in this task, since its static methods do not make use of
pertinent information of surrounding tokens. In [1] we therefore trained a CRF using
features derived from the output of the individual components used in ChemSpot as
well as other chemical resources. In this work, we additionally use features derived
from The Open-Source Chemistry Analysis Routines (OSCAR) [3]. OSCAR is based
on a maximum Markov entropy field and tends to have a higher coverage of chemical
entities while being less precise than ChemSpot. A summary of the feature classes
we added to our previous system is shown in Table 1. With our current approach we
essentially aim at training a meta-model that incorporates existing NER tools as well
as domain-specific resources and adapts to their individual confidences and biases.
2.1

General Features

The domain-independent features are based on a number of different feature sets
covering several morphological, syntactic and orthographic properties such as token
surface forms, n-grams, prefixes and suffixes, part-of-speech tags, syntactic patterns
and token windows (see [1] for details). In addition to this general feature set, we
added the following domain-independent features. Skip-gram features inspired by [7]
are comprised of consecutive strings of the surrounding tokens (e.g. “by injection
of ”). Subsequently, we also mask intermediate tokens in this string with the intent of
generalizing towards common phrases near chemical entity mentions (e.g. “by #WORD#
of ”). Furthermore, we added stemming features derived from token surface forms.
2.2

Domain-specific Features

As additional domain-specific resources, we included the Drugs@FDA list and ATC
nomenclature list released by the World Health Organization (WHO). If an occurrence
of a term from either of these resources is found, tokens in a sequence of length six
or less receive a feature with the name of the resource that the sequence was found
in. Furthermore, we generate features from the output of OSCAR. Specifically, we

Table 1: Overview of new features classes.
Feature Class

Description

Feature Class

Description

ONTOLOGY

is part of term found in
PHARE, Drugs@FDA or
WHO ATC list
consecutive string of surrounding tokens with inner token blinded
stemmed token

OSCAR

is part of an entity
found by OSCAR

OSCAR-TYPE

type of chemical returned by OSCAR

OSCARCONFIDENCE

binned confidence returned by OSCAR

SKIP-GRAM

STEMMING
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Fig. 1: Results of the ablation study (i.e. removing one feature class) trained on the training
corpus and tested on the development corpus. The numbers atop the bars show the F1
percentage point difference to the baseline (All Features). The General feature set contains
only domain-independent features.

determine whether OSCAR recognizes a token as part of a chemical entity, the entity
type assigned to it as well as the confidence score, binned using 25 percentage point
steps. Note that contrary to ChemSpot, OSCAR does recognize mentions of chemical
families, providing a higher coverage for entities of this class.
2.3

Document Indexing

Since a CRF in its standard form does not provide confidence estimates for entity
mentions, we derive a ranked list of chemicals based on the TF-IDF score of entities
extracted by the CRF for the BioCreative IV CHEMDNER chemical document indexing sub-task. First, we calculate the number of occurrences of each chemical in
the document. Subsequently, we divide this value by the total number of occurrences
of the entity in the entire corpus, yielding a score that is used for compiling a ranked
list of entities for each document.

3

Results and Discussion

To measure the contribution of individual feature classes, we performed an ablation
study on the development corpus (see Fig. 1). We used the entire feature set as a baseline and removed a single feature class at a time to evaluate its impact on the overall

Table 2: Results for three runs submitted to the BioCreative IV CHEMDNER Task trained
on the training corpus and tested on the development corpus.
Features

Precision Recall F1

General features
General and domain-specific features (all features)
Best (all features except stemming)

90

86.84
89.29
88.89

77.54 81.92
79.11 83.89
80.08 84.25
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NER performance. We found that among the domain-specific features, ChemSpot’s
dictionary tagger and OSCAR contribute most to the overall performance. The least
useful feature classes are those based on the WHO ATC list and the stemming component. We furthermore found that removing two or more feature classes from the set
consistently reduced the overall performance, regardless of their impact in the initial
evaluation. We attribute the sharp performance loss without the OSCAR system to
the fact that it is the only component that annotates chemical families.
Our results on the development corpus are shown in Table 2. We tested different
feature combinations, such as the general, domain-independent feature set, which
already achieves an F1 measure of 81.92 %. The use of all features further increases
this score by 1.97 percentage points, emphasizing the relevance of domain-specific
features for chemical NER applications. The best F1 was achieved by using all features
except those generated from the stemming component.
We believe that the lower recall (compared to the precision) in all three runs is due
to the fact that the development corpus contains chemical entities that are not part
of the training corpus and hence can only be identified with the aid of the semantic
context of the surrounding tokens. Chemicals belonging to classes like ABBREVIATION
only provide few of such clues and are thus harder to identify, leading to a decrease
in recall for them.
Acknowledgements
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Abstract. We present a system for the recognition of chemical terms mentioned
in texts. Our system is a modular text processing pipeline. Annotation of named
entities is dictionary-based and especially suited for the rapid annotation of
large document collections. The chemistry dictionary is based on a chemical
ontology that is designed to be supportive of text mining and knowledge
extraction tasks. The system is able to interpret chemical formulas and
additionally uses name-to-structure conversion tools. Additional components
help recognizing chemical terms and formulas, their type (compound classes,
specific compounds and substituent groups) and their structures. Chemical
named entity recognition is semantically enhanced by a variety of contextsensitive modules for annotation validation and improvement.
Keywords. Chemical named entity recognition; Chemical ontology; Chemical
term type; Chemical formula recognition

1

Introduction

Chemical named entity recognition is one of the major challenges in
recognizing domain-specific terms in free text. The major reason for
the difficulty of correctly annotating chemical terms is the great
variability of chemical expressions. There are trivial and systematic
names for chemical compounds and classes, as well as trade names or
international nonproprietary names (INN [1]) for drugs. Chemical
names can be extremely long and may contain punctuation symbols and
parentheses. There are also various types of chemical formulas or
commonly known numbers such as the chemical abstracts service
number (CAS [2]), or the international chemical identifier (InChI [3]) moreover different name parts can even be mixed within one chemical
expression.
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We present OCMiner, a high-performance text processing system for
large document collections ranging from short scientific abstracts, fulltext articles and patents up to books. Several linguistic options in
OCMiner allow adjusting the quality of annotation results which can be
specialized and fine-tuned for the recognition of chemical terms.

2

System description

OCMiner is a modular processing pipeline for unstructured information
based on the Apache UIMA framework [4]. Chemical named entity
recognition (CNER) is implemented by integrating a number of
different toolbox modules into the OCMiner pipeline. The general
architecture is depicted in Fig. 1.
Readers process data from a variety of sources, standardizing the
input for further analysis. Analysis engines add further data. Consumers
provide the final output - in the case of the CHEMDNER challenge in
the BioCreative annotation format.

Figure 1: OCMiner UIMA pipeline for Chemical Named Entity Recognition

At the core of the system are analysis engines. First of all, there are
some preparatory processes such as language detection, sentence
splitting, tokenization, document structure recognition. Then,
dictionary-based named entity recognition constitutes the most
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important module for the CHEMDNER task. We use a high
performance dictionary look-up technology with support for very large
dictionaries (our chemical dictionary has ca. 34 million entries) [5]. It
implements specific language and dictionary dependent treatment
options. For example, it is adaptable to recognize spelling variations,
e.g. spaces/hyphens, diacritics, Greek letters (e.g. “α-amino acid” →
“alpha-amino acid”), plural forms, apostrophe s. The dictionary can be
fine-tuned with the help of domain-specific blacklists, whitelists and
graylists. They include stop words, common words and homonymic
expressions. In order to get meaningful annotation results, some terms
have to be blacklisted in general. Other terms can be identified as
chemical names in a particular context only (e.g. enumerations). These
terms are collected in a "graylist" and are only annotated under specific
circumstances. Furthermore, there are conditional black- and whitelists
where particular context conditions can be specified.
The chemical dictionary is generated from a compound database
which is built from various publicly available sources such as
PubChem, MeSH, DrugBank, ChEMBL, among others. It contains
chemical structures for over 14 million compounds which are stored
together with their most common synonyms such as trivial and
systematic names, IUPAC names, drug names. The compounds in the
database are assigned to chemical compound classes using our
chemistry ontology.
Our chemistry ontology constitutes the "backbone" of our system's
chemical knowledge. It is an ontology of chemical classes which
permits an automated high-quality hierarchical classification of
chemical compounds according to their structure or their functional
properties [6]. The ontology covers the most relevant upper-level
chemical compound classes and substituent group classes. All of them
contain chemical structure information in form of SMARTS structural
patterns [7], which are the basis of a structure based automatic
assignment of chemical compounds to these upper-level classes. We are
thus able to annotate a chemical term referring to a compound with its
ontological parent classes. This allows for an ontological search of
compounds in search engines such as OCMiner [8].
Besides the dictionary look-up of database compounds, our system
also makes use of name-to-structure conversion tools (OPSIN [9],
ChemAxon [10]).
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A special module is dedicated to the recognition of chemical
formulas. Commonly used types of chemical formulas are, among
others, sum formulas (e.g. C2H5O) and constituent formulas (e.g. CH3CH=CH2), as well as mixed forms and abbreviations of substituent
groups (e.g. "Me") within them. Our system tries to build a chemical
structure (e.g. SMILES [7]) from these expressions. If it succeeds, then
the expression in question is very likely to be a valid chemical term.
Additional components handle specific scenarios. For instance, we
use an abbreviation annotator which finds expansions of acronyms and
abbreviated terms. Another module recognizes expressions like
"vitamin A and B" as a coordinated entity and annotates "vitamin A" as
such and "B" as "vitamin B". A chemistry-specific module tries to
recognize whether a given chemical expression refers to a specific
compound, a compound class, a substituent group, or classes thereof
[11]. This module considers the annotated text, information about the
chemical concept it refers to, and the surrounding context. The
knowledge of a chemical term type is used for correcting annotation
errors. This is especially useful in case of accumulations of various
consecutive annotations which are either combined or deleted,
depending on the involved chemical term types.

3

Discussion

The annotation guidelines for the CHEMDNER task differ in certain
points from the strategy used by our system. For instance, coordinated
entities ("vitamin A and B") appear in the manually annotated corpus as
a single entity, while our system maps them to two distint concepts.
However, after minimally adapting the system to the needs of the
CHEMDNER task using the training corpus, we obtained the following
results on the development corpus of 3500 abstracts. For the chemical
entity mention (CEM) task, we obtained a (micro-averaged) precision
of 0.84 at a recall of 0.71 (F-score 0.77). For the document indexing
(CDI) task, precision was 0.82 at a recall of 0.72 (F-score 0.77).
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Abstract. We describe a pipeline system, Named Entity Recognizer of Chemicals (NEROC), that aims to identify chemical entities mentioned in free texts.
The system is based on a machine learning approach, a Conditional Random
Field (CRF), and a selection of feature sets that are used to capture specific
characteristics of chemical named entities. In this paper, we report results that
produced by CRF models trained with the training dataset (3500 PubMed abstracts), and the best performance for chemical named entity recognition
(NER), as assessed on the development data, is precision of 0.81, recall of 0.72,
and F-score of 0.76. For our final system, training is based on 7,000 PubMed
abstracts released for a task of BioCreative IV.
Keywords. CHEMICAL TEXT-MINING; MACHINE LEARNING; CRF

1

Introduction

Extraction of chemical information and associated interaction information has the potential to facilitate knowledge discovery of hidden
biomedical processes and specific health conditions in biomedical and
pharmaceutical research reports [1, 2]. Many strategies and technologies for the extraction of chemical information in texts have been developed, but only a few chemical text-mining systems are publicly
available; there are a variety of challenges for chemical compound
named-entity recognition, such as diversity in naming conventions, and
lack of appropriate training and test corpora for learning [3]. Each
chemical compound or drug entity has many types of naming conventions, including common, trade, and trivial names, database identifiers,
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International Union of Pure Applied Chemistry (IUPAC) names,
IUPAC International Chemistry Identifier (InChI) and Simplified Molecular-Input Line-Entry Systems (SMILES) strings, and Chemical Abstracts Service (CAS) registry numbers.
The chemical compound and drug named-entity recognition
(CHEMDNER) task at BioCreative IV in 2013 aims to encourage further development of tools for recognition of chemical and drug named
entities in free texts. The CHEMDNER task has two subtasks; chemical
document indexing (CDI) and chemical-entity mention recognition
(CEM). The CDI subtask is to detect and summarize chemical and drug
entities in a document, and the CEM subtask involves identification of
individual chemical and drug entity mentions, i.e., return of the offset
of these entities in the text. Both subtasks require return of a ranked list
of recognized chemical entities. To address these tasks, we developed a
pipeline system based on a machine-learning approach, which integrates several existing methods into a consistent framework.
2

Methods

2.1 Dataset
For the CHEMDNER task, sample, training and development
datasets have been released by the task organizers. Each dataset contains PubMed abstracts and chemical annotations classified with categories such as SYSTEMATIC, TRIVIAL, and ABBREVIATION. Training
dataset (3,500 abstracts), and both training and development datasets
(7,000 abstracts in total), are used to train CRF models. These are as
follows.
 Sample dataset: 30 abstracts of PubMed
 Training dataset: 3,500 abstracts of PubMed
 Development dataset: 3,500 abstracts of PubMed
 Test dataset: 20,000 abstracts of PubMed

98

2.2 Architecture
Our system consists of three basic stages: (1) data pre-processing, (2)
feature generation, and (3) the CRF component (Figure 1).

Figure	
  1.	
  Pipeline	
  architecture	
  

The training and development datasets are tokenized and transformed
into IOB format in the pre-processing step. For training a CRF model,
several feature sets are generated:
 morphological features (token shape)
- numeric, alphabetic, alphanumeric, Greek-alphabetic;
- hyphen, bracket-punctuation, list-punctuation, period
 annotation results from ChemSpot [4] and OSCAR4 [5]
 preceding/following tokens
 prefix/suffix (character 2-, 3-, 4-grams)
Annotated results from two existing chemical NER systems, ChemSpot (ver. 1.5) and OSCAR4 (ver. 4.1.2), are generated in the IOB format, and the character-level features of 2-, 3-, 4-grams prefix and suffix
follow the BANNER system [6]. The system utilizes the SimpleTagger
from Mallet [7] in order to create and test a CRF model.
2.3 Ranking algorithm
In order to generate a ranked list for the CDI and CEM predictions,
we use the probability scores calculated by the SimpleTagger class in
Mallet to test a dataset. As for the CEM task, average probability scores
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of the constituents of recognized terms are considered to rank terms.
For example, if the individual probabilities of a sequence of tokens
(clobetasol and propionate) are as below
clobetasol B 0.96;
propionate I 0.54.
then the probability score of the recognized term, clobetasol propionate
is 0.75 (0.96 + 0.54) / 2.
For the CDI task, the maximum values of the probabilities of all
mentions of a chemical or drug term in the document are taken.
3

Results

CRF models trained with the training dataset (3500 abstracts) are
used to test the development dataset (3500 abstracts) with different
combinations of feature sets. We report the results for the CEM and the
CDI tasks in Tables 1 and 2, respectively. F-scores of the CDI task are
mostly the same and slightly higher than ones of the CEM task.
Table	
  1.	
  Results	
  of	
  the	
  CEM	
  task	
  trained	
  with	
  the	
  training	
  dataset,	
  and	
  with	
  different	
  
feature	
   sets	
   on	
   the	
   3500	
   abstracts	
   of	
   the	
   development	
   data	
   set	
   based	
   on	
   Micro-‐
averaged	
  results	
  from	
  BC-‐evaluation	
  library.	
  	
  
Gold standard	
  

System found	
  

Exact match	
  

Precision	
  

Recall	
  

F-score	
  

Feature 	
  

29526	
  

2976	
  

1374	
  

0.46	
  

0.05	
  

0.08	
  

Feature 	
  

29526	
  

6562	
  

4626	
  

0.70	
  

0.16	
  

0.26	
  

Feature 	
  

29526	
  

7256	
  

5424	
  

0.75	
  

0.18	
  

0.29	
  

Feature 	
  

29526	
  

20694	
  

15293	
  

0.74	
  

0.52	
  

0.61	
  

Feature 	
  

29526	
  

21217	
  

16606	
  

0.78	
  

0.56	
  

0.65	
  

Feature 	
  

29526	
  

20950	
  

16394	
  

0.78	
  

0.56	
  

0.65	
  

Feature 	
  

29526	
  

24183	
  

20133	
  

0.83	
  

0.68	
  

0.75	
  

*ChemSpot	
  

29526	
  

24958	
  

16049	
  

0.64	
  

0.54	
  

0.58	
  

**OSCAR4	
  

29526	
  

83213	
  

21768	
  

0.26	
  

0.74	
  

0.38	
  

Feature	
  Set	
  :	
  token	
  only	
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Feature	
  Set	
  :	
  preceding	
  token	
  and	
  following	
  token	
  
Feature	
  Set	
  :	
  preceding	
  and	
  following	
  two	
  tokens	
  
Feature	
  Set	
  :	
  annotated	
  results	
  from	
  ChemSpot	
  and	
  OSCAR4	
  
Feature	
  Set	
  :	
  token	
  shape,	
  ChemSpot	
  and	
  OSCAR4	
  results,	
  and	
  preceding	
  and	
  fol-‐
lowing	
  	
  token	
  
Feature	
  Set	
  :	
  token	
  shape,	
  ChemSpot	
  and	
  OSCAR4	
  results,	
  and	
  both	
  preceding	
  and	
  
following	
  	
  a	
  token	
  and	
  two	
  tokens	
  	
  
Feature	
  Set	
  :	
  token	
  shape,	
  ChemSpot	
  and	
  OSCAR4	
  results,	
  both	
  preceding	
  and	
  
following	
  	
  a	
  token	
  and	
  two	
  tokens,	
  and	
  character	
  2-‐,	
  3-‐,	
  4-‐grams	
  prefix	
  and	
  suffix	
  	
  
*ChemSpot	
  individual	
  result	
  on	
  the	
  same	
  dataset
**OSCAR4	
  individual	
  result	
  on	
  the	
  same	
  dataset	
  
Table	
  2.	
  Results	
  of	
  the	
  CDI	
  task	
  trained	
  with	
  the	
  training	
  dataset,	
  and	
  with	
  different	
  
feature	
   sets	
   on	
   the	
   3500	
   abstracts	
   of	
   the	
   development	
   data	
   set	
   based	
   on	
   Micro-‐
averaged	
  results	
  from	
  BC-‐evaluation	
  library.	
  	
  
Gold standard	
  

System found	
  

Exact match	
  

Precision	
  

Recall	
  

F-score	
  

Feature 	
  

29526	
  

2336	
  

927	
  

0.40	
  

0.06	
  

0.10	
  

Feature 	
  

29526	
  

4678	
  

3095	
  

0.66	
  

0.19	
  

0.30	
  

Feature 	
  

29526	
  

5129	
  

3639	
  

0.71	
  

0.23	
  

0.34	
  

Feature 	
  

29526	
  

11771	
  

8351	
  

0.71	
  

0.52	
  

0.60	
  

Feature 	
  

29526	
  

12174	
  

9228	
  

0.76	
  

0.57	
  

0.65	
  

Feature 	
  

29526	
  

12021	
  

9150	
  

0.76	
  

0.57	
  

0.65	
  

Feature 	
  

29526	
  

14348	
  

11554	
  

0.81	
  

0.72	
  

0.76	
  

As shown in Table 1, the feature set including annotated results from
ChemSpot and OSCAR4 in Feature Sets ~ has a significant impact
on the performance of the system, increasing F-scores up to 0.62 ~ 0.75
from 0.29 comparing to Feature Set . This F-score increase is largely
due to a substantial increase in recall. The performance of OSCAR4
alone is low with 0.38 F-score (0.26 precision and 0.74 recall) due to a
large number of false positives resulting from false identification general chemical terms such as inhibitor, inhibition, or agonist. Chemspot
alone also has lower performance with 0.58 F-score (0.64 precision and
0.54 recall) than the performances of Feature Sets ~. Thus, the system has higher performance when annotated results of Chemspot and
OSCAR4 are used as a feature set in combination.
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In training based on 3500 abstracts, the CRF model trained with all
features we considered achieves the best performance of 0.83 precision,
0.68 recall and 0.75 F-score for the CEM task, and of 0.81 precision,
0.72 recall and 0.76 F-score for the CDI task on the development
dataset. For the CHEMDNER task of BioCreative IV, we adopt Feature
Set  for the first run, and Feature Set  for the second run. Both
training and development datasets (7000 abstracts) are used to train a
CRF model for the CEM and CDI tasks.
4

Discussion

IOB format transformation
Due to the characteristics of chemical names, it is common for texts
mentioning chemicals to contain Unicode characters. During the step of
transforming input text into IOB format, those Unicode characters may
cause mismatches of offset information, i.e., the start and end indices of
each token, between the gold standard annotation and transformed
dataset after data pre-processing. Thus, any tools used in the system
must appropriately handle UTF-8 encoded data.
Training with fine-grained and simplified labels
The gold standard annotations of the training and development
datasets provided by the task organizer are labeled with chemical categories, namely SYSTEMATIC, FAMILY, FORMULA, ABBREVIATION,
MULTIPLE, TRIVIAL and IDENTIFIERS. We tested the sample dataset
(30 abstracts) with CRF models trained with the training dataset with
both the fine-grained categorical labels and simplified labels (IOB)
separately. Through these (rather preliminary) tests, we found that the
CRF model trained with simple IOB labels results in a performance
improvement of about 0.2 point F-score as compared to the F-score of a
classifier that aims to categorize chemicals more specifically, due to
many cross-category false positives. For example, among 78
ABBREVIATION terms in the gold standard, 21 are mislabeled as
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TRIVIAL by our system. For better performance, therefore, chemical

categories are disregarded in the final system.
Analysis of annotations
We obtained the result of 0.76 F-score (0.81 precision and 0.72 recall) with the CRF model trained with the training dataset (3500 abstracts), and with all features on the 3500 abstracts of the development
dataset. Even though chemical categories are not considered in our system, we compare the annotated result from our system to the annotations of the gold standard in Table 3. Among 20133 exact matched annotations, our system identified 5473 and 7061 annotations out of 6818
SYSTEMATIC and 8970 TRIVIAL terms respectively. Only 10% of
IDENTIFIER and 6% of MULTIPLE terms were recognized. Thus, our
system needs to add more feature sets to capture characteristics of
IDENTIFIER and MULTIPLE terms.
Table	
  3.	
  Comparisons	
  of	
  chemical	
  categories	
  between	
  gold	
  standard	
  annotations	
  and	
  
annotated	
  results	
  from	
  our	
  system.

SYSTEMATIC
FAMILY
FORMULA
ABBREVIATION
MULTIPLE
TRIVIAL
IDENTIFIER
NO CLASS

5

Gold standard annotation
(Development dataset)
6816
4223
4137
4521
188
8970
639
32

Our system
5473 (80%)
2683 (64%)
2334 (56%)
2501 (55%)
12 (6%)
7061 (79%)
64 (10%)
5(16%)

Conclusions and Future Work

We have developed a pipeline system to recognize chemical named
entities in texts, which we have called NEROC. Through this study, we
found that an ensemble classifier, utilizing outputs from two existing
chemical NER systems as features, produces competitive performances
compared to the outputs of those systems alone, as shown in Table 1. In
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future work, we plan to explore the impact of using dictionary terms as
features for training CRFs, using a dictionary-matching approach. For
example, biomedical concepts from the Unified Medical Language System (UMLS) Metathesaurus, filtered by semantic types and sources
relevant to chemical and drug concepts, will be considered as dictionary terms to supplement identifying chemical and drug entities.
6
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Abstract. We report on the Penn State team’s experience in the CHEMDNER chemical entity mention and the chemical document indexing tasks.
Our approach devises a probabilistic framework that incorporates an ensemble of multiple information extractors to obtain high accuracy. The
probabilistic framework can be configured to optimize for either precision, recall, or F-Measure based on the task requirement. The ensemble of extractors includes off the shelf chemical entity extractors, along
with a version of ChemXSeer extractor that was trained and modified
specifically for this task. Experiments on the training and development
datasets obtain levels of recall as high as 89%, and f-measure of 73%,
when optimizing for each measure respectively.
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1

Introduction

The Intelligent Information Systems Lab at the Pennsylvania State University
participated in the CHEMDNER challenge which contained two separate tasks.
The first is to identify all chemical formulas and names mentioned within abstracts of selected PubMed records. Formally it is referred to as the Chemical
Entity Mention (CEM) task. The second is Chemical Document Indexing (CDI)
which requires participants to rank all the unique chemical names and formulas
within each document. The dataset consist of 10,000 PubMed abstracts selected
from chemistry journals, each of which has all the mentions of chemical entities annotated by chemistry graduate students. The dataset is split into three
groups, training, development, and testing. We participate in both tasks, CEM
and CDI, with 5 runs being submitted for each.
Extracting chemical entities from textual documents have been an area of
research that received considerable attention in the past ten years, with our
group being one of the early users of machine learning techniques for chemical
information extraction [12, 10]. As such we started by applying the ChemXSeer
formula and name extractor that was developed in [12, 10, 11]. The following
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sections describe how we modified the ChemXSeer tagger and incorporated its
result with other open source chemical information extractors into a probabilistic
framework in order to obtain a high F-measure.

2

Systems Description and Methods

We first run a distribution of ChemXSeer that is released for the general public
on the training and development datasets. The tagger is based on Conditional
Random Field (CRF[8]) models, with additional rules for pre and post processing documents. The off the shelf ChemXSeer tagger performed well when
judged based on precision, but mediocre recall ended up penalizing the overall
F-Measure. We then explored the use of other open source and free chemical
information extraction systems, in particular OSCAR4 [7, 4], ChemSpot [9, 2],
Reflect[5], Whatizit[6], and MiniChem[3], on the BioCreative dataset. ChemSpot
[9] and OSCAR4 [7] were promising since the former’s result had high F-Measure,
and the latter’s reported high recall. To balance the performance and boost both
the precision and the recall, we chose two paths to explore. First, modify the
ChemXSeer tagger and retrain it on the corpus at hand since the distribution of
vocabulary might be different in the biocreative dataset from the original Royal
Society of Chemistry (RSC) articles which were used to train ChemXSeer’s CRF.
The second was to try and merge the results from all the aforementioned taggers
along with ChemXSeer in a way that would improve recall, while sustaining high
levels of precision.
2.1

Modified ChemXSeer

ChemXSeer utilizes two CRF modules, one for extracting formulas and another
for extracting chemical names. We created a new unified CRF extractor for
all chemical entities. The unified extractor merges features that were used for
chemical formulas and chemical names. The used features include
–
–
–
–

The word itself
Character level n-grams
Prefix, postfix, inclusion of punctuation, has superscript,
Regular expressions to match alphanumeric patterns such as the state of
capital letters in the word (starts with, mixed capital caps, ends with cap),
the occurrence of digits
– Dictionary look up against a collection of chemical names, chemical elements,
known symbols and abbreviations
We also use a window of size n for features of the previous and following n
words to be included in each word’s features, where n is set to 1 or 2 based on
the feature. After tokenization with the Lucene StandardAnalyzer, each token
is assigned to one of the following classes: {B, I, O}, where B denotes a start
of chemical entity, I denotes a continuation from the previous entity, and O for
everything else. Three models are created for the purpose of evaluation, one is
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trained on the training data, the second is trained on the development dataset,
and the third is trained on both training and development datasets.
After tagging the sequence of words in a document, those identified as class
B or I are passed to a chemical entity parser which validates that the token
is actually a chemical entity. Also we compile a list of common false positives
which we denote to as a blacklist. An entity candidate is ignored if it is found
in the blacklist.
2.2

Ensemble Extraction

We run all the three extractors, ChemxSeer, OSCAR4, and ChemSpot, on the
datasets and combine their output as follows. Let token t be identified as a
chemical entity by at least one of the extractors (t is defined as an offset and
length only therefore it can refer to unigram or multi-gram token. Refer to
Section 2.1 for details on how to deal with multi-token entities). Assume we have
n chemical entity extractors, then we are interested in measuring the probability
of t being an actual entity given the predictions from the n extractors. That is,
we would like to estimate
P (t = Entity|E1 ..En )

(1)

where Ei is an indicator random variable representing the prediction of chemical
entity extractor i, i ∈ {1, n}, for the token t. This represents a discriminative
model that tries to infer t given all the results form E1 ..En . Luckily, estimating
the probabilities and the final conditional probability is not hard because it follows from the annotated dataset. We can estimate P (t|Ei ) as the precision of
extractor i. And similarly, P (t|Ei Ej ) can be estimated by computing the precision resulting from intersecting results of extractor i and j. Finally, estimating
P (t|Ei Ēj ) is carried by computing the precision resulting from extractor i and
not j. In other words, it is the precision of an extractor whose output is given by
{x : x ∈ i∧x ∈
/ j}. The same approach is generalized to estimate the probabilities
using n extractors.
For example, let CO2 be a token that was identified by ChemSpot and OSCAR4 only where ChemXSeer failed to recognize it as a chemical entity. So
Echemspot = 1, Eoscar = 1, and Echemxseer = 0. The confidence of the term CO2
is given by
P (CO2 |Echemspot = 1, Eoscar = 1, Echemxseer = 0) = P recision(Y )
Y = {x : x ∈ chemspot ∧ x ∈ oscar ∧ x ∈
/ chemxseer}
So Y is an extractor whose output results from the intersection between OSCAR4
and ChemSpot, minus ChemXSeer.
Since there are 2n possible combination for the output of extractors, we need
to estimate 2n − 1 parameters for the probabilistic framework to output probability for every possible combination (note that we do not need to estimate
the probability when none of the extractors identifies a token to be a chemical
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entity). While this scales exponentially, it is actually quite easy and fast to estimate the parameters because the expensive part is the extraction itself, and not
merging or intersecting results. Since the extraction is done before hand, estimating the parameters only takes fraction of the time needed for extraction. In
our case, we have used 3 taggers only, hence there was 7 parameters to estimate.
ChemxSeer OSCAR4 ChemSpot Probability Estimate on Dev Probability Estimate on Train
1
0
0
0.252
0.26159
0
1
0
0.089
0.08507
0
0
1
0.249
0.25588
1
1
0
0.82083
0.81755
1
0
1
0.72799
0.67361
0
1
1
0.55869
0.53267
1
1
1
0.93316
0.93386
Table 1. Probability of a candidate entity conditioned on possible values of the indicator random variables for each of the three taggers used.

3

Results and Discussion

Our method combined OSCAR4, ChemSpot and our modified version of ChemXSeer.
While ChemSpot and OSCAR4 were used out of the box and did not make use
of the provided training dataset, ChemXSeer was trained and tested on opposite
datasets. That is, to test ChemXSeer on the development dataset, the model was
built using the training dataset only. The parameters of equation 1 were found
to be close enough whether estimated using training or development datasets.
Therefore, the final test dataset used the development estimate probabilities.
Table 1 shows the estimated probabilities when conditioned on all the possible
values for the extractors outcome.
3.1

Chemical Entity Mention (CEM)

Using the probabilities generated from our probabilistic framework, we can apply cut off points based on the confidence assigned to each extracted entity. We
have experimented with multiple thresholds and found out that lower value of
threshold favor higher recall, while increasing the threshold increases the precision gradually. Some of the obtained results for the CEM task are summarized
in table 2. The highest obtained F-measure was 73% on the development data,
and 72% on training data. Similarly the recall reached a maximum of 89% for
development, and 88% for training. Interestingly, one will be able to obtain near
73% recall at 66% of precision. That is, we are able to identify nearly 3/4 of all
chemical entities in a document with only 1/3 of these identified entities being
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false positives. In Figure 1, we plot precision against various values of recall for
the CEM task using both training and development datasets.
Dataset
Dev
Dev
Dev
Dev
Dev
Dev
Dev
Train
Train
Train
Train
Train
Train
Train

Threshold
0.01
0.24
0.25
0.5
0.7
0.8
0.9
0.01
0.25
0.26
0.5
0.6
0.7
0.9

Precision
0.31543
0.67406
0.70871
0.79486
0.87369
0.88315
0.93316
0.30711
0.66208
0.78473
0.78473
0.86928
0.88266
0.93386

Recall
0.8924
0.73650
0.71598
0.67544
0.55663
0.52835
0.30973
0.88147
0.73126
0.66680
0.6668
0.55312
0.52568
0.31135

F-Measure
0.46611
0.70390
0.71232
0.7303
0.6800
0.66116
0.46509
0.45552
0.69495
0.72098
0.72098
0.67607
0.65893
0.467

Table 2. Performance of the ensemble extractor on the CEM task at various confidence
thresholds.

3.2

Chemical Document Indexing (CDI)

Runs for the CDI task consist of converting the CEM extractor results into CDI
by removing all duplicate entities and sorting by confidence in descending order.
The highest F-measure obtained was 0.717, and FAP (harmonic mean between
the F-measure and the Average Precision [1]) = 0.626 on the development dataset
when applying threshold of 0.5. Average precision was above 50% for most of
the mid-value thresholds. The results obtained on the training and development
datasets for the CDI task are reported in Table 3. In addition to precision,
recall, and F-Measure, we also report the average precision and FAP since the
the organizers intend to use these last two measures for this subtask.
In Figure 2, we plot precision against various values of recall for CDI task
on both training and development datasets. This helps identify optimal cut off
points depending on an application’s need.

4

Conclusion

We introduced an ensemble approach for chemical entity recognition that employs multiple extractors and output probabilities that represent the confidence
score for each entity. We showed how these probabilities can be estimated using
the training dataset in an effective way. In implementing this approach, we use
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Fig. 1. Precision-Recall curves for CEM task on training and development datasets.

Dataset
Dev
Dev
Dev
Dev
Dev
Dev
Dev
Train
Train
Train
Train
Train
Train
Train

Threshold
0.01
0.24
0.25
0.5
0.7
0.8
0.9
0.01
0.25
0.26
0.5
0.6
0.7
0.9

Precision
0.286
0.623
0.663
0.782
0.854
0.868
0.929
0.279
0.608
0.772
0.772
0.846
0.862
0.927

Recall
0.838
0.723
0.706
0.662
0.570
0.541
0.324
0.840
0.727
0.660
0.660
0.572
0.543
0.332

F-Measure
0.427
0.669
0.684
0.717
0.683
0.666
0.481
0.419
0.662
0.712
0.712
0.683
0.666
0.489

Avg Precision
0.539
0.562
0.561
0.556
0.502
0.481
0.303
0.245
0.564
0.555
0.555
0.504
0.484
0.310

FAP
0.476
0.611
0.616
0.626
0.579
0.559
0.372
0.309
0.609
0.624
0.624
0.580
0.561
0.379

Table 3. Performance of the ensemble extractor on the CDI task at various confidence
thresholds.
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Fig. 2. Precision-Recall curves for the CDI task on training and development datasets.
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Abstract.
The past decade has seen a massive increase in the number of chemical-related
publications. Automatic identification and extraction of compounds and drugs
mentioned in these publications can greatly benefit drug discovery research.
The BioCreative CHEMDNER task focuses on recognizing and ranking
mentions of these compounds in text (CDI) and extracting mention locations
(CEM). We investigated an ensemble approach where dictionary-based named
entity recognition is used along with grammar-based recognizers to extract
compounds from text. Using an open source indexing system, we assessed the
performance of ten different commercial and publicly available lexical
resources in combination with three different chemical compound recognizers.
The best combination along with a set of regular expressions was used to
extract the compounds. To rank the different compounds found in a text, a
normalized ratio of frequency of mention of chemical terms in chemical and
non-chemical journals was calculated. When tested on the training data, our
final system obtained an F-score of 88.5% for the CDI task, and 81.0% for the
CEM task.
Keywords: Named entity recognition, Molecular structure, Chemical databases,
Chemical identifiers
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1

Introduction

The past decade has seen a massive increase in the number of chemical
-related publications in scientific journals and patents. With the
increase in the amount of available literature, it becomes harder to find
interesting, relevant and novel information from these unstructured
texts [1]. The ability to automatically index every individual
publication with the chemical entities mentioned in them, can ease
finding of relevant information. Ranking these chemical entities based
on accuracy can also increase the certainty of the relevance of the
publication. Also, identifying and extracting the location of every
mention of chemical compounds in each of these publications can later
be used to establish relationship with other entities or concepts [2].
Different text-mining approaches can be taken to extract chemical
named entities from text. Approaches have previously been categorized
as dictionary-based, morphology-based, and context-based [2]. In
dictionary-based approaches, different matching methods are used to
lookup matches of the dictionary terms in the text [2]. This approach
requires well-defined and good-quality dictionaries. The dictionaries
are usually produced from well-known chemical databases. This
approach may well capture non-systematic chemical identifiers, such as
brand or generic drug names, which are source dependent and are
generated at the point of registration. The drawback of a dictionary
approach is that it is nearly impossible to include all systematic
chemical identifiers, such as IUPAC names [3] or SMILES [4], which
are algorithmically generated, based on compound structure, and follow
a specific grammar [5]. Instead, morphology- or grammar-based
approaches try to capture systematic terms by utilizing the particular
grammar, for example through finite state machines [6]. Both of these
approaches may suffer from tokenization problems [2]. On the other
hand, context-aware systems use machine learning techniques and
natural language processing (NLP) to capture chemical entities. The
drawback of machine learning approaches is the need of a gold
standard for training the system.
The BioCreative CHEMDNER task [7] aims at encouraging the
implementation of systems that can index chemical entities (especially
the ones that are associated with a structure) in scientific journals.
Participants were invited to submit results for two different tasks. The
chemical document indexing sub-task (CDI) focuses on the extraction
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of a ranked list of chemical entities occurring in each of a set of
documents [7]. The chemical entity mention recognition sub-task
(CEM) aims at providing the location of every mentioned chemical
entity within a document [7]. For this the CHEMDNER organizers
have provided participants with a manually annotated gold standard
corpus.
2

Methods & Discussion

We investigated an ensemble-based approach where dictionary-based
named entity recognition is used along with grammar-based recognizers
and chemical toolkits to extract compounds from text. Using Peregrine,
an open source indexing system [8, 9], we analyzed the performance of
ten different commercial and publicly available lexical resources along
with three different chemical compound recognizers. This was done
with different indexing settings using different tokenizers (for example
case sensitive and case insensitive matching). The best combination
along with a set of self-defined regular expressions was used to extract
the compounds.
For the dictionary-based approach we tried to focus on
compounds that are associated with a structure. We only extracted
information from databases with compound records that had MOL files
[10]. The following databases were used: Chemical Entities of
Biological Interest (ChEBI) three-star compounds [11], ChEMBL [12],
Chemspider [13], DrugBank [14], Human Metabolome Database
(HMDB) [15], NIH Chemical Genomics Center Pharmaceutical
Collection (NPC) [16], Therapeutic Target Database (TTD) [17], and a
subset of PubChem [18] compounds likely to have structure-activity
relationships and/or other biological annotations [19] with all of their
corresponding synonyms derived from PubChem substances. The
extracted information contained brand names, synonyms, trade names,
generic names, research code, Chemical Abstracts Service (CAS)
numbers, etc.
In addition, we used the complete Jochem joined lexical resource
[20] and a subset of chemical-related semantic types from UMLS [21],
although these resources do not contain MOL files. To capture family
names, we also created a dictionary from the ChEBI ontology where we
only took parent compounds that did not appear in the ChEBI three-star
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database, assuming that these terms have a high likelihood of being a
family name. We call this dictionary ChEBI family.
Our preliminary approach was to extract non-systematic and
systematic chemical identifiers using both dictionary- and grammarbased approaches, family names using the ChEBI family dictionary,
and database identifiers using a set of manually defined regular
expressions.
Using the Peregrine tagger all the terms from the mentioned
resources were used to index the training and the development sets.
This was done in separate runs with different settings: case insensitive,
case sensitive, and only case-sensitive for abbreviations (defined as
terms where the majority of characters consists of capitals or digits).
Assuming chemical compounds will mostly be present in noun phrases
of a sentence, the above experiments were also repeated by only
feeding noun phrases extracted with the OpenNLP chunker [22] to
Peregrine.
We also used a number of public and commercial software
packages that can find chemical entities in text: NextMove’s LeadMine
[23], ChemAxon’s Document to Structure toolkit [24], and OSCAR 4
[25]. These tools have implemented grammar-based recognition of
systematic chemical identifiers.
The following stop words were used for all of the mentioned
experiments: 100 English basic words [26], PubMed stop word list
[27], Jochem stop word list [20], and stop words from the
CHEMDNER guideline [7].
We used the BioCreative evaluation library script [28] to
calculate precision, recall, and F-score. Based on the obtained scores on
the training and development sets, we decided on the best ensemble
system. Our results showed that a combination of ChEBI three-star
compounds and HMDB (in case-sensitive mode) for the dictionary
approach along with LeadMine and the self-defined regular expressions
performed best. For the CDI task, the micro-averaged F-score was
66.7%, with 70.0% precision and 63.6% recall; for the CEM task, the
F-score was 62.2% with 66.3% precision and 58.6% recall. Including
the subset of PubChem to this set improved recall with around 9%,
while decreasing precision by about 10%, yielding a small drop in Fscore. The use of the stop words list greatly improved overall
performance, whereas the use of noun phrases did not.

116

dataspect IT-Services
A dictionary- and grammar-based chemical named entity recognizer

In the final setup we tried to further improve our systems by
extending our dictionary with all gold-standard annotations from the
training and development sets that our systems initially missed. With
this addition, the best system (combination of CHEBI three-star,
HMDB, LeadMine and regular expressions) reached 81.2% F-score,
73.4% precision, and 90.1% recall for the CDI task; these values were
75.0%, 68.5%, and 82.9%, respectively, for the CEM task.
Furthermore, we added all false-positive terms that were never
annotated by the annotators of the training and development sets, to our
stop word list. This further improved performance to 88.5% F-score
(87.6% precision and 89.4% recall) in the CDI task, and 81.0% F-score
(80.9% precision and 81.1% recall) for the CEM task.
For the CDI ranking task, PubMed abstracts were divided into
three subgroups based on subject categories from the ISI Web of
Knowledge [29]. The first group consisted of abstracts from chemical
journals, using the same categories as described in the CHEMDNER
guidelines [7]. The second group contained abstracts from nonchemical journals (e.g., “Agricultural economics & policy” related
journals). The final group contained the remaining abstracts. The first
two groups were indexed using Peregrine and all vocabularies. We
assumed that chemical terms should be present more frequently in
chemical abstracts than in non-chemical abstracts. Based on the
frequency of indexed terms, a normalized ratio was calculated between
zero and one. Whenever available this normalized ratio was used for
ranking a term. If the ratio was not available (for terms not contained in
the vocabularies), we used the precision of the capturing system for that
term. A term with high ratio is found more frequently in chemical
abstracts than in non-chemical abstracts and therefore is likely to be a
chemical term. Vice versa, a term with low ratio is likely to be nonchemical, or highly ambiguous. This approach may also be used to
detect ambiguous or erroneous terms in chemical databases.
Finally the following five runs were submitted for both the CDI and the
CEM subtasks:
Run 1 - system with the best F-score (case-sensitive matching)
Run 2 - system with lower F-score, but higher recall (case-sensitive
matching)
Run 3 - system with the best F-score (partially case-sensitive matching)
Run 4 - system with lower F-score, but higher recall (partially casesensitive matching)
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Run 5 - system with the best F-score (case-sensitive matching), with an
extended stop words list based on the ratio previously discussed. In this
run whenever an overlap was seen between indexed terms the longer
term was chosen.
Finally it should be noted that our system can provide structures
for all found terms with the dictionary-based approach, as only terms
with MOL files were included from ChEBI, HMDB, and subset of
PubChem. Also the LeadMine tool can provide structure for extracted
terms. Only the missed annotated terms in our training data, which
were added to our vocabulary to improve the performance of the
system, are not linked to structure information.
3
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Abstract. This paper presents a system for recognizing chemical compounds and drug names. It is a rule-based system that utilizes semantic
information from the ChEBI ontology and the MeSH Metathesaurus. It
also integrates the MetaMap tool, the ANNIE PoS tagger, and pharmacological databases such as DrugBank. We used this system for the
CHEMDNER task 2013, and an outcome of this work is the development
of non existing resources for recognizing chemical entities (e.g. gazetteers
and a list of biochemical affixes), which are available for the research
community.
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1

Introduction

Dictionary-based methods and Supervised Machine Learning (SML) methods
are the main approaches that have been used for Drug Named Entity Recognition (DNER). Dictionary-based methods focus on matching terms (which are
compiled from dictionaries) to text. Their main advantage is that they are relatively easy to implement. Two major drawbacks of dictionary-based approaches
are their domain dependency and their inability to recognize terms that are not
included in the system dictionaries. Supervised Machine Learning methods use
manually tagged corpora to automatically build rule-based systems or sequence
labeling algorithms. These techniques have produced state-of-the-art results [1].
However, the most important drawback of supervised approaches is that the
manual annotation of corpora is a painstaking, time-consuming process, and
therefore, annotated resources are scarce. In this paper we present a hybrid approach that combines the ChemSpot tool [2] and a set of hand-written rules
based on lexical and semantic information for constraints.
We used this system for the CHEMDNER task 2013. The task consisted
of two subtasks: a chemical document indexing subtask (CDI) and a chemical
entity mention recognition subtask (CEM). Further information can be found in
[5].
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2

System description and methods

The architecture of the system consists of a pipeline with eight stages (Fig. 1).
The main engine is made up of a rule-based system developed with GATE tool 5 .
The rules were composed on the basis of the CHEMDNER annotation guidelines
for the task[5], and the error analysis performed in the training phase.

Fig. 1. System architecture.

2.1

Entity recognition with the ChemSpot tool

In the first phase, the corpus is processed by ChemSpot. This tool identifies
mentions of chemicals in texts, including trivial names, drugs, abbreviations,
and molecular formulas. Afterwards, each entity found is expanded with semantic
information (e.g. UMLS semantic types6 or ChEBI [3] ancestors, among others).
2.2

Expanding semantic information from ChEBI

In this step, the information is expanded using semantic knowledge extracted
from the ChEBI ontology. The system finds ancestor paths of each identified
entity to extract semantic knowledge. We used the following relations to find
out the ancestors: is-a, has-role, is-conjugate-acid-of, and is-conjugate-base-of.
5
6

http://gate.ac.uk/
http://www.nlm.nih.gov/mesh/meshhome.html
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Then, the annotation of each entity is expanded to include the labels of its
ancestors (e.g. molecule, mineral, metal, macromolecule, lipid etc). The labels
provide useful evidence to evaluate the annotation rules defined in the CHEMDNER annotation guidelines. These labels are also used later in the rule-based
processing stages.
2.3

Expanding semantic information from MeSH

In this stage, the annotation is expanded with knowledge from the MeSH Metathesaurus, by adding the following features:
– MeSH SemanticType: classification according to the UMLS semantic types.
– MeSH Type: descriptor record or supplementary chemical record.
– MeSH TreeNumbers: the MeSH tree-structure indexes of the entity. This
information is only associated to the descriptor record.
The output of this phase is a XML document containing ChemSpot annotations that are enriched with semantic information from the ChEBI and the
MeSH resources. This XML document is the input file for the following stages
of the pipeline, which is processed through the GATE tool.
Fig. 2 shows an example of semantic expansion. The first chemical, 3carboxylic acid, was recognized by ChemSpot, but does not contain any annotation from MeSH or CheBi, since these resources do not include 3-carboxylic acid.
The second one, ciprofloxacin, contains semantic information that was expanded
using MeSH, but was not found in ChEBI. Finally, the third entity, boron, contains semantic information that was expanded from the MeSH and the ChEBI
resources.

Fig. 2. Example of semantic information expansion.

2.4

Analysis with the MetaMap tool

The corpus is processed with the MetaMap tool [4], which finds concepts from
the UMLS Metathesaurus by a shallow syntactic analysis. The output is a set
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of noun phrases that are then used to generate candidate variants of the UMLS
concepts. MetaMap greatly enriches the annotation, Nevertheless, we only select
those candidates with score lower than -700 and that are tagged with at least
one of the following semantic types: aapp, antb, bodm, carb, crbs, chvs, clas,
drdd, eico, elii, enzy, grup, hops, horm, inch, irda, lbtr, lipd, mosq, nsba, nnon,
opco, orch, phsu, strd, vita, imft. These semantic types were proposed on the
basis of the observation of the training dataset. We analyzed this dataset with
the MetaMap tool and selected the most frequent semantic types which were
assigned to the chemical compounds and drugs entities in the training dataset.
2.5

Gazetteers

This phase aims to identify false positive and false negative instances (Fps and
Fns, respectively). We apply a gazetteer tagger that is based on the rules put
forward in the CHEMDNER guidelines. This phase collects 27 gazetteers that
contain more than 340,000 entries. They have been compiled from lists of chemical and gene entities included in the following resources: MeSH, DrugBank 7 ,
ChEBI, Wikipedia 8 , ChemSpot. The texts were processed by these gazetteers
in order to rule out FPs and to annotate FNs that were not recognized by the
previous modules.
2.6

PoS tagging

The corpus is processed with the ANNIE PoS tagger9 . PoS tags may be useful
to rule out FPs (e.g. verbs in past participle and present forms should not be
annotated as entities). Thus, PoS tags were used in the definition of advanced
lexical rules (see Section 2.7).
2.7

Lexical-semantic rules

This phase applies a set of positive and negative rules that were developed considering the CHEMDNER guidelines. There are two kinds of rules: semantic
rules, and lexical-semantic rules.
The semantic rules classify the FP and FN instances according to the labels that contain the semantic information (expanded from ChEBI and MeSH
resources). An example of a semantic rule is that all instances labeled with the
semantic type ’plant’ (e.g. cactus) should be ruled out.
The lexical-semantic rules identify CEM entities by applying the following
processes:
– Discard CEM entities that contain FN evidence. FN evidences are recognized through gazetteers (see Section 2.5), regular expressions, and rules
established in the CHEMDNER guidelines.
7
8
9

http://www.drugbank.ca/
http://wikipedia.org
http://gate.ac.uk/sale/tao/splitch6.html#chap:annie
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– Discard CEM entities that are included in other CEM entity.
– Identify the longest nested CEM entites.
Some examples of lexical-semantic rules are shown below.

IF
IF
IF
IF
IF
IF
2.8

(Entity.ChEBI_Class CONTAINS "monosaccharide") THEN add(Entity)
(Entity.ChEBI_Class CONTAINS "peptidomimetic") THEN add(Entity)
(Entity.MeSH_SemanticTypes NOT CONTAINS "aapp")THEN add(Entity)
(Entity.MeSH_SemanticTypes NOT CONTAINS "eico")THEN add(Entity)
(Entity MATCH [a-z]*[RDXGTHLP]NA[a-z]*)
THEN delete(Entity)
(Entity1 CONTAINS (Entity2))
THEN delete(Entity2)
Advanced lexical rules

Linguistic methods (e.g. lexicons, ontologies, and roots and affixes) have already
been applied for processing information in the pharmacological domain [6] [7].
Our system also applies a collection of advanced lexical rules that classify the
entities according to PoS analysis, affix processing, and multi-word processing.
In this stage, the advance lexical rules filter FP instances that were identified in the error analysis phase. These FP instances may be present participle
and past participle verbs. For example: ”[...] heart tissue of the rats poisoned by
aluminum phosphide.”, ”[...] then complexed with anti-Ask1 shRNA”. The advanced lexical rules also use a list of 663 affixes (considering spelling variations:
e.g. sulf- and sulfa-). This list includes the following data:
– Roots and affixes that refer to chemical (e.g. propyl-, -phosphate) and biochemical entities (e.g. -sterol ). We did not include affixes with less than 2
characters (e.g. -yl ) to prevent possible FP.
– Stems for the recognition of pharmacological substances (e.g. -cavir ).
These affixes were curated from lists approved by the American Medical
Association (AMA) for the nomenclature of clinical compounds 10 , 11 and stems
proposed by the World Health Organization (WHO) [8], [9], and other listings
of biochemical affixes 12 . However, we ruled out certain affixes to avoid FPs. For
example, those that match substances excluded from the CHEMDNER task: e.g.
-ase (for enzymes such as kinase or ATPase) and -teplase (which would match
large-size proteins such as alteplasa). Other affixes that were rejected for that
reason were -globin, insulin-, prote-, renin-, thrombin-, tryps-, or -uplase.
Very general affixes (e.g. trans-) were also discarded. For example, transwould successfully recognize trans-stilbene, but this prefix would also match other
words such as transformation or translate. Other general affixes that were not
included were hemi-, iso-, proto- or mono-.
In fact, FPs are the main disadvantage of using a list of affixes. For example,
the prefix but- may match butyric, but also the conjunction but. Another example
10
11
12

http://www.ama-assn.org/resources/doc/usan/stem-list-cumulative.pdf
http://www.ama-assn.org/resources/doc/usan/new-stem-list.pdf
These lists were gathered by Michael Quinion (2008): www.axes.org
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is the suffix acetyl-/-acetyl, which may identify acetylsalicylic acid or chloroacetyl
choride, but also the enzyme acetyltransferase, which is a type of biological entity
excluded from the CHEMDNER task. Other affixes from our list that may select
FPs are glyco-/-glyco (that match glycerol, but glycoprotein), -oidal (steroidal,
but colloidal ), or cyclo- (cyclosporin, but cyclodextrin).
Finally, the advanced lexical rules process multi-word entities (especially,
formulas) that are formed by a combinations of other entity names concatenated with whitespaces, numbers, and symbols (+, -). For example: tertiary
2-(3-hydroxyphenyl)-2-phenethylamine
The following are some examples of rules:

IF ( Entity.ChEBI_Role CONTAINS "CHEBI:27311"
AND Entity.ChEBI_Class CONTAINS "acid")
THEN add(Entity, "ChEBI")
IF ( Token.kind == "word" AND NEXT IS SpaceToken
AND NEXT IS (Token.string CONTAINS "glycoside")
THEN add(Token, "Merge")
The system assigns a score to each entity depending on the rules satisfied. For
example, if ChemSpot recognizes an entity whose labels satisfy the identification
criteria with semantic expansion, that entity obtains a score of 1. In contrast, if
the expanded labels gather only evidence from affixes, the classification is rather
uncertain. In this case, the entity may obtain a score of 0.4.
Finally, the output of the rule-based module is processed to create the CDI
and CEM format file.

3
3.1

Discussion
Description of the runs

The following are the runs that we carried out, and the combination of modules
for each run.
– Run 1: ChemSpot + ChEBI + MeSH + lexical-semantic rules
– Run 2: ChemSpot + ChEBI + MeSH + gazetteers + lexical-semantic rules
– Run 3: ChemSpot + ChEBI + MeSH + MetaMap + gazetteers + lexicalsemantic rules
– Run 4: ChemSpot + ChEBI + MeSH + gazetteers + lexical-semantic rules
+ advanced lexical rules
– Run 5: ChemSpot + ChEBI + MeSH + MetaMap + gazetteers + lexicalsemantic rules + advanced lexical rules
3.2

Results

The task involved two subtasks: a Chemical document indexing subtask (CDI
evaluation) and a Chemical entity mention recognition subtask (CEM evaluation).
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Tables 1 and 2 show the results for the CDI and CEM evaluation, respectively. Our system achieved similar scores in both evaluations. In the CDI
evaluation, our results (Micro F-scr) ranged between 0.452 and 0.562 in the
development dataset. In the CME evaluation, the results (Micro F-scr) ranged
between 0.469 and 0.573 on the development dataset.
Development dataset evaluation
Run TP
FP
FN Precision Recall
F1
1
8475 5583 7620 0.60286 0.52656 0.56213
2
8907 6772 7188 0.56808 0.55340 0.56065
3
9999 18056 6096 0.35641 0.62125 0.45296
4
8773 7631 7322 0.53481 0.54508 0.53989
5
9262 15559 6833 0.37315 0.57546 0.45273
Table 1. Results from the system on the CHEMDNER 2013 corpus over the CDI evaluation.

Run
1
2
3
4
5
Table 2. Results from the

Development dataset evaluation
TP
FP
FN Precision Recall
F1
15099 8019 14427 0.65313 0.51138 0.57363
15890 9679 13636 0.62146 0.53817 0.57682
17553 24775 11973 0.41469 0.59449 0.48857
15500 10559 14026 0.59480 0.52496 0.55770
15493 20990 14033 0.42466 0.52472 0.46942
system on the CHEMDNER 2013 corpus over the CEM evaluation.

In both evaluations, the best performance (Run 1) was obtained using only
the ChemSpot tool, the semantic expansions from ChEBI and MeSH, and the
lexical-semantic rules. Using additional information from the other stages (analysis with MetaMap, gazetteers, and PoS tagging) decreased the performance.
On the other hand, it seems that the analysis performed by the MetaMap
tool (run 3 and run 5) allowed increasing the recall of the system, but with a
large decrease in the precision. This may be due to the wide range of semantic
types proposed to recognize chemical compounds and drugs.
We perfomed an error analysis on the development test in order to obtain
information about the accuracy of each module. For example, the semantic expansion with ChEBI achieved to recognize 44.1% of the entities, while MeSH
provided a better coverage with more than 50%. Both semantic expansions produced a low number of FPs (60 FPs were proposed by ChEBI and 74 by MeSH).
In contrast, ChemSpot generated 405 FPs.
3.3

Conclusions

In this paper we have described a rule-based system to detect chemical compounds and drug names. The system was evaluated at the CHEMDNER task
2013. A demo of the system is available via web13
Our main contribution has been the development of an important amount of
resources (27 gazetteers with more than 340,000 entries and a list of 663 affixes,
13

http://multimedica.uc3m.es:8080/biocreative2013demo/
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among others). All these resources are available on the MultiMedica project web
site 14 .
We have explored the use of semantic information through domain-specific
resources such as ChEBI and MeSH. Nevertheless, we realized that expanding
semantic knowledge without using a domain-specific filter caused a considerable
decrease in precision in our results.
Acknowledgments. This work was funded by the MA2VICMR (S2009/TIC1542) and the MultiMedica projects 15 (TIN 2010-20644-C03-01).
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A., Alcántara, R., Darsow, M., Guedj, M., Ashburner, M.: ChEBI: a database and
ontology for chemical entities of biological interest. Nucleic Acids Research, 36, pp.
344-350, (2008)
4. Aronson, A.R.: Effective mapping of biomedical text to the UMLS Metathesaurus:
the MetaMap program. Proceedings of the AMIA Symposium, American Medical
Informatics Association, pp. 17-21, (2001)
5. Krallinger, M., Rabal, O., Leitner, F., Vazquez, M., Oyarzabal, J., Valencia, A.:
Overview of the chemical compound and drug name recognition (CHEMDNER)
task. Proceedings of the fourth BioCreative challenge evaluation workshop, vol 2,
(2013)
6. Segura-Bedmar, I., Martı́nez, P., Samy, D. Detecting generic drugs in biomedical
texts. Procesamiento del Lenguaje Natural, 40, pp. 27-34, (2013)
7. Segura-Bedmar, I., Martı́nez, P., Segura-Bedmar, M. Drug Name Recognition and
classification in biomedical texts. Drug Discovery Today, 13(17-18), pp. 816-823,
(2008).
8. World Health Organization (WHO) The use of stems in the selection of International Nonproprietary Names (INN) for pharmaceutical substances.(2011).
http://apps.who.int/medicinedocs/documents/s19117en/s19117en.pdf
9. World Health Organization (WHO) International Nonproprietary Names
(INN) for biological and biotechnological substances (a review).(2011).
http://apps.who.int/medicinedocs/ documents/s19119en/s19119en.pdf

14
15

http://labda.inf.uc3m.es/multimedica/CHEMDNER2013team225resources.html
http://labda.inf.uc3m.es/multimedica/

128

WHU-BioNLP CHEMDNER System with Mixed
Conditional Random Fields and Word Clustering

Yanan Lu1, Xiaoyuan Yao2, Xiaomei Wei3, Donghong Ji4
Natual Language Processing Lab, Wuhan University
Luojia Hill,Wuchang District,Wuhan 430072,Hubei,China
Xiaohui Liang*1
School of Public Health, Wuhan University, Wuhan 430072, China

{luyanan,yaoxiaoyuan,wxm,dhji,xhliang2000}@whu.e
du.cn

Abstract
Our team participated in the Chemical Compound and Drug Name Recognition
task of BioCreative IV. We used a mixed conditional random fields with word
clustering to fulfillment this task. For one hand, we generate the word feature
by word clustering and train the corpus with word feature to get one model. On
the other hand, the training corpus is transformed to a new one in the reversed
order of the letters. We also train the reversed corpus to get another model. At
the end, we mixed the two kinds of models to achieve a final F-measure of
86.07%.
Keywords: Chemical compound recognition, drug name recognition, entity
recognition, mixed conditional random fields, word clustering

1

Introduction

The Chemical compound and drug name recognition task in BioCreative IV is a new task, and it is also crucial for other subsequent text
processing strategies, such as detection of drug-protein interactions,
adverse effects of chemical compounds and their associations to toxicological endpoints or the extraction of pathway and metabolic reaction
relations. Basically, it‟s a NER task, and similar tasks, such as gene and
protein recognition have occurred in BioCreative II (1). There are many
1

Corresponding author
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new challenges in this task. Especially, the compound and drug names
may contain very long phrases and a number of symbols, which causes
a great deal of difficulty in recognition.
For this task, we acquired the symbol table from the training corpus.
By the symbol we designed a dictionary based on rules to segment
training corpus. Besides we extracted from PubMed about 74,000 articles on chemical compounds and drugs, and used these articles for
word clustering to get each word‟s category feature. Then we trained
the corpus accompanying text word clustering feature with conditional
random fields implementation from CRF++, getting a model based
words. Besides we reversed the corpus from the right to the left, and
trained the reversed corpus with 5-gram, getting a model based n-gram
(2). Finally, we mixed the two models with some strategies. This method achieved a higher F-measure.

2

Discussion

The WHU-BioNLP CHEMDNER system includes the data preprocessing, data transformation, training, parsing, and merging phases. The
sketch of the workflow is shown in Fig. 1. Through tokenization, the
training corpus is transformed to a token corpus. Using word cluster
features, the model is trained on the word level with conditional random fields (3). On the other hand, the training corpus is transformed to
a new one in the reversed order of the letters, and another CRF model is
trained on the letter level. Then, the data is analyzed using the word
level CRF from the left to the right, and the letter-level CRF from the
right to the left. Finally the results are merged and filtered.
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Fig. 1: Workflow of CHEMDNER system

2.1

Preprocessing

In order to improve the accuracy and recall rate of the system, we tried
several preprocessing methods on the training data, and we used the
tokenizer to segment the corpus. To construct the tokenizer, we used
the white space and other 70 kinds of symbols listed in Table 1. With
the symbols, we can obtain many features, such as prefix, suffix, digit,
specific symbols and so on.
Table 1: Symbols included in tokenizer.

~ ·! @ # $ % ^ & * - = _ + ˉ ( ) [ ] { } ; ' : " , . / < > × ＞ < ≤ ≥
↑ ↓ ← → ·′ °～ ≈ ? Δ † ≠ | „ ‟ “ ” § ￡ € \ 0 1 2 3 4 5 6 7 8
9 ·⁺ ®
Furthermore, previous studies show that the F-measure of the recognition can be improved in the letter level and with the training from the
right to the left (6). In this study, we also constructed a CRF model in
the letter level, with the training from the right to the left.
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2.2

Word clustering

The word clustering is not only a good feature to recognize names in
the ordinary entity recognition (4,5), but also a very import feature to
improve the F-measure of gene and protein recognition (6). Our system
uses the Brown Cluster, created from a hierarchical word clustering
algorithm (7). We downloaded about 74,000 articles including titles
and abstracts from the PubMed database, and segmented them with the
tokenizer for word clustering. We used the Brown clustering algorithm
to acquire 1,000 clusters, and assigned each cluster a binary representation based on Huffman coding. Table 2 shows some example words
and their binary representations. Intuitively, the more similar the prefix
of the word‟s Huffman codings, the more similar the words.
Table 2: Sample word category and their binary representation

Words
confirms
emphasis
neighbourhoods
tracleer
fix

2.3

Binary representations
10000110
10000110
10101111010
101111111011
100000

Training and prediction

Conditional Random Fields has been applied in the Name Entity
Recognition (10), and previous studies show that CRFs has a good performance in gene and protein (2,8,9). In this study, we also used CRFs
to recognize chemical compound and drug names. In order to increase
the model‟s scalability and flexibility, we utilized CRF++ in open
source projects, since it has an extensible template.
When training the corpus, we used the label set {B, M, E, S, B_NER,
M_NER, E_NER, S_NER}. B stands for the beginning of a normal
sequence, M for the middle of the normal sequence, E for the end of the
normal sequence, S for the single-token normal sequence. B_NER
stands for the beginning of an entity sequence and so on. The reason
why we didn‟t use the label set {B, I, O} in the system is that the label
set in the system exhibited a better distinguishability in this task.
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Table 3: The strategy to refine the result.

Count(symbol) in entity

Symbol next to entity

(=)+1
(=)-1
[=]+1
[=]-1
{ = }+ 1
{=}-1

Right is )
Left is (
Right is ]
Left is [
Right is }
Left is {

Change offset
Right + 1
Left – 1
Right + 1
Left - 1
Right + 1
Left - 1

We used five methods to train and parse shown in Table 4 to train the
model with 6,000 training data and 1,000 for prediction, and merged
the two tagging results based on the following strategy: when the two
results have the same left offset or right offset, we choose the one with
the higher confidence if its confidence higher than the other by 0.7;
otherwise we keep the longer one and delete the shorter one. After
merging the results, we filtered the entity if its confidence is lower than
0.00001. Finally, we refined the result with the strategies listed in Table
3. Take the row 1 as an example, it means that when the count of „(„ is
higher than that of „)‟ by 1 in the entity, and if to the right of the entity
is „)‟, then we move the offset 1 token further to the right; otherwise,
we delete the entity.
Table 4: Five methods to train and parse

Method
Words
Words + cluster feature
5-gram
Reversed 5-gram
Mixed CRF model

2.4

Precision
Recall
F
0.88737
0.68628
0.77398
0.88214
0.72643
0.79675
0.89619
0.80954
0.85066
0.89822
0.80941
0.85151
0.87473
0.84714
0.86072

Analysis and conclusion

From the Table 4, we know that the mixed CRF model can improve the
F-Measure at least 0.921% than the single model, and the word clustering features help to improve the F-Measure by 2.277%.
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Abstract. Exploiting unlabeled text data to leverage the system performance
has been an active and challenging research topic in text mining, due to the recent growth of the amount of biomedical literature. Named entity recognition is
an essential prerequisite task before effective text mining of biomedical literature can begin.
The participants of the CHEMDNER task of the BioCreative IV challenge are
asked to develop a chemical compounds and drugs mention recognition system
and are given a set of annotated PubMed documents for training and a set of selected PubMed documents for evaluation of their systems by the organizers.
Our primary goal is to develop a named entity recognition system that can scale
well over millions of documents and can easily be plugged in a biomedical text
mining system, while exploiting unlabeled data to leverage the system performance.
We extracted Brown cluster labels and word embeddings, both induced from a
large unlabeled document corpus as the word representation features in addition
to the word, the word and character n-gram, and the traditional orthographic
features. During the training, 2nd – order CRF model was built with varied feature spaces and the influence of the different groups of features defining the
baselines of the experiment was observed in terms of the F-score, recall, precision as well as processing time. Our system achieves 81.41% and 82.58% of Fscores on CHEMDNER development set for CEM and CDI sub-tasks, processing ~530 documents per minute.

Keywords. Feature Learning, Semi-Supervsed Learning, Named Entity
Recognition, Conditional Random Feilds
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1

Introduction

As biomedical literature on servers grows exponentially in the form of semistructured documents, biomedical text mining has been intensively investigated to
find information in a more accurate and efficient manner. One essential task in
developing such an information extraction system is the Named-Entity Recognition
(NER) process, which basically defines the boundaries between typical words and
biomedical terminology in a particular text, and assigns the terminology to specific
categories based on domain knowledge.
NER performance in the newswire domain is indistinguishable from human
performance, as it has an accuracy that is above 90%. However, performance has not
been the same in the biomedical and chemical domain. It has been hampered by
problems such as the number of new terms that are being created on a regular basis,
the lack of standardization of technical terms between authors, and often the fact that
technical terms such as gene names often occur with other terminology [1].
Proposed solutions include rule-based, dictionary based, and machine learning
approaches. Recently, Semi-Supervised Learning (SSL) techniques have been applied
to NER. SSL is a Machine Learning (ML) approach that typically uses a large amount
of unlabeled and a small amount of labeled data to build a more accurate
classification model than that which would be built using only labeled data. SSL has
received significant attention for two reasons. First, preparing a large amount of data
for training requires a lot of time and effort. Second, since SSL exploits unlabeled
data, the accuracy of classifiers is generally improved. There have been two different
directions of SSL methods, semi-supervised model induction approaches which are
the traditional methods and incorporate the domain knowledge from unlabeled data
into the classification model during the training phase [2, 3], and supervised model
induction with unsupervised, possibly semi-supervised feature learning. The
approaches in the second research direction induce a better feature representation by
learning over a large unlabeled corpus. Recently, the studies that apply the word
representation features induced on the large text corpus have reported improvement
over baseline systems in many natural language processing (NLProc) tasks [4, 5, 6].
BioCreative IV CHEMDNER Track consists of two sub-tasks, the Chemical
Document Indexing sub-task (CDI) where the participants are asked to provide a
ranked list of chemical entities found in each of the PubMed documents, and the
Chemical Entity Mention recognition sub-task, where they are asked to submit the
start and end indices corresponding to all the chemical entities mentioned in a
particular document. A training set of 3,500 annotated documents, a development set
of 3,500 annotated documents and a testing set of 20,000 unlabeled documents are
provided by the organizers in order to support the participants. From the 20,000
unlabeled documents, a subset of 3,000 documents constitutes the real test set and
17,000 abstracts were added as a background collection to avoid manual correction of
the results.
Our primary goal is to develop a named entity recognition system that can scale
well over millions of documents and can easily be plugged in a biomedical text
mining system, while exploiting unlabeled data to leverage the system performance.
We extracted two different types of word representation features in addition to the
word, the word and character n-gram, and the traditional orthographic features
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(baseline features). The Brown clustering models [7] with a varied number of clusters
were trained on more than one million PubMed documents and the cluster label
prefixes were extracted. We applied word embeddings (WE) induced on the RCV1
corpus [4]. During the development, we extended BANNER system [8] with the
proposed method, since the system was used in many biomedical text mining systems
[9, 10], showing state-of-the-art performance in biomedical named entity recognition.
We called our branch of the BANNER system as BANNER-CHEMDNER. The
BANNER-CHEMDNER system uses BioLemmatizer [11] to lemmatize a token in
bio-text data, significantly improving the overall system performance. The best run
of the BANNER-CHEMDNER system achieved 81.41% and 82.58% of F-scores on
CHEMDNER development set for CEM and CDI sub-tasks, processing ~530
documents per minute.

2

Discussion

1,400,000 PubMed abstracts were collected for unlabeled data and after sentence
splitting with Genia sentence splitter and cleansing, 10,778,793 sentences were
preserved for model construction. With this large unlabeled corpus, we induced
Brown models of 25, 50, and 300 of clusters and used cluster label prefixes with 4, 6,
10, and 20 lengths. We would like to build a Brown model of 1,000 clusters. However,
this would take several months, making it impossible to test on the CHEMDNER
testing set in the given period. For the word embedding features, we applied 50 and
100 dimensions of word vectors.
During the development period, we trained the 2nd – order CRF models with
different features on the training set and evaluated the models on development set.
Consequently, after noticing the best settings of the hyperparameters, we trained the
models on the whole annotated set to submit the test results. The best runs are
reported in the table 1 and 2.
Table 1. The best runs for CEM sub-task.
Feature sets
Baseline + brown 50 PubMed + WE 50
Baseline + brown 1000 RCV1
Baseline + brown 50 PubMed
Baseline + brown 300 PubMed

Precision(%)
83,79
84,33
84,85
84,59

137

Recall(%)
76,56
77,82
77,89
78,47

F-measure(%)
80,01
80,94
81,22
81,41
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Table 2. The best runs for CDI sub-task.
Feature sets
Baseline + brown 50 PubMed + WE 50
Baseline + brown 1000 RCV1
Baseline + brown 50 PubMed
Baseline + brown 300 PubMed

Precision(%)
80,91
81,54
82,33
81,92

Recall(%)
81,29
84,01
82,57
84,1

F-measure(%)
81,10
81,23
82,45
82,58

We conducted several different runs other than the ones shown in the table 1 and 2.
We found that the word embeddings features were not always to improve the
performance, but in some case were to degrade the system performance with CRF
model. Another finding is that the Brown cluster features always improve the Fmeasure, and the improvement is significant when the model was built on the domain
corpus. We finally note that the BioLemmatizer and the set of Brown cluster features
used in the BANNER-CHEMDNER system were observed to boost the performance
around 4% of F-measure (2% of each), and thus suspect that the improvement in the
same range is also achievable in biomedical NER by BANNER-CHEMDNER.
We are curious to evaluate the BANNER-CHEMDNER setup for gene/protein
mention recognition. Even though word embeddings features with 2nd – order CRF
model have not achieved the improvement, those real valued features could be useful
in conjunction with another classifiers, such as perceptron and support vector
machines. As a future work, we also plan to induce an accurate brown cluster model
and word embeddings matrix from PubMed documents, so that the community might
be able to use the resources for the biomedical text mining tasks.
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An ensemble approach for chemical entity mention
detection and indexing
Ravikumar K.E., Dingcheng Li, Siddhartha Jonnalagadda, Kavishwar
B. Wagholikar, Ning Xia, Hongfang Liu*
Department of Health Sciences Research
Mayo Clinic, Rochester, MN, USA
Abstract. Detecting chemical entity mentions (CEM) and ranking them (CDI)
are tasks tackled in the BioCreative 2013 CHEMDNER challenge. For CEM
detection, we extended an existing system, BioTagger-GM, and applied an ensemble approach on runs generated from Conditional Random Fields (CRF),
Support Vector Machine (SVM), and Logistic Regression. For CDI, we applied
three approaches to evaluate the relevance related to indexing. The systems
were trained using the training set and evaluated on the development set. The
submission runs for CEMs were generated by combining the training data set
and the development data set. We adopted an ensemble approach to combine
different machine learning algorithms. The evaluation results on the development set demonstrate that SVM alone achieved the best performance while CRF
is relatively robust with respect to features used.
Keywords: Named Entity Mention Detection; Document Indexing; Conditional
Random Fields; Support Vector Machine; Logistic Regression

1

Introduction

Biological knowledge bases attempt to provide easy access to interaction information through manual annotation. However, there is a significant lag in information between what is annotated in the existing
knowledge bases and what is available in the scientific literature. Leveraging the knowledge from the existing knowledge bases such as
UMLS [1], ChEBI [2], DrugBank [3] a number of techniques [4], [5, 6]
have been explored in detecting the textual mention of chemicals and
drugs.
The BioCreative 2013 CHEMDNER challenge is designed to tackle
the following two subtasks: Chemical Document Indexing (CDI) and
Chemical Entity Mention (CEM). The CEM task involves the extraction of chemical entities mentioned in the Medline abstracts and the
CDI task involves the ranking of extracted chemical entities in a document based on the confidence. We considered the tasks are interdependent and the output of the CEM task forms the basis for estimating the confidence measure for an entity for CDI task.
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2

Methods

The detection of entity mentions from biomedical text has been organized in previous BioCreative competitions and other shared tasks
while the CDI task is a relatively new task, in the following, we briefly
describe our systems for the CEM task and provide the systems for
CDIs in more details.
For the CEM task, we extended BioTagger-GM, a system for gene
mention detection, and MedTagger, a system for clinical concept mention detection for detecting chemical entities [7, 8]. The important
component in BioTagger-GM is to incorporate dictionary lookup results into machine learning. The dictionary lookup was based on the
three collections of entity names (Chemical, Gene/Protein, Disease) we
gathered for BioCreative Task III. We used three machine learning algorithms: Conditional Random Fields (CRFs), Support Vector Machine
(SVM), and Logistic Regression (LR). We have also incorporated a
post-processing step to correct parenthetical alignment errors and remove false positives appearing in the training data.
The three approaches to determine the confidence measure for
ranking chemical entities occurring in a document are:
1) Voting based relevancy score
2) Relative frequency relevancy score
3) TF-IDF relevancy score
Voting based relevancy score - We assigned a score to a chemical
entity identified by ensemble of 10 systems (including 5 approaches we
used in CEM task and other third party tools) and considered the composite score so that the confidence on the validity of the chemical entity
is high.
Relative frequency relevancy score - We also used the relative frequency [9] of an entity as a measure to determine the relevancy of an
entity to a document. We considered the relative frequency of a chemical entity to the total frequency of all other chemical entities in the document over the simple term frequency as it enables to judge the relevance of an entity over other chemical entities. We also used additional
weighting schemes to entities based on the sections in which they appear in an abstract. For example if an entity occurs in the title of the
abstract it gets additionally preference, as they may be the theme entity
of the abstract.
TF-IDF based relevancy score - Scores based on TFIDF (term frequency and inverse document frequency) have distinct advantages over
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simple relative frequency score. Based on this intuition, we employed
Lucene [10] to index the detected entities so as to obtain similarity
scores between the query term and the retrieved document calculated
by the Lucene language model, which integrates TFIDF, the vector
space model and the Boolean model.
We finally computed the average of all the three scoring schemes
namely the voting based, relative frequency and TF/IDF based approaches. This final score was used to rank the relevancy of a chemical
entity of a document. We did the ranking of entities based on the composite score for all the five machine-learning approaches that we used
for CEM task, which formed the basis of the five runs that we submitted for the CDI task.
3

Results

We evaluated the performance of the 5 runs that we used for the
tasks on the development data set using the evaluation script provided
by the shared task organizers.
Table 1– Evaluation of development set for CDI task
Methods Macro Pre- Macro Re- Macro F- Macro FAP
cision
call
score
CEM CDI CEM CDI CEM CDI CEM CDI
SVM
0.84 0.84 0.84 0.82 0.83 0.82 0.77 0.76
CRF
0.84 0.83 0.77 0.76 0.79 0.78 0.72 0.71
LR/CRF 0.79 0.77 0.89 0.88 0.82 0.81 0.77 0.76
SVM/LR 0.77 0.75 0.90 0.89 0.82 0.80 0.77 0.75
/CRF
All com- 0.57 0.54 0.92 0.91 0.68 0.65 0.63 0.60
bined
Table 1 lists the performance of all the different methods on both CEM
and CDI tasks. Though we experimented with multiple combinations
we present here the best results of 5 systems below on the development
data.
Among all the methods the SVM alone gave the best results for both
tasks. While combining all the methods gave the best recall it resulted
in very poor precision and overall low F-score. Combining SVM, LR
and CRF models yielded very high recall and lower precision. While
combining multiple machine learning methods resulted in improvement
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in the recall it also compounded the precision errors resulting in lower
precision.
4
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Abstract. The amount of chemical information is rapidly growing in
the scientific literature and all other sorts of free text documents. We
here propose a novel system that uses different types of linear-chain
conditional random fields models and combines their results using a support vector machine classifier. We introduce the constituent-based models, which are in contrast to traditional token-based approaches, trained
using noun phrase (i.e. possible mention) sequences. Furthermore, we
employ two types of sequence labelings. For the first type the labels
consist of a full set of target classes and for the second they consist of
only binary labels, which denote whether the current node represents a
chemical entity mention or not. We applied the proposed algorithm to
the CHEMDNER 2013 task and for this report we evaluated it on the
training and development datasets.
Key words: conditional random fields, named entity recognition, chemical compounds

1

Introduction

Named entity recognition is one of the main and the most thoroughly researched
subtasks in the field of information extraction [12]. Due to the complexity of
human language, syntatic errors and many different forms in which a specific
entity can be represented as (i.e., chemical compound in our case), it is very
difficult for a machine to automatically extract them from unstructured text.
In this paper we present our contribution to the Chemical compound and
drug name recognition (CHEMDNER) task [7]. The task consists of two subtasks, of which chemical document indexing subtask (CDI) focuses on ranking of
unique mentions from a specific document, and chemical entity mention recognition (CEM) subtask, which focuses on extraction of exact start and end indices
that correspond to a specific chemical mention. We propose a system that combines four different types of linear-chain conditional random fields (CRF) models
(using various sequences and labelings) with a support vector machine (SVM)
classifier. First, we divide the models by type of tokens in a sequence, which can
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be represented as words or noun phrases (i.e. constituents). Then, each type of
the model is trained against specific CEM classes and separately against binary
labeling, which only identifies the presence of a chemical mention. Lastly, the
SVM classifier decides whether the merged results of all these four CRF model
combinations represent a valid mention or not.
The paper is structured as follows. In the next Section we briefly overview
related work regarding named entity recognition using SVM and CRF classifiers.
In Section 3 we present the proposed system and explain the the execution on
an example document. After that we show and discuss the evaluation results on
training and development dataset. Lastly, in Section 5 we conclude the paper
and reveal the further work.

2

Related work

A vast majority of research in the text mining field focuses on the identification of named entities such as person names, locations, organizations, chemicals,
drugs, etc. Traditional approaches are roughly classified as dictionary-based,
morphology-based and context-based [6]. In our approach we indirectly use all
of them within the CRF feature functions, which extract additional knowledge
from the input data. We also use the DrugBank database as a third-party data
source for a gazeteer-based feature function.
In the literature there are some approaches that combine CRF [1] and SVM [8]
algorithms in order to extract named entities. CRF algorithm is intended to tag
sequences, while SVM is better when we need to classify only an instance, described with feature values, into a specific class. It has been shown that for
named entity recognition, CRF can achieve better results than SVM [9]. This
holds especially for the cases when we use a lot of well-chosen features because in
the field of natural language processing it is normal to have a few ten thousands
or more features. There was also a two-stage SVM/CRF classifier proposed for
identication of handwritten leters [10]. In contrast to our approach, the authors
first employed an SVM classifier and then used its results as features within
CRF. The most similar approach to the our method was done by Cai et al. [11],
who first extracted entity boundaries using CRF and then used SVM along with
other features to get final predictions. We also first use CRF classifiers, but we
use more feature functions and different types of models and then according to
the merged results from all of the models predict the final values using an SVM
classifier.
Conditional random fields, which we mainly use, is a discriminative model
that estimates the joint distribution p(y|x) over the target sequence y conditioned on the observed sequence x. We tag the target sequence y using the label
of specific CEM class or “O” for all other words. The algorithm was previously
successfully employed for various sequence labeling tasks and can deal especially
good with a large number of multiple, overlapping and non-independent features.
Due to the speed of training and inference we use only simple linear-chain CRF
(LCRF) model, which depends only on the current and previous label.
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3

System description

In this section we introduce the proposed system used for the CHEMDNER
shared task. The system takes a raw text document as input, employs preprocessing techniques on it, then it extracts chemical or drug mentions using four
different types of CRF models, merges their results and returns final results using
an SVM classifier. A high-level architecture of the system is shown in Figure 1
and the source code of the system is publicly available1 .

Input Text

Pre-processing

Sentence Detection
Token Detection
Part-of-speech Tagging
Dependency Parsing

Extraction

Token-based Full CRF

Token-based Mention CRF

Constituent-based Full CRF

Constituent-based Mention CRF

Constituent merging and
redundancy elimination

SVM classification

Ranked List of
Unique Mentions

Ranked List of
Mentions

CDI Results

CEM Results

Fig. 1. High-level architecture of the proposed system for CHEMDNER task.

(I) The input text consists of unstructured text from which the system
needs to recognize different chemical entity mention classes (CEM subtask) and
to rank the extractions according to the probability, which defines how likely the
extracted mention is correct (CDI subtask). For the CHEMDNER task the text
1

https://bitbucket.org/szitnik/iobie
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consists of PubMed titles and abstracts.
(II) Preprocessing part is responsible to transform the input data into
the system’s internal representation and to enrich the data with additional text
labelings. We first detect sentences, perform tokenization [4] along with some
specific manual rules (e.g., split tokens by greek characters or periodic system
elements) and then enrich the data using part-of-speech tags [5].
(III) Extraction of mentions consists of four different types of LCRF models:
– Token-based CRF models are trained on all tokens from training data. One
sequence of tokens represents all words along with additional labelings from
one sentence. From these sequences we form two types of labelings and therefore train two different CRF models. The first is labeled according to specific
CEM classes (i.e. Full type). The second is relabeled, so that each token is
labeled as “M” if it represents a CEM class, otherwise it is labeled as “O”
(i.e. Mention type).
– Constituent-based CRF models are trained against constituents (i.e. noun
phrases), which consist of one or more consecutive words. A constituent is
represented as a three-tuple, such as (start word index, end word index,
target CEM class) for a specific document. We extract the noun phrase
constituents from parse trees [4] of sentences and build one sequence of constituents per document. This sequence is then processed by a CRF algorithm.
Also, for this type of model we employ Full type and Mention type of CRF
models using the same approach as for Token-based models.
Thus, the four CRF models are of the following types: (1) Token-based Full,
(2) Token-based Mention, (3) Constituent-based Full and (4) Constituent-based
Mention model.
The engineering of informative feature functions is the main source of increase
of precision and recall when training CRF classifiers. Usually these are given as
templates and final features are generated by scanning the entire training data.
Due to space limitations we do not overview all the used feature functions we
used, but they can be retrieved from the source code repository2 .
(IV) Merging and redundancy elimination step combines the results
of the extraction step to prepare them for the classification using an SVM. First
we transform the extractions of Token-based CRFs into a constituent form (i.e.,
to be compliant with constituent-based CRF results), so therefore we can merge
the identified mentions according to the position of their occurence within a document. The two constituents from a document are merged if they intersect by
at least one token. In the final result we output the most probable constituent
from the merged ones.
2

See function FeatureFunctionPackages.standardChemdner2013FFunctions()
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(V) SVM classifier [3] can be thought of as a meta-classifier because it is
trained on top of the merged constituents from the previous step. Each SVM
training instance could consist of four merged constituents, each detected by a
separate CRF model. From each constituent we select its marginal probability
and corresponding sequence probability that was assigned by a specific CRF
model. Thus, from four merged constituents we use eight features, against which
an SVM model is trained. The class label is binary value and shows whether the
merged mentions represent a real CEM mention or not, which is also the final
result of the SVM model.
(VI) The final results are exported in two different formats. For the CDI
subtask we return a list of unique mentions for each document, which are ranked
according to the maximum marginal probability. For the CEM subtask we return
start and end indices of identified mentions and rank them according to the
maximum tagged sequence probability.
3.1

A worked example

In this section we show an example of execution of the proposed approach using
a sentence from the PubMed article 23444833 within the CHEMDNER training
dataset.
(I) The input text (abstract) is as follows: “The lystabactins are composed of serine (Ser), asparagine (Asn), two formylated/hydroxylated ornithines
(FOHOrn), dihydroxy benzoic acid (Dhb), and a very unusual nonproteinogenic
amino acid, 4,8-diamino-3-hydroxyoctanoic acid (LySta).”
(II) Preprocessing transforms the input text and adds additional labelings such as POS tags to the input text: “DT The NNS lystabactins VBP are VBN
composed IN of NN serine -LRB- ( NNP Ser -RRB- ) ...”
(III) Extraction part transforms the input data into appropriate sequences
for each of the proposed CRF models (shown below) and trains them:
– Token-based CRF Full
The lystabactins are composed of serine ( Ser ) , asparagine . . .
O
FAMILY
O
O
O TRIVIAL O FORMULA O O TRIVIAL . . .
– Token-based CRF Mention
The lystabactins are composed of serine ( Ser ) , asparagine . . .
O
M
O
O
O M O M OO
M
...
– Constituent-based CRF Full
The lystabactins serine
Ser asparagine Asn two formylated/hydroxylated ornithines . . .
FAMILY
TRIVIAL FORMULA TRIVIAL FORMULA
MULTIPLE
...
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– Constituent-based CRF Mention
The lystabactins serine Ser asparagine Asn two formylated/hydroxylated ornithines . . .
M
M
M
M
M
M
...
(IV) Merging and redundancy elimination step merges the extracted
mentions from the previous step to prepare data for the SVM classifier. SVM
class value is used for training and defines whether the merged constituent represents a CEM or not:
Constituent observable Marginal and sequence probability pairs from SVM class
CRF classifiers in the same order as in (III)
“lystabactins”
(0.4, 0.2) (0.38, 0.55) (0.5, 0.35) (0.6, 0.51)
yes
“serine”
(0.45, 0.24) (0.37, 0.48) (0.53, 0.38) (0.63, 0.58)
yes
...
...
...
“nonproteinogenic”
(0.2, 0.3) (0.22, 0.37) (0.0, 0.0)
(0.0, 0.0)
no
...
...
...

(V) SVM classifier predicts whether the instances from previous step represent valid CEM mentions.
(VI) The final results are then exported for the CEM and CDI subtasks
respectively (for CEM we output all probabilities as 0.5 because they are not
important for the evaluation):
CEM results
23444833 A:318:324 1 0.5
23444833 A:289:301 2 0.5
23444833 A:448:464 3 0.5
...

4

CDI results
23444833
serine
1 0.63
23444833 lystabactins 2 0.6
23444833 nonproteinogenic 3 0.22
...

Results and discussion

We show the results of the evaluation on development and training data in
Table 1. The submitted results were inferred by the models learnt using the
same settings as these ones3 . The results for run1 and run2 are retrieved only
from both combinations of token-based LCRF models and for run3, the results
are further classified using an SVM classifier. The results that we and other
teams achieved on the CHEMDNER test dataset, are available in a separate
paper [7].
3

Values run1, run2, run3 correspond to the official CHEMDNER submissions.
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From the results in Table 1 we can observe that token-based full and tokenbased mention CRF models produce similar results and that their combination
using an SVM classifier results in a slightly better Micro-averaged F-score, but
produces more false positive errors.
Macro-average Micro-average
CEM
TP FP FN P
R
F
P
R
F
Token Full CRF (run1)
18858 3848 10668 79.6 65.8 69.8 83.1 63.9 72.2
Token Mention CRF (run2) 19477 4619 10049 77.9 67.9 70.4 80.8 66.0 72.6
CRF + SVM (run3)
19790 4839 9736 77.2 68.1 70.2 80.4 67.0 73.1
CDI
Token Full CRF (run1)
11324 2884 4771 78.4 72.1 73.2 79.7 70.4 74.7
Token Mention CRF (run2) 11582 3515 4513 76.2 73.6 73.1 76.7 72.0 74.3
CRFs + SVM (run3)
11835 3765 4260 75.2 74.4 73.0 75.9 73.5 75.0
Table 1. Overview of CEM and CDI results when the system is trained on the training
dataset and tested on the development dataset.

The achieved results are fairly low, especially according to other general
named entity recognition tasks. This is also due to the fact that we used feature
functions based only on the observable syntactic values, part-of-speech tags and
gazeteer-based feature functions (i.e., greek symbols and periodic table symbols).
From the third-party sources we used only DrugBank database, which includes
chemical names, brand names, IUPAC names and synonyms.
The approximate time that is needed to train and infer the results presented
in Table 1 is about 1 hour. For the test dataset, which contains 20.000 documents,
we needed about four hours to get the final results4 .

5

Conclusion

The paper proposes a novel multiple CRF and SVM-based approach for named
entity recognition. The linear-chain CRF models are trained against standard
token-based data and constituent-based sequences. Both of them also use different settings, once identifying the exact named entities or otherwise just identifying the presence of a chemical mention. We applied the algorithm to the
CHEMDNER task (the results are accessible in [7]), evaluated it on training
and development dataset and discussed the results using different settings.
In the future work we plan to include richer feature functions (e.g., from dependency parsing) and incorporate more data from publicly available databases
to achieve better results. It would also be useful to weight specific predictions
from different models for the final results.
4

The machine we were working on is a standard Intel i7 processor with a 16GB of
RAM.
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Abstract. One of tasks of the BioCreative IV competition, the CHEMDNER task, includes two subtasks: CEM and CDI. We participated in
the later subtask, and developed a CEM recognition system on the basis of CRF approach and some open-source NLP toolkits. Our system
processing pipeline consists of three major components: pre-processing
(sentence detection, tokenization), recognition (CRF-based approach),
and post-processing (rule-based approach and format conversion).
Key words: Chemical Compound and Drug Name Recognition; Conditional Random Fields (CRFs); Entity Mention; Rule-based Approach

1

Introduction

There is an increasing interest to improve information access on chemical compounds and drugs (chemical entities) described in biomedical literature. In order
to achieve this goal, it is very crucial to be able to identify chemical entity mentions (CEMs) automatically within text. The recognition of chemical entities
is also crucial for other subsequent text processing tasks, such as detection of
drug-protein interactions [1] and so on.
Though many methods and strategies to recognize chemicals in text have
been proposed, only a very limited number of publicly accessible CEM recognition systems have been released [2]. The implementation of CEM recognition
system was the scope of one of the tasks of the recent BioCreative IV competition, the CHEMDNER task. The goal of the GEM recognition subtask is to
provide for a given document the start and end indices corresponding to all the
chemical entities mentioned in this document. In our recognition system, instead
of extracting a CEM such as ”(+)-anti-BP-7,8-diol-9,10-epoxide” as a whole, we
regard it as a sequence labeling problem.
⋆

Corresponding author: Tel: +86-10-5888-2074, Fax: +86-10-5888-2427
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2

Systems Description and Methods

Pre-processing

PubMed Abstract

Sentence Detection

Tokenization

Recognition

CRF-based Approach

Post-processing

Rule-based Approach

Format Conversion

Output Results

Fig. 1. The system processing pipeline that includes three major components: preprocessing (sentence detection, tokenization), recognition (CRF-based approach) and
post-processing (rule-based approach and format conversion).

As shown in Fig. 1, our system first detects sentence boundaries on the
PubMed abstract, and then tokenizes each detected sentence as pre-processing.
Next, our system extracts CEM from text with a CRF approach, followed by
some post-processing steps including a rule-based approach and a format conversion step. We describe each step in detail in the following subsections.
2.1

Pre-processing: Sentence Detection & Tokenization

A sentence detector can identify if a punctuation character marks the end of
a sentence or not. Here, the OpenNLP1 sentence detector is utilized. However,
sentence boundary identification is challenging because punctuation marks are
often ambiguous [3]. In order to improve further the performance of the sentence
detection, we collected many abbreviations, such as var., sp., cv., syn., etc. from
the training and development set. Then we generated several rules, such as if
current sentence ends with these abbreviations or comma, or next sentence starts
with lower-case letter. In this case, the current and next sentences are merged
into a new one.
A tokenizer divides each obtained sentence above into tokens, which usually
correspond to words, punctuation, numbers, etc. However, to capture individual
components within a CEM, similar to Wei et al. [4], we perform tokenization on
a finer level. Specifically, special characters (e.g., ”(”, ”)”, ”+”, ”-”), numbers,
and Greek symbols are divided as separate tokens. An example is shown in
Table 1. Plural upper-case abbreviations are also separated into two tokens,
such as ”NPs” into ”NP” and ”s”. In fact, before any pre-processing, we also
merge some special characters with the same meaning, such as ”≥” vs. ”≧”, ”∗”
vs. ”*”, etc.
2.2

Recognition: CRF-based Approach

As mentioned in Section 1, we see the CEM recognition problem as a sequence
labeling one (see Table 1). As a type of discriminative undirected probabilistic
1

OpenNLP can be available from http://opennlp.apache.org/index.html.
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model, conditional random fields (CRFs) [5] are often used for labeling or parsing
of sequential data, such as natural language text or biological sequences.
Given token sequence x = (x1 , x2 , · · · , xN ), CRF defines the conditional
probability distribution Pr(y|x) ∝ exp(wT f (yn , yn−1 , x)) of label sequence y =
(y1 , y2 , · · · , yN ). Here, w = (w1 , w2 , · · · , wM )T is a global feature weight vector and f (yn , yn−1 , x) = (f1 (yn , yn−1 , x), f2 (yn , yn−1 , x), · · · , fM (yn , yn−1 , x))T
is a local feature vector function. The weight vector w can be obtained from the
training and development set by a limited-memory BFGS (L-BFGS) [6] method.
Table 1. An example of CEM component labels in an excerpt ”· · · [C(8)mim][PF(6)]
· · ·” in PMID: 23265515.
token
label

···
O

[
C
(
8
FORMULA-B FORMULA-I FORMULA-I FORMULA-I

token
)
min
]
[
PF
label FORMULA-I FORMULA-I FORMULA-I FORMULA-I FORMULA-I
token
(
6
)
]
label FORMULA-I FORMULA-I FORMULA-I FORMULA-E

···
O

The CHEMDNER task classifies the annotated CEM into one of seven classes C = { SYSTEMATIC, IDENTIFIER, FORMULA, TRIVIAL, ABBREVIATION, FAMILY, MULTIPLE }. Like the traditional BIEO labeling models,
which label each token as being the beginning of (B), the inside of (I), the end of
(E) or entirely outside (O) of a span of interest, we designed 22 different labels:
{c−B, c−I, c−E}c∈C and O for all tokens outside a mention (Table 2). In our
system, CRF++2 is adopted for the actual implementation.
Table 2. The 22 different labels for the CEM recognition problem.

SYSTEMATIC
IDENTIFIER
FORMULA
TRIVIAL
ABBREVIATION
FAMILY
MULTIPLE
Others

2.3

B
√
√
√
√
√
√
√

I
√
√
√
√
√
√
√

E
√
√
√
√
√
√
√

O

√

Features for CRF

Our system exploits four different types of features:
2

CRF++ can be available from http://crfpp.googlecode.com/svn/trunk/doc/index.html.
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General linguistic features. Our system includes the original tokens, as well
as stemmed tokens, as features using the Porter’s stemmer from Stanford
CoreNLP3 .
Character features. Since many CEMs contains numbers, Greek letters, Roman numbers, amino acids, chemical elements, and special characters, our
system calculates several statistics as features for each token, including its
number of digitals, number of upper- and lower-case letters, number of all
characters and presence or absence of specific characters or Greek letters,
Roman numbers, amino acids, or chemical elements.
Case pattern features. Similar to [4], any upper case alphabetic character is
replaced by ’A’, any lower case one is replaced by ’a’, and any number (0-9)
is replaced by ’0’. Moreover, our system also merge consecutive letters and
numbers and generated additional single letter ’a’ and number ’0’ features.
Contextual features. For each token, our system includes the linguistic features of two neighboring tokens from each side.
2.4

Post-processing: Rule-based Approach & Format Conversion

On closer examination, we find that the results of CRF approach include some
false positive CEMs, such as ”25(3), 186-193”, ”1-D, 2-D” and so on. So, we developed several additional rules to remove them. In addition, our post-processing
step also helps adjust text spans of CEMs, such as adding a missing closing
parenthesis, such as ”[4Fe-4S](2+” into ”[4Fe-4S](2+)”. Finally, we convert the
recognized CEMs into the official format.

3

Experimental Setup

We analyzed the training and development data and found that there are many
nested CEMs in the development set, such as ”polysorbate 80” (offset: 1138
to 1152) and ”polysorbate” (offset: 1138 to 1149) in the abstract of PMID:
23064325. See Table 3 for more examples of CEM pairs. Since CRF++ cannot
identify the nested CEMs, we just omit the less spanned CEMs.
In addition, there may be some annotation errors in the development set,
such as ”morphin” (offset: 977 to 984) vs. ”morphine” in the abstract of PMID: 23412114, ”β-aminoketone” (offset: 42 to 45) vs. ”β-aminoketones” in the
title of PMID: 23572392, ”1beta-hydroxysteroid” (offset: 69 to 89) vs. ”11betahydroxysteroid” in the title of PMID: 23414800, ”atty acids” (offset: 278 to 288)
vs. ”fatty acids” in the abstract of PMID: 23411224 and ”[(MnMo(6) O(18)
)((OCH(2) )(3) C-NHC(O)(CH(2) )(x) CH(3) )(2) ])” (offset: 438 to 502) vs.
”[(MnMo(6) O(18) )((OCH(2) )(3) C-NHC(O)(CH(2) )(x) CH(3) )(2) ]” in the
abstract of PMID: 23401298. We also manually corrected these errors before
training our CRF model.
3

Stanford CoreNLP can be available from http://nlp.stanford.edu/software/corenlp.shtml
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In CRF++, there are 4 major parameters (”-a”, ”-c”, ”-f” and ”-p”) to
control the training condition. In our submitted predictions, the parameters ”a”, ”-f” and ”-p” are set to CRF-L2, 2 and 4, respectively. The option ”-c”
trades the balance between over-fitting and under-fitting. The predicted results
will significantly be influenced by this parameter. It is better to find an optimal
value by cross validation. But due to time constraints, we just set ”-c” option
to {2−2 , 2−1 , 20 , 2, 22 }. Our submitted 5 runs corresponds to different values of
”-c” option.
Table 3. Nested CEM pairs in the development set.
ID PMID T/A
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

4

23064325
23353756
23425199
23425199
23298577
23368735
23368735
23562534
23288867
23500769
23435367
22401710
23350627
23350627
23453838
23453838
23453838
23453838
23453838
23453838
23401298

A
A
T
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A

Offset
Offset
ID PMID T/A
Start End Start End
1138 1152 1138 1149 22 23567043 A
12 65
29 65 23 23425199 T
50 66
61 66 24 23425199 A
56 72
67 72 25 22313530 A
365 381 378 381 26 23368735 A
83 103
97 103 27 23368735 A
108 119 118 119 28 23229510 A
944 950 944 946 29 23562534 A
1625 1641 1625 1632 30 23294378 A
410 418 410 414 31 23295645 T
118 133 118 125 32 23435367 A
688 696 688 691 33 23350627 A
96 111 101 111 34 23350627 A
117 130 122 130 35 23453838 A
467 507 473 475 36 23453838 A
467 507 482 483 37 23453838 A
467 507 504 507 38 23453838 A
632 646 640 641 39 23453838 A
767 782 773 774 40 23453838 A
843 847 845 847 41 23453838 A
438 502 438 501

Offset
Start End
436 450
50 66
56 72
306 364
83 103
108 119
645 739
944 950
584 604
0
33
963 978
96 111
117 130
467 507
467 507
467 507
632 646
767 782
767 782
909 913

Offset
Start End
444 450
50 60
56 66
307 364
87 93
112 114
646 738
947 950
585 603
10 33
963 970
96 100
117 121
469 471
479 480
495 502
634 636
769 771
779 782
911 913

Conclusions

We participated in the CEM subtask of CHEMDNER task and developed a CEM
recognition system. In our system, instead of extracting a CEM as a whole, we
regarded it as a sequence labeling problem. The famous CRF model is utilized to
solve the sequence labeling problem. From our practice and lesson, if we directly
use some open-source NLP toolkits, such as OpenNLP, Stanford CoreNLP, false
positive rate may be very high. It is better to develop some additional rules to
minimize the false positive rate if one don’t want to re-train the related models.
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Abstract. This paper briefly describes the works that we have carried
out as part of our participation in the BioCreative-IV Track-2 shared
task on chemical compound and drug name recognition. We submit five
runs, all of which are based on the machine learning approaches. As the
machine learning techniques we use Conditional Random Field (CRF),
Support Vector Machine (SVM) and a simple ensemble technique. Our
system is domain-independent in the sense that it does not make use
of any domain-specific external resources and/or tools. Here we report
the evaluation results for only of those runs where development set is
not included as part of the training procedure. We obtain the best performance with a CRF based model that shows the micro average recall,
precision and F-score values of 72.80%, 75.82% and 74.28%, respectively.
The same model yields the macro average recall, precision and F-core
values of 73.96%, 74.22% and 72.47%, respectively.
Key words: Chemical name recognition; CRF; SVM; Domain-independent

1

Introduction

In recent times, information extraction has drawn huge attention to the biological or medical practitioners and researchers. There exists huge amount of
un-organized and unstructured web-based data, and every day many documents
are being added to it. Therefore organizing, finding and extracting relevant information from such a huge amount of data is an important challenge in our
day-to-day life. In life science articles, patents or health agency reports, chemical compounds and drug names like small signal molecules or other biological
active chemical substances are the important entity classes. There has been lot
of interest to the concerned community to identify mentions of chemical compounds automatically within text as well as to index whole documents with the
compounds described in them. The recognition of chemical entities is also crucial for other text mining tasks that include but not limited to the predictions
of drug-drug/protein-protein interactions, finding relations to adverse reactions
of chemical compounds and their associations to toxicological endpoints or the
extraction of pathway and metabolic reaction relations 1 .
1

http://www.biocreative.org/tasks/biocreative-iv/chemdner/
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There exists many representations and nomenclatures for chemical names.
Some examples are SMILES, InChI and IUPAC, out of which the first two allow
a direct structure search, but IUPAC like names are more frequent in biochemical texts. Trivial chemical names can be easily found using a dictionary-based
approach and can be subsequently mapped to their corresponding structures. In
contrast it is not feasible to enumerate all IUPAC like names. Automatic identification of mentions of chemical compounds in text is of interest for a variety
of reasons.
In this paper we report on our participation to the BioCreative-IV Track2 shared task on chemical compound and drug name recognition. The goal of
this task is to promote the implementation of systems that are able to detect
mentions of chemical compounds and drugs, in particular those chemical entity
mentions that can subsequently be linked to a chemical structure. The task was
to provide, for a given document, the start and end indices corresponding to all
the chemical entities mentioned in the document.

2

Methods

Our method for drug and chemical name recognition is based on machine learning
algorithm. We use CRF [1] and SVM [2] as the learning algorithms. The key
focus was to develop systems that could be easily adapted to other domains. We
develop five different systems for submission. Three of our models are developed
based on CRF, one model is based on SVM, and the rest one is based on a
ensemble framework. For ensemble we combine seven models, where apart from
the other four submitted runs, we also combine another three CRF based models,
generated by varying the feature templates. We identify and implement variety
of features, mostly without using any deep domain knowledge or domain-specific
external resources and/or tools. We develop our own rule–based technique for
sentence splitting and tokenization.
We use the C++ based CRF++ package 2 for CRF experiments. It models
the problem as a sequence learning task. For SVM we use YamCha3 toolkit,
along with TinySVM-0.074 . Here, the pairwise multi-class decision method and
the polynomial kernel function are used.
2.1

Features

The success of any machine learning algorithm is based on the feature sets.
The features presented here are automatically extracted from the given datasets
without using any other source of information.
Context words: These are the words occurring within the context window
i+3
i+2
i+1
wi−3
= wi−3 . . . wi+3 , wi−2
= wi−2 . . . wi+2 and wi−1
= wi−1 . . . wi+1 , where wi
is the current word.
2
3
4

http://crfpp.sourceforge.net
http://chasen-org/ taku/software/yamcha/
http://cl.aist-nara.ac.jp/ taku-ku/software/TinySVM
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Word prefix and suffix. These are the word prefix and suffix character sequences of length up to n. We experiment with n=3 (i.e., 6 features) and 4 (i.e.,
8 features) both.
Word length. We define a binary-valued feature that fires if the length of wi
is greater than a pre-defined threshold. This filters out very short words.
Infrequent word. A list is compiled from the training data by considering the
words that appear less frequently than a predetermined threshold, i.e. 10 in our
current experiment. Now, a feature is defined that fires if wi occurs in the compiled list. This is based on the observation that more frequently occurring words
are rarely the chemical names.
Unknown token feature: This is a binary valued feature that checks whether
the current token was seen or not in the training data. In the training phase,
this feature is set randomly.
Word normalization: This feature indicates how a target word is orthographically constructed. Word shapes refer to the mapping of each word to their
equivalence classes. Here each capitalized character of the word is replaced by
‘A’, small characters are replaced by ‘a’ and all consecutive digits are replaced
by ‘0’.
Orthographic features: We define a number of orthographic features depending upon the contents of the wordforms. In total, we define 24 features based on
the orthographic constructs.
Informative words: Sometimes the words or the sequence of words that precede and follow the chemical names could be useful for mention recognition.
From the training set, we extract most frequently occurring words that appear
i+2
within the context of wi−2
= wi−2 . . . wi+2 of wi . Thus we create two different
lists, one for the informative words that precede the chemical names and the
other contains the informative words that follow the chemical names. Thereafter
we define two features that fire for the words of these lists.
Chemical prefix and suffix: We extract most frequently occurring prefixes
and suffixes of length 2 from the IUPAC entities present in the training data.
Thereafter two binary valued features are defined that fire if only if the current
token contains any of these prefixes and suffixes.
Dynamic NE information: This is the output label(s) of the previous token(s).
The value of this feature is determined dynamically at run time.

3

Experimental Results

Experiments are conducted on the datasets provided for the BioCreative-IV
CHEMDNER Track-2 shared task. In order to properly denote the boundaries of
multiword chemical names, the class is further divided using the BIO notation,
where B, I and O denote the beginning, intermediate or outside tokens of an
entity. As in this work our goal was to identify only the chemical and drug
names, so we have only three classes5 .
5

B-Chem: Beginning of a chemical entity, I-Chem: intermediate tokens of chemical
entity, and O-other than chemical entity
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The system was trained with the training data and evaluated on the development data. We submitted five runs in total. In three of our submitted runs,
development set is merged to the training set. Table 1 shows the results on the
development set for the rest two runs. It shows that CRF performs better over
SVM with few points.
Table 1. Results on the development set (in %)
Model

Micro Average
Macro Average
recall precision F-score recall precision F-score
CRF 72.80 75.82
74.28 73.96 74.22
72.47
SVM 70.24 77.81
73.83 71.15 76.05
72.08

A close investigation to evaluation results suggest that most of the errors are
due to the tokenization problem. In one experiment we kept the boundary information of the tokens (chemical entities) in the development set unaltered, and it
showed the micro average F-score of approximately 85%. But, when we tokenize
the same development set with our own method, the performance drops significantly. We observe that sampling the training set by removing the sentences
that do not contain chemical names could improve the performance. The shallow parsing features such as Part-of-Speech (PoS) and chunk information could
be effective for the task.

4

Conclusion

In this paper we report about our submitted system as part of our participation
in the BioCreative-IV Track-2 chemical and drug name recognition task. Our
system is based on machine learning algorithms such as CRF and SVM. These
classifiers are trained with a diverse set of features, which are generated without using any domain-specific external resources and/or tools. There are many
scopes for further improvement of the system. At present we have used only the
features that are extracted automatically from the training data. In future we
would like to (i) implement shallow parsing features such as PoS and chunk, (ii)
extract some other domain-specific features from the external resources such as
PubChem etc. We would also like to carry out thorough sensitivity analysis to
find the most relevant set of features for this particular problem.

References
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Abstract. We propose a novel ensemble approach chemical named entity recognition (CNER) tool that uses diﬀerent CNER tools such as
OSCAR4 and ChemSpot with diﬀerent characteristics by using machine
learning (ML) technique. Since this tool may identify typical errors of one
CNER by using other tools’ output, our system outperforms ChemSpot
(ML-based) and OSCAR4 (rule-based) in original setting.

1

Introduction

This reports describes our system that participated in the BioCreative IV, Track
2- CHEMDNER Task: Chemical compound and drug name recognition task,
Chemical entity mention recognition sub-task [1].
There are various chemical named entity recognition (CNER) tools to identify
chemical entities in the research articles. There are two main approaches for this
task. One is rule and dictionary based approach that uses chemical dictionary
and syntactic patterns for representing chemical named entity. OSCAR4 [2] is
one of the best open system based on this approach. The other approach is
machine learning approach that uses several linguistic features such as POS,
lematization form, and orthogonal features to identify chemical named entity.
ChemSpot [3] is one of the best open system based on this approach that also
uses dictionary based feature.
Based on the analysis of OSCAR4 and ChemSpot in this task, ChemSpot is
good at precision, but is not good at recall. On the contrary, OSCAR4 is good
at recall, but is not good at precision. In addition, when we merge both results,
recall increased because there are many unique answers that only one system
can identify.
However, since there are typical cases in the unique answers, it is not good
to use simple ensemble approach based on voting [4]. Therefore, we decide to
use output of these CNER tools as features of the keyword by using Conditional
Random Field (CRF) [5] as a machine learning technique.
We conﬁrm our approach outperforms ChemSpot and OSCAR4 that are not
trained for this corpus. In addition, we also conﬁrm our framework is consistently
improve the performance by integrating output from diﬀerent characteristic systems.
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2

Systems description and methods

2.1

Preliminary experiments and methods

OSCAR4 [2] and ChemSpot [3] is well known open CNER system. Both systems
have good performance on SCAI corpus (F1 is larger than 0.7). However, due
to the diﬀerence between SCAI corpus guideline and this task, it is necessary to
understand the basic performance of these systems.
Table 1 shows preliminary evaluation results by two fold cross validation
(average of result using train as training and development for evaluation and
one using development as training and train for evaluation).
From this results, we conﬁrm the performance of these two system is not
equivalent with one for SCAI corpus. We assume this may comes from the difference between corpus construction guideline. Therefore, it is necessary to have
a mechanism to adopt this diﬀerence.
“ChemSpot+OSCAR4” in Table 1 shows evaluation results that merge results of two systems and exclude duplication. Based on the comparison between
recall, we conﬁrm both systems have unique answers that other system cannot
recognize.
As we conﬁrmed in this preliminary experiment, ChemSpot and OSCAR4
have diﬀerent characteristic and ﬁnd out unique answers. Therefore, in this paper, we construct CNER tool that integrates output of two diﬀerent systems.
Table 1. Preliminary evaluation by two fold cross validation
Name

Macro
Micro
Prec. Rec. F Prec. Rec. F
OSCAR4
0.43 0.63 0.48 0.41 0.62 0.49
ChemSpot
0.66 0.58 0.58 0.72 0.59 0.65
ChemSpot+OSCAR4 0.45 0.79 0.54 0.44 0.79 0.56
Prec.: Precision, Rec.: Recall, Avg-P: Average precision

2.2

Systems description

We employ common approach to use CRF with multiple characteristic features
(e.g., linguistic features, and others) to predict the target token type.
We use following modules for proposed system.
– CRF++ 1 : Implementation of CRF classiﬁer
– ChemSpot2 : A CNER tool based on a hybrid approach combining a Conditional Random Field with a dictionary.
1
2

CRF++-0.58:http://crfpp.googlecode.com/svn/trunk/doc/index.html
Chemspot1.5:http://www.informatik.hu-berlin.de/forschung/gebiete/wbi/resources/
chemspot/chemspot/
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– OSCAR43 : A CNER tool that uses dictionary, rule and NLP techniques.
There are several categories for OSCAR4 output. In this system we use CM
(compound) for annotation. In addition to CM itself, RN(reaction) and CJ
(adjective) followed with CM are also used as a part of chemical named
entity.
In addition to the system output, we also uses linguistic features (symbol,
POS, lematization form, and orthogonal features) and output of our rule-based
CNER tools [6]. This CNER tools uses similar rules of OSCAR4, but it tends
to exclude common ordinary word (e.g., In, ...) for obtaining better precision.
One of the diﬃculties to integrate results of diﬀerent system is an inconsistency of segmentation. For example, “cyclooxygenase-2” in abstract 22080037
is treated as one element in OSCAR4 and selected as chemical, but ChemSpot
separate it into “cyclooxygenase”, “-”, and “2”. In order to handle this type
of inconsistency, we translate results into same format output into “22080037
A:245-261” and mapped into the ﬁnal POS tagging results. In this mapping process, all segmented elements that include a part of the tagged oﬀset results of
other CNER are treated as tagged for that CNER.
Followings are list of features used in the system.
– Surface symbol: symbol that uses for representing term.
– Part-Of-Speech (POS) tag: result of GPoSTTL tagger 4 , which is a brill’s
Parts-of-Speech tagger, as built-in tokenizer and lemmatizer.
– Lemmatization: symbol that is a result from POS tagger.
– Orthogonal feature: symbol that represent styles of surface symbol (such
as all capitals, lowercase, and digits). This information is identiﬁed using
regular expressions based on the POS tag.
– CNER tag: output of our CNER system in IBO format. our CNER is a
rule-based chemical entity recognizer that uses regular expression to identify
chemical compounds. in addition, CNER is uses syntactical rules to solve
some mismatches that might occur between chemical compounds and normal
text. For example, we assume that short words falling in the beginning of a
sentence such as ”In” is not chemical compound (such as Indium). also we try
to identify abbreviations of technical terms identiﬁed within the document
and avoid tagging them as chemical compounds.
– ChemSpot tag: output of ChemSpot in IBO format
– OSCAR4 tag: output of OSCAR4 in IBO format
Table 2 shows an example of the IOB style data for CRF training and evaluation by using these information.
Template for generating features is almost same as one for Japanese NE of
CRF++ tool kit (modiﬁcation of template for handling large number of features
for one element). Conﬁdence for the extracted terms are calculated based on the
3

4

chemicalTagger-1.3: http://chemicaltagger.ch.cam.ac.uk/ We use output of OSCAR4 related output of ChemicalTagger
gposttl-0.9.3: http://gposttl.sourceforge.net
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Table 2. Sample of the input ﬁle format for CRF (part of the text)
Surface
cyclooxygenase-2
(
COX-2
)
,

POS
JJ
(
NP
)
,

Lemmatization
cyclooxygenase-2
(
cox-2
)
,

Orthogonal
OtherHyphon
Other
TwoCaps
Other
Comma

CM
O
O
O
O
O

ChemSpot
O
O
O
O
O

OSCAR4
B
I
I
I
O

CEM
O
O
O
O
O

output of CRF. For the conﬁdence value for multiple terms are calculated by
multiplication of conﬁdence value for all values for “B” and “I”.
In this sub-task, we submit following 3 results with diﬀerent conﬁguration.
All of them using the above mentioned basic features.
1. Run1: uses all features discussed in before and training data and development data for CRF learning. However, it includes some errors for text
normalization (Mostly for back up purpose).
2. Run2: uses all features discussed in before and training data and development
data for CRF learning. Text normalization error of Run 1 are mostly solved.
3. Run3: uses same data of Run2, but uses diﬀerent CRF parameter (hyperparameter c=1.5 minimum number of features f=3).

3

Discussion

Since there are no information about ﬁnal data, we conduct experiments by using
train and development data as two fold cross validation data.
Table 3 shows result of several evaluational results for diﬀerent settings.
Run1-3 corresponds to the submitted system and Run2-OSCAR4 and Run2ChemSpot is for Run2 based system without OSCAR4 or ChemSpot respectively. Run2Basic-OSCAR4 and Run2Basic-ChemSpot is for basic elements of
Run2 system (Surface symbol, POS, lemmatization form and Orthogonal feature) and OSCAR4 or ChemSpot respectively. Since there are no rank for the
output of OSCAR4 and ChemSpot, average precision is marked as “-”.
Basically, our submitted systems (“Run1-3”) have similar results that outperforms other systems and settings especially in recall.
Performance of “ChemSpot” is worse than one for the case of SCAI corpus. Since it may comes from the inconsistency between the tagged guideline between SCAI corpus (training data of ChemSpot) and one for this task.
Since “Run2Basic+ChemSpot” uses task corpus and performance is better than
“ChemSpot”. This diﬀerence shows that it is necessary to use training data for
assimilating diﬀerent guideline.
In addition, from the comparison between “Run2” and other “Run2” based
system, we conﬁrm diﬀerent characteristic features supports to improve recall
without loosing precision. There are several cases that ensemble based approach
detect appropriate term boundary to improve recall and precision at the same
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Table 3. Performance evaluation by two fold cross validation
Name

Macro
Micro
Prec. Rec. F Avg-P Prec. Rec. F Avg-P
Run1
0.80 0.69 0.72 0.59 0.83 0.69 0.75 0.66
Run2
0.77 0.68 0.70 0.56 0.80 0.68 0.73 0.57
Run3
0.76 0.68 0.70 0.56 0.79 0.68 0.73 0.57
Run2-OSCAR4
0.74 0.64 0.67 0.52 0.78 0.65 0.71 0.54
Run2-ChemSpot
0.76 0.64 0.67 0.53 0.80 0.63 0.71 0.53
Run2Basic+OSCAR4 0.76 0.64 0.67 0.52 0.81 0.62 0.70 0.53
Run2Basic+ChemSpot 0.74 0.64 0.66 0.52 0.78 0.64 0.71 0.53
OSCAR4
0.43 0.63 0.48
0.41 0.62 0.49
ChemSpot
0.66 0.58 0.58
0.72 0.59 0.65
Prec.: Precision, Rec.: Recall, Avg-P: Average precision

time. However adding similar types of CNER system (our CNER system and
OSCAR4) may not be so much eﬀective than adding diﬀerent characteristic
systems.

4

Conclusion

In this report, we have discussed an ensemble approach using machine learning
system and aggregates diﬀerent chemical named entity recognizers with diﬀerent
characteristics in order to identify chemical entities. We conﬁrm the usefulness of
our approach by using training and development data for BioCreative IV, Track
2- CHEMDNER Task.
Acknowledgments This work was partially supported by JSPS KAKENHI
Grant Number 24240021.
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Abstract
The function of chemical compound and drugs involved in biological processes and their relative
effect on the onset and treatment of diseases have gained increasing interest with the
advancement of life science researches. To extract knowledge of interest from massive amount
of related literatures, the organizers of BioCreative IV hosted a chemical compound and drug
name recognition task. This paper briefly introduces the approach of our CHEMDNER system
with preliminary evaluation results on the provided development set.

Introduction
Studies regarding the effect of chemical and drugs under various circumstances have become an
important task due to their impact on organismal growth and development. However, in contrast
to the gene mention recognition and normalization task proposed previously, the recognition of
chemical compound and drugs has yet to make progress with limited resources and available
tools. To propel the research of CHEMical compound and Drug Name Entity Recognition
(NER), the CHEMDNER of BioCreative IV was held in hope to improve the efficiency and
accuracy of chemical and drug recognition, which can benefit both the academic and industrial
area.

Material and Methods
We formulate chemical compound and drug named entity recognition as a traditional sequence
labeling problem, and would like to examine the effect of the utilized features within the
chemical domain. Following, we describe the features used in our system.
Word features
Word features are used in many machine learning (ML)-based NER systems. Take the sentence
"Mercury induces the expression of cyclooxygenase-1 and inducible nitric oxide synthase" as an
example. If the target word is "oxide", the following word "synthase" will help the conditional
random fields (CRF) model distinguish the oxide synthase from oxide layer. In this task, we set
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the number of the preceding/following words as 2. Furthermore, we also apply bigram and
trigram words feature as our parts of conjunction features.
The affix of a word is a morpheme that is attached to a base morpheme, such as a root or a stem,
to form a word. The type of an affix depends on its position relative to the root. Prefixes
(attached before another morpheme) and suffixes (attached after another morpheme) are two of
these types. Some prefixes and suffixes provide good clues for classifying named entities. For
example, words that start with "1,1" are usually chemicals. Nevertheless, short prefixes or
suffixes are too common to be of any help in classification. For instance, it would be difficult to
guess to which category a word ending in "~es" belongs. For this task, we set the prefixes and
suffixes as 3–5 characters.
Orthographical features
The orthographical features are the regular expressions for the named entities, and they are
widely used in other general NER [1] or biomedical NER systems[2]. Empirically, it has been
shown that these features can detect NE patterns. Take the pattern “NUMBER” as an example.
The digits following a sequence of a comma and a number, e.g., '2' in the SYSTEMATIC 2,4dinitrophenyl, usually denote the position of the attached functional groups. Sometimes, named
entities possess similar patterns, such as As(V) and DMA(V), and they belong to the same
category. Hence, we use a simple process to normalize the words: 1) all capitalized characters
are all replaced by 'A'; 2) non-capitalized characters are replaced by 'a'; 3) all digits are all
replaced by '0'; 4) non-English characters are replaced by '_'. We also reduce consecutive strings
of identical characters to a single character. For example, "Aaaaa_A" is normalized to "Aa_A".
Consider two named entities "Na(2)CO(3)" and "As(2)O(3)". After applying the normalization
process, both of these entities will be normalized to the same term "Aa_1_A_1_".
External tool features
Besides the word and orthographical features, we also use chunk and part-of-speech (POS)
information, which are obtained by the GENIA tagger [3]. In chunking, also called shallow
parsing, a sentence is divided into a series of chunks that include nouns, verbs, and prepositional
phrases. Generally speaking, NEs are usually located in noun phrases. In most cases, either the
left or right boundary of an NE is aligned with either edge of a noun phrase. For instance, in the
noun phrase "the polyhedral oligomeric silsesquioxane", the chemical name "polyhedral
oligomeric silsesquioxane" aligns with the right boundary of the noun phrase. NEs rarely exceed
phrase boundaries. Part-of-speech (POS) information is useful for identifying named entities.
Verbs and prepositions usually indicate an NE's boundary. Nouns not found in the dictionary are
usually proper nouns, which are good candidates for named entities. Setting a context window
length for POS features is similar to setting the window length for word features. We found that
five is also a suitable window size for POS features.

Preliminary Results
A total of three different configurations are used for the CHEMDNER task. Configuration 1
consists of complete features with complete templates. Configuration 2 is generated by removing
templates without the symbol “\” from configuration 1, and configuration 3 is created by
removing sentence with “O”s from configuration 2. The performance of our system on the
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development set is shown in Table 2 and 3. Although the difference of the three configurations
is insubstantial, configuration 3 unexpectedly achieved the highest performance of all. We
speculate that the features and templates derived from previous gene mention recognition
experiences may be insufficient, or even adverse for chemical and drug recognition. This
indicates that the nature of gene and chemical named entity recognition are somewhat different,
which requires further error analysis to substantiate our hypothesis.
Table 1. Performance on the chemical document indexing development set
Configuration
Macro Macro Micro
Micro
F-score FAP-s. F-score. FAP-s.
CDI_all_feature_all_template 69.94
60.23
70.74
59.86
CDI_all_feature_no_conj
70.02
60.32
70.86
59.93
CDI_remove_o_sent_no_conj 70.83
60.65
71.53
59.93
Table 2. Performance on the chemical entity mention recognition development set
Configuration
Macro Macro Micro
Micro
F-score FAP-s. F-score. FAP-s.
CEM_all_feature_all_template 65.22
54.96
67.23
55.59
CEM_all_feature_no_conj
65.40
55.13
67.37
55.73
CEM_remove_o_sent_no_conj 66.69
56.38
68.70
56.80
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Abstract. Following the interest taken into Name Entity Recognition in
academic literature in the Gene Mention recognition task of BioCreative I and
II, the BioCreative IV hopes to make the implementation of the system in the
field of detecting mentions of chemical compounds and drugs. Considering that
the machine learning methods have obtained great success in the correct
identification of gene and protein names, and dictionary lookups also have the
power to recognize the variable naming convention of chemical and drug names,
we combine the above approaches by regarding dictionary results as features to
help machine learning. Our system is based on Conditional Random Fields
(CRF).
Keywords: Name Entity Recognition, Machine Learning, Dictionary Lookup,
Conditional Random Fields

1

Introduction

With the rapid development of the digital information, biomedical literatures have
been in explosive growth, making it very difficult to retrieve the desired information. Considering that the number of publicly accessible chemical compound recognition systems is very limited, Track 2 named as CHEMDNER Task in BioCreative IV, tries to improve automatic annotations by the chemical entity recognition
from unstructured data, including scientific articles, patents or health agency reports.
The current identification methods are mainly divided into three categories:
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rule-based method, dictionary-based method and statistical machine learning method.
 Rule-based method recognizes the entities by analyzing corpus, making rules,
and then employing these rules to identify biomedical entities. Rule-based
approach can achieve a higher accuracy rate, but with low robustness.
 Dictionary-based method mainly focuses on the dictionary matching, usually in
two ways: complete matches and partial matches. For example, Kristina [1] collected information from UMLS, Mesh, etc, constructing a dictionary by rulebased term filtering and manual checking, which performed better than chemical recognizer OSCAR3 [2] did.
 Statistical machine learning method has been currently the most widely used.
Machine learning method generally builds a model from standard annotated
training datasets which usually take tremendous human efforts to make, and
employs the model in automatically annotating unlabeled datasets. For
example, Peter [3] adapted Maximum Entropy Markov Models to recognize
chemical names, with 80.7% F-score from chemistry papers and 83.2% F-score
from PubMed abstracts. Roman [6] applied CRF to find mentions of IUPAC
and IUPAC-like names in scientific text, achieving F-score as 85.6% on the
MEDLINE corpus.
However, the traditional machine learning methods tend to be data-driven and
application domain-oriented and are badly suffered from noise. Our system combines the statistical machine learning method (CRF) with the dictionary-based
method by taking the advantage of dictionary-based features to improve the effectiveness of CRF.

2

Our Methods

2.1

Word Feature extraction

The word features [4] in our approach are described as follows:





Word: Original word and its context.
Stemmed word: We use Genia-Tagger for stemming.
POS: Part-of-speech tag of each word is also obtained by Genia-Tagger.
Word Shape: Word shape of the term. To get the word shape of each word,
capitalized characters are replaced by ‘A’, non-capitalized characters are
replaced by ‘a’, digits are replaced by ‘0’, and non-English characters are
unaltered.
 Brief word shape: We shorten consecutive strings appearing in each word
shape to one character to get the brief word shape for each word. For example,
aldehyde is shortened as ‘x’, while (3Z, 6E)-1-N-methyl-3-benzy is
‘_0X_0X_0_X_x_0_x’.
 Morphological feature I: Number of specific characters. We count the number
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of specific characters divided into three categories. Given the word, firstly, we
count the digitals; next, we count the brackets and the square brackets; finally,
we count the connector. For example, (l)-AP4 will be marked as ‘221’, (S)-3,
4-dicarboxyphenylglycine as ‘222’.
Morphological feature II: The first letter of the word. The word will fall into
five categories: Digital_B, Lower_B, Capital_B, Symbol_B, and Other_B,
meaning that it begins with a number, a lower letter, a capital letter, a symbol,
or others.
Prefix & Suffix: 2-g and 4-g prefix and suffix of the current word. For example,
“(l)-AP4”: the 2-g prefix and suffix feature are respectively “(1” and “p4”.
Word length: The length of the word can be classified as: lens:1-5, lens:6-10,
lens:11-15, lens:16-20, lens:21-30, lens:31-40, lens:41-50, lens:50+.
Boundary word feature: A boundary word here is defined as the word that
appears at the end of a chemical entity. A boundary word list is automatically
generated with boundary words which occur more than once in the training
data.

2.2

Dictionary Features

The form that a term appears in the test datasets may be very similar to that annotated in the training datasets. Similarity comparison is helpful for discovering some undefined chemical entities. Moreover, if an entity contains a functional group,
like Methyl, Hydroxyl, Benzene, it is very likely to be a chemical compound or a
drug name.
We make a small ‘fullname-dictionary’ from the training and development datasets. On this basis, we extract some fragments of the chemical compound and
drug names in the fullname-dictionary, that is, the substrings, whose lengths are
larger than 4, will be recorded in another dictionary called ‘fragment-dictionary’.
In short, we construct two dictionaries: fullname-dictionary and fragmentdictionary.
The dictionary features used in the task are described as follows:
 Functional fragment: Whether the current word contains one entry defined in
fragment-dictionary. If it consists of more than one entry, it will be marked as
“Dict: Y”, or marked as “Dict: N”.
 Similarity comparison: Calculating the similarities between the current word
and the entries in the fullname-dictionary, and grading according to the maximum of the similarities, resulting as “sim:>0.9, sim:<0.8, sim:<0.7, sim:<0.6,
sim:<0.5”. Moreover, stop words will be marked as “sim: <0.5”. Similarity
computing in our system is described in Fig.1.
2.3

Train&Test in CRF++

The training and development datasets in this task are processed as Training Input
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for CRF++, with ‘BIOWE’ label, while the test dataset is processed as Testing
Input for CRF++. The prior probability and posterior probability will be used to
calculate the score for ranking in the submitting document.
Similarity computing measure is based on the JaroWinkler distance.
JaroWinkler distance is a measure of similarity between two strings:
current word (CurrentW) and entry, which is a variant of the Jaro distance
metric. The Jaro measure between CurrentW and entry is defined as:
Jaro (CurrentW , entry ) 

'
entry '
CurrentW '  TCurrentW
1 CurrentW


(
3 CurrentW
entry
CurrentW '

'

, entry '

)

Where CurrentW is the current word in an abstract, entry is a term in the
‘fullname-dictionary’, For a character ai in CurrentW, ai is shared with
entry if there is bj in entry such that bj=ai with i-H≤j≤i+H, where H=
min( CurrentW , entry )/2. CurrentW’ is the sequence of the characters
in CurrentW word which are shared with entry (in the same order as they
appear in CurrentW). entry’ is defined analogously. CurrentW and entry
represent the length of current word and entry respectively. CurrentW '
and entry ' are defined similarly. TCurrentW ' ,entry ' is half the number of
character positions at which the character from CurrentW’ and the one from
entry’ are different. Let P0 be the number of common prefix characters
between CurrentW and entry.
The JaroWinkler measure is:
 Jaro, Jaro  threshold

JaroWinkler (CurrentW , entry )  
P
 Jaro  10  (1  Jaro), Jaro  threshold
Where P=max(P0,4), Jaro=Jaro(CurrentW,entry).
We set the threshold as 0.7.
Fig. 1. Similarity computation between the current word and entries in the fullname-dictionary
with the Jaro Winkler Algorithm.

2.4

Post-processing

The chemical named entities derived from the results that CRF++ outputs may
contain additional characters that do not belong to canonical names [5]. We apply
simple rules to handle it.
 Remove wrapping brackets. For example, (PLGA)  PLGA; 'endocoid' 
endocoid.
 Remove symbols appearing at the end. For example, C-  C; β-eudesmol:
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β-eudesmol.
 Remove the following substrings appearing at the end: -terminal, -dependent, binding, -rich, -based, -transferase, -liver, -resistant. For example, cAMPdependent cAMP.
2.5

Ranking results

The confidence score for ranking in our system is calculated as Formula (1):

ConfidenceScore 

posteriorProbability
priorProbability

(1)

Where priorProbability and posteriorProbability can be obtained from CRF
model.

3

Experiments and Results

Both CEM and CDI subtasks have been completed in our system and the
experiments have been conducted on the development dataset, trained on the
training dataset. Each collection contains 3500 PUBCHEM annotated abstracts.
Our system employs the same strategies in CEM and CDI tasks and the
corresponding results on test dataset in five versions have been uploaded using
the following different training strategies:
 Strategy1: CRF, trained without ‘Boundary word feature’. All features mentioned in this article, except ‘Boundary word feature’.
 Strategy2: Applying a rule (RecallRule) to the.results of Strategy1. RecallRule:
if a term exists in the Chemistry Periodic Table, and its POS is tagged as a
noun, it is regarded as a chemical entity.
 Strategy3: Staged CRF, trained without ‘Boundary word feature’. Training
dataset is divided into ten parts equally and every part is marked as Traini (0≤i
≤9). The model generated by Staged CRF is described in Fig.2.
 Strategy4: Applying the rule RecallRule to the results of Strategy3.
 Strategy5: CRF, trained with all features.
The results on the development dataset using the above five strategies are shown in Table.1.
The results on the test results will be published together with the overviews [7],
available in the same proceedings.

4

System Availability

We are making effort to let our approach publicly available though our system is
now unavailable by remote access yet.
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Staged CRF:
Input: train0, train1 … traini.
for j=0, 1, 2 … i-1
1. Build a modelj on train0.
2. Test trainj+1 with modelj, recording the result in resultj+1.
3. Add sentences wrongly labeled in resultj+1into train0.
Build a modeli on train0.
Output: modeli
Fig. 2. Steps of the Staged CRF
Table 1. Results on the development dataset using five strategies
1
1
2
2
3
3
4
4
5
5

5

Strategy
CDI
CEM
CDI
CEM
CDI
CEM
CDI
CEM
CDI
CEM

Precision(%)
69.42
65.17
72.84
71.02
70.18
65.47
72.93
72.48
82.72
72.48

Recall (%)
65.58
53.32
68.53
57.83
65.95
53.47
68.90
57.48
72.45
57.48

F-score (%)
67.45
58.65
70.62
63.75
68.00
58.86
70.77
64.11
77.50
64.12
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