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Abstract
Fully automated text mining systems promote efficient literature searching, retrieval, and review
but are not sufficient to produce ready-to-consume curated documents. These systems are not
meant to replace curators, but they can assist in one or more biocuration steps. To do so, the
interface with the curator is an important aspect that needs to be considered for tool adoption.
The BioCreative Interactive task (IAT) is a track designed for exploring user-system interactions,
promoting development of useful text mining tools, and providing a communication channel for
the biocuration and the text mining communities. In BioCreative IV, nine text mining systems
and around fifty curators participated in the IAT. Two levels of user participation with different
commitment were offered to broaden curator involvement and obtain more feedback on usability
aspects. The full level participation involved training on the system, curation of a set of
documents with and without text mining assistance, tracking of time on task, and completion of
the user survey. The partial level participation was designed to focus on usability aspects of the
interface and not the performance per se. In this case, curators navigated the system by
performing pre-defined tasks and they were asked whether they were able to achieve the task and
how difficult it was to do it. In this manuscript, we describe many aspects of the development of
the interactive task, from planning to execution, and discuss some preliminary findings for the
systems tested.

Introduction
BioCreative: Critical Assessment of Information Extraction in Biology is an international
community-wide effort that evaluates text mining (TM) and information extraction (IE) systems
applied to the biomedical domain (http://www.biocreative.org/) (1-5). A unique characteristic of
this effort is its collaborative and interdisciplinary nature, as it brings together experts from
various fields, including TM, biocuration, publishing houses and bioinformatics. Therefore, each
competition is tailored towards specific needs of these communities. In particular, BioCreative
has been working closely with biocurators to understand the various curation workflows, the text
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mining tools that are being used and their major needs (6,7). In BioCreative Workshop 2012,
descriptions of curation workflows from expert curated databases were reviewed to identify
commonalities and differences among these workflows (7). Compared to a survey done in 2009,
the 2012 results show that many more databases are now using text mining in parts of their
curation workflows (6,7). Although text mining tools can be applied automatically to large
corpora, these are not meant as replacement for biocuration, but rather to assist in this task.
Therefore, interaction of the text mining tool with the user is a relevant aspect for its adoption.
To address the current barriers in using text mining in biocuration, BioCreative has been
conducting user requirements analysis and user-based evaluations, and fostering standards
development for text mining tool re-use and integration. In this respect, the BioCreative
Interactive text mining Task (IAT) (8,9) has served as a means to observe the approaches,
standards and functionalities used by state-of-the-art text mining systems with potential
applications in the biocuration domain. The IAT task also provides a means for biocurators to be
directly involved in the testing of text mining systems. The benefits to biocurators participating
in this activity are multifold, including: direct communication and interaction with developers;
exposure to new text mining tools that can be potentially adapted and integrated into the
biocuration workflow, contribution to the development of text mining systems that meet the
needs of the biocuration community, and dissemination of findings in peer-reviewed journal
articles. A User Advisory Group (UAG) representing a diverse group of users with literaturebased curation needs has been assisting in the design and assessment of the IAT. A subset of the
UAG served as task coordinators (see author list), assuming a more active role in pre-testing
systems, preparing surveys, and communicating with participants. This document describes the
workflow of activities taking place in BioCreative IV (2013) and discusses some aspects based
on preliminary findings.

Materials and Methods
General information about the interactive task can be found in
http://www.biocreative.org/tasks/biocreative-iv/track-5-IAT. Information for curators regarding
the partial and full level evaluations, as well as links to the surveys are available at
http://www.biocreative.org/tasks/biocreative-iv/track-5-iat-activity-workflow.
For the usability test we reviewed and followed parts of the guidelines outlined here:
http://www.usability.gov. The pre-designed evaluation tasks were presented to the user via
SurveyMonkey (https://www.surveymonkey.com/) and responses were collected in CSV format.
The user survey from BioCreative 2012 was modified to accommodate changes in scale and
question wording to provide clearer choices to users, following the guidelines in the
Questionnaire for User Interface Satisfaction (QUIS) developed by Chin et al. (see Figure 1 for
examples of changes) (10). To facilitate analysis, the survey response options were converted
from a semantic scale to a numerical scale of 1 to 5, indicating most negative to most positive
feedback, respectively.
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Results and Discussion
One of our goals was to collect data from curators testing the systems, and provide useful
feedback to developers of how to enhance or tailor the system for biocuration. For this, we
conducted a usability test to evaluate each system. We tried to identify any usability problems,
collect quantitative data on participants' performance (e.g., time on task, error rates), and
determine participant's satisfaction with the system. It has been shown that usability testing can
be done effectively in various settings including remote users (in different locations )
(http://guidelines.usability.gov/guidelines/205). This section describes various aspects of the
development of the IAT, from planning to execution. The UAG
(http://www.biocreative.org/events/biocreative-iv/CFP/#committee) has been engaged in
defining various aspects of the task, including specifying the requirements for the systems, the
reviewing of the user survey conducted in BioCreative 2012, recruiting curators, and testing the
systems. Figure 2 summarizes the general workflow. The steps of this workflow are explained
below.
Improvements of Biocreative IV Interactive Task (IAT) based on the previous IAT
In this section, we highlight what we learned from the previous IAT workshop and how we
addressed these findings in BioCreative IV:
1-Matching the system to the real world (of biocuration): User interface language should
cater to domain expert curators (as opposed to system developers or text mining experts).
Moreover, it should follow standards of its users community (such as adopting controlled
vocabularies, and be aware of their curation guidelines), and consider various levels of
annotation (e.g., Sentence vs. Document level annotations).
In BioCreative IV, we asked the teams to engage two users in helping with the guidelines, and/or
testing of their systems, to ensure the teams’ understanding of the biocuration community that
they were targeting.
2-Testing the systems NOT the users: At no point were the participants tested for this task.
However, in the context of this activity, we needed to distinguish between novice and expert
curators, as this could have an impact on reporting the performance of the systems.
In BioCreative IV, we asked, via a survey, for the years of experience as a biocurator in order to
aid later analysis of task outcomes. In addition, we explicitly mentioned that the users were not
being tested.
3-Providing extensive documentation: To ensure a positive feedback from the users, the
system should come with detailed annotation guidelines, as well as a tutorial of how to use the
system, with hands-on examples. Guidelines should provide examples on both what and what not
to annotate.
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In BioCreative IV, we requested these guidelines and tutorials, and also reviewed them before
making them available to the curators.
4-Emphasizing system performance and interface functionalities: We conclude from
previous IATs that adding functionalities to assist in the curation task can increase efficiency of
experienced curators even when the system performance is not optimal. Therefore both must be
in place to make a responsive system.
In BioCreative IV, we emphasized the importance of useful functionalities right in the call for
participation, and provided examples of interesting features incorporated in existing interfaces.
5-Specifying system output: To be useful for the curation task, annotated results should be
made available in standard formats that can be further utilized in the curation workflow.
In BioCreative IV, we asked, where applicable, that results could be downloaded in BioC format
(13). We expect to distribute the annotated corpora that were generated in this format. In
addition, a human readable format such as CSV was also requested.
Interactive Task Phases (Figure 2)
1-Specifications for the task
To come up with the specifications for the text mining systems participating in the interactive
task, we collected a list of general features and functionalities from previous interactive tasks and
asked the User Advisory Group (UAG) to assist in reviewing and prioritizing them. For this, we
conducted a short activity which consisted of performing some basic curation tasks in two
systems, namely GeneView (11) and PubTator (12), which covered majority of the
functionalities in the list. The exercise was meant to inspire UAG members to think about the
requirements in a practical way, as opposed to involving them in an abstract discussion about
systems requirements. After the exercise, the UAG members were asked to select the four most
important items from the list. Table 1 shows the votes from 11 participants.
We classified the requirements into three different categories: mandatory, strongly desired, and
nice-to-have. The four most important items were (1) highlighting entities and relationships, (2)
processing full text, (3) editing text mining results, and (4) the ability to export the results in
standard formats. We agreed to keep “process full text” as a highly desired feature instead of
mandatory, as we recognize that not all curation workflows require full text (e.g., some databases
use only the abstract section in the triaging step). As supporting material, we prepared a
document including real examples of those requirements. This information was added to the
description of the interactive task sent during the call for participation
(URL:http://www.biocreative.org/tasks/biocreative-iv/track-5-IAT/).
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Table 1-Prioritization of system requirements. Each UAG member selected the 4 most important
functionalities. The table shows the votes from 11 members.

Functionalities
Highlight entities and relationships
Process full text
Allow manual mode for annotation*
Ability to edit results*
Export curated results in standard
formats
Sort the results according to different
criteria; rank the results based on what is
more relevant to the user.
Interactive disambiguation of domain
entities
Display curation suggestions or
warnings for display during curation
Report wrong, ambiguous or missing
synonyms
Upload a gene list

#Votes
8
8
7
5
5
3

3
2
2
1

* Although both of these functionalities reflect the ability to edit text mining results, they were viewed as
distinct entities by UAG members.

2-User Survey
In last year’s interactive task, we prepared a survey to capture the user’s experience with the
system (9). The survey consisted of five main categories, namely: overall reaction, system’s
ability to help complete the tasks, design of application, learning to use the application, and
usability. For BioCreative IV, after discussion with the UAG, the survey was reviewed and
improved in language, as well as in scaling the options. The survey simplifies the rating scales,
and provides more opportunities to comment. Figure 1 shows a comparison of a set of questions
used in previous IAT tasks versus the current survey. We also asked the curator to provide
information about their years of experience with the task in order to distinguish novices from
experts. The complete new survey is available at http://ir.cis.udel.edu/biocreative/survey2.html
and completion was mandatory for curators who participated at the full curation level.

!

194!

!

Figure 1- Snapshot of questions within the “System’s ability to help complete tasks” category in
Biocreative 2012 (top) and 2013 (bottom) user surveys.

3-Pre-defined tasks and survey
We asked users to perform pre-defined short tasks to allow them to navigate the system and
provide initial feedback on first impressions about the system. Some examples of pre-defined
tasks were:
- log in/install software required for curation
- test functions that lead up to curation (e.g. search, upload, sort and/or rank)
- require system to perform an erroneous task
- edit a text mining result
- save results
- describe the meaning of some icons/buttons/tabs
We followed with questions about their ability to perform the task and how difficult it was to
accomplish. In some cases, we also looked into navigation cues in the user interface by
presenting a snapshot of the interface and asking about meaning of specific menu options or
buttons. In the end, all surveys contained general questions about the usability of the system
applicable to all systems. The surveys were reviewed by multiple coordinators to ensure that they
contained clear directives that could be reproduced.
The link to the activity for each system is available at
http://www.biocreative.org/tasks/biocreative-iv/track-5-iat-activity-workflow/#Partial!
Team participation (Figure 2.2)
Similar to the previous Interactive Tasks, we invited text mining teams to submit a document
describing the system and the proposed biocuration task(s), provide the URL to a functioning
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system, and address aspects such as relevance and impact (explain user and target community),
user interactivity (provide interface with requirements), and performance (if the system has
undergone a prior evaluation). In addition, each team was asked to engage two users from its
user community to assist with the corpus selection, the curation guidelines, and the testing.
The organizers of the task (coordinators) reviewed the systems with the help of two other UAG
members to make sure that systems complied with the specifications and had a realistic plan to
finish the implementation by the time of testing. The coordinators spent a significant amount of
time making sure that the systems were working and that they provided the necessary guidelines
(both curation and system-related) and tutorials for the users.
Nine teams participated in the Interactive Task. This represents an increase from six systems that
fully participated in the last BioCreative IAT workshop. Tables 2 and 3 describe the
participating systems. They differed in the complexity of their interface. Some offered workflow
design options (Argo), management systems for curation (Egas), on-the-fly training (tagtog),
active learning (tagtog, SciKnowMine), and plug-ins for the web browser (MarkerRIF). Others
provided more traditional interfaces that offered common input and output of text mining results
with highlighting and sorting/scoring capabilities (CellFinder, BioQRator, RLIMS-P, Ontogene).
These systems also differed in the type of tasks that they performed (information retrieval and/or
entity recognition and/or event recognition). Despite the highly desired requirement of full text
processing, only three tools utilized full text articles (Ontogene, SciKnowMine and tagtog). In a
few cases, systems could support full text processing (EGAS, Argo, and RLIMS-P), but this was
not pursued in the BioCreative task due to time constraints, either from the implementation or the
curation side.
Curator recruitment (Figure 2.3)
We reached out to the biocuration community by presenting the activity in a BioCreative
workshop hosted at the International Biocuration meeting in Cambridge, UK (April, 2013). We
also submitted the call for participation via the International Biocuration Society and the
Neuroscience Informatics Framework mailing lists, via UAG members, and personal contacts.
Given the busy schedule of biocurators, we offered full and partial levels of participation, which
involved different levels of commitment from the user. The full level participation involved
curation of a defined corpus with and without text mining assistance, tracking the respective time
on task, and completing the user survey. The partial level participation involved performing predefined tasks as described earlier.
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Figure 2- Interactive task track workflow. See “Interactive Task Phases” section for descriptions of each
numbered phase.
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Table 2-Description of systems that participated in the Interactive Task in BioCreative IV
System

Description of the tool

URL

Browser compatibility*
Fx
x

Ch
x

Sf
x

Cell Finder

Annotation of gene, expression relation and cell type http://141.20.31.85/cellfinder/
in text snippets from a set of articles

Ontogene

Detection of Gene/Chemical/Diseases and their
interactions

MarkerRIF

Retrieval of articles about biomarkers, and
bws.iis.sinica.edu.tw/MarkerRIF
extraction of disease and biomarker (gene) with
normalization
Triage based on pre-trained categories of interest in http://www.isi.edu/projects/sciknowmine
full length articles
/triage_system_demo

x

x

x

x

BioQRator

Retrieval based on relevance on protein-protein
http://www.bioqrator.org/
interaction information and annotation of protein pair

x

x

x

RLIMS-P

Triage on protein phosphorylation. Annotation of
kinase, substrate and site with normalization.

x

x

x

Egas

Identification and extraction of protein-protein
bioinformatics.ua.pt/egas
intearaction events described over PubMed abstracts
related to neuropathological disorders
Annotation of gene names within full-text documents www.tagtog.net
especially machine-predicted documents

x

x

x

x

x

Annotation of metabolic process-related named
argo.nactem.ac.uk
entities, namely chemical entities and genes or gene
products

x

x

SciKnowMine

tagtog

Argo

marvin.cl.uzh.ch/kitt/bcms/bc2013-ctd/

http://research.bioinformatics.udel.edu/te
xt_mining/rlimsp2/

x

IE
x

x

x

x

x

*Fx=Firefox, Ch=Chrome, Sf=Safari and IE=Internet Explorer

A total of 50 curators participated in the interactive task in different capacities (as of October 4).
Figure 3 shows the distribution by system and level or participation. All systems were inspected
by at least 5 curators.
Evaluation (Figure 2.4)
Similar to IAT 2012, we evaluated the systems in terms of performance and preference.
Performance metrics include: precision, recall, F-measure, and efficiency of curation (e.g., the
change in time when using the text mining tool vs. other basic methods). The preference metrics
include reported satisfaction with the system while performing predefined tasks, and post-testing
satisfaction.
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Table 3- Text mining tasks performed by systems and other highlights
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A

B
System

# Curators Recruited
Full

Partial

CellFinder

4

2

Ontogene

2

3

MarkerRIF

3

3

SciKnowMine

1

5

BioQRator

6

6

RLIMS-P

3

5

EGAS

4

4

Tagtog

7

2

Argo

4

1

C

Figure 3. Distribution of curators (A) by system and participation level, (B) by continent, and (C) by type
of hiring institution. A total of 50 curators participated in this activity. Notice that the total number in (A)
is higher because some curators tested more than one system.

Figure 4- Stack bar graph showing overall satisfaction measure for each system. Each line represents a
curator involved in the full level participation. Overall satisfaction includes the rating of the user
experience (blue), the rating of the system (red), and the recommendation of the system (green). The
rates range from 1 to 5, from the most negative to the most positive feedback.
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Preliminary analysis of results
Figure 4 shows the overall satisfaction of the systems per curator (only the systems with
feedback from more than 3 curators are included). The satisfaction is based on the full level
evaluation task. Majority of satisfaction ratings were consistent and positive (i.e., with a score
greater than 3) among curators evaluating each system. An exception is Argo where we observe
disagreement between the first and the second halves of the curators. Evaluating this system was
challenging as this was the most complex system that participated in the track. The low rating in
satisfaction seems to be related to the learnability curve and the organization aspect of the
system. Nevertheless, we would like to point out that Argo is flexible and a powerful tool which
allows the building of workflows by combining various modules.
We are still collecting information regarding the time spent on the task with vs. without the text
mining tool’s assistance. However, we can comment on a couple of the systems. For Egas, the
curation time was significantly reduced for 3 of the 4 curators by 1.5-4 times. It is noteworthy
that the increase in efficiency was solely due to the text mining component (the same interface
was used in both assisted and manual modes). In the case of RLIMS-P, the curators provided
positive overall impression of the system, but the time spent on curation in manual vs. system
assisted mode was almost equal for 2 of the 3 curators. The survey and follow-up with curators
indicated that the positive satisfaction level was due to the ability of the tool to find abstracts
highly relevant to phosphorylation, as well as the functionalities included online, which helped
the curators find quickly and highlight information in the interface. Both curators expressed that
the bottleneck was the gene normalization step, which is not the focus of this system. RLIMS-P
is planning to improve this step once it moves to full length articles.
Based on the partial level testing, we identified some areas of improvement for some of the
systems. One is concerned with the error messages: there were cases where curators could not
understand why no error messages or un-satisfactory ones were displayed when no documents
were retrieved for non-existing PMIDs (e.g., Ontogene, BioQRator, RLIMS-P). Another area of
improvement is with regard to key functionalities that were not found by the user (e.g.,
classification of articles in SciKnowMine). Thirdly, the color choice was not optimal for color
blinded users in the case of Egas, for example. Lastly, some of the icons and names of
sections/functionalities were hard to understand (e.g., in RLIMS-P, the eye icon is intended for
articles that were viewed but not annotated, or in BioQRator, it was not clear how the PIE score
for sorting the data was calculated).
We provided each team with all the feedback from the users. Updates on the evaluation for all
systems will be presented in the workshop.
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Conclusion
The interactive task provides the opportunity for text mining and biocuration communities to
closely interact. This activity is highly challenging to organize. Part of the challenge comes from
IAT not having a common task with a common data set and scoring metrics. A typical shared
task is optimal for comparing and evaluating TM algorithms in batch mode. However, IAT aims
to involve fully developed and complex systems. Thus, making it a shared task would limit the
participation, as undue effort would be required from developers and curators for tasks they may
not fully appreciate. Synchronizing the schedule for so many systems and curators is also
challenging for this task.
Perhaps one of the most difficult challenges we have in this task is the recruitment of curators,
who tend to be skeptical of text mining systems. This is usually a consequence of previous
involvement in such activities, where creation of gold standard corpora for NLP competitions did
not provide immediate optimal solutions. Moreover, curators tend to have high expectations of
the tools. This may discourage participation of some NLP teams who do not believe that their
systems are ready for curators need. Our goal is to break these barriers, by encouraging and
improving communications between curators and system developers, and by involving curators
in a more active role in the development of text mining systems. The increasing number of
participants in this task, as well as the cooperation between curators and the teams, showed that
we are moving a step closer to accomplishing our goal.
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